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Abstract

This thesis considers the problem of coordinating multiple industrial manipulators with over-
lapping workspaces working on a shared set of tasks. The work is motivated by the vast amount
of manual manufacturing tasks that could be automated. However, these tasks are often not
worth automating because the batch size is too small, and today’s automation methods re-
quire too much engineering effort. A large part of the engineering effort goes into manually
optimizing schedules, i.e., deciding which robot does what and when.

The main research question regards how to increase the operation efficiency of closely
interacting multi-robot systems in the context of changing tasks. This question is divided into
three subquestions addressing (i) the formulation and optimization of the automation task, (ii)
how humans can efficiently interact with such an optimization framework, and (iii) how to
deploy the solution schedules on a robotic system safely.

This work develops automatic planning and scheduling techniques for the identified prob-
lem class to answer these questions. It embeds them into a system featuring a multi-modal user
interface and a safe execution engine.

Many approaches for the coordination of multiple agents exist in the literature. The case of
multi-arm robots requires incredibly tight scheduling as the agents are virtually always close to
collision. Thus, it is required to develop a method that exploits the robots’ 3D geometry, utilizes
the high-dimensional configuration space, and works with a fine-grained time discretization.
Additionally, the shared task introduces constraints between individual robots.

The user interface combines natural language and demonstration using a motion tracking
device to generate planning problems. In contrast to other works, we intentionally leave many
variables ungrounded but let the planner decide on the grounding. Furthermore, we let the
user teach problem invariants and constraints such as temporal ordering or mutual exclusive
assignments.

The execution engine orchestrates the motions of multi-robot systems according to the
schedule computed by the planner. It prevents collisions by controlling access to the shared
workspace in a fine-grained manner. Furthermore, it keeps the execution consistent with local
schedule timing and can handle minor uncertainties in the execution time. Other published
approaches of online multi-robot coordination do not take the higher-level task constraints into
account or do not exploit the resource profile of long-running actions.

The extensive evaluation of the system in highly realistic robot simulations shows the high
performance of the proposed system components. It validates the presented approaches as
answers to the research questions.
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Zusammenfassung

Diese Arbeit befasst sich mit dem Problem der Koordinierung mehrerer industrieller Manipu-
latoren mit sich überschneidenden Arbeitsbereichen, die an einem gemeinsamen Aufgabensatz
arbeiten. Die Arbeit ist motiviert durch die große Menge an manuellen Fertigungsaufgaben,
die automatisiert werden könnten. Kleine Losgrößen und die unflexible und inhomogene Au-
tomatisierungslandschaft verhindern jedoch häufig die Wirtschaftlichkeit der Umsetzung. Ein
großer Teil des technischen Aufwands entfällt auf die manuelle Optimierung der Arbeitspläne,
d. h. auf die Entscheidung, welcher Roboter was und wann macht.

Die Hauptforschungsfrage ist, wie man die Betriebseffizienz von eng interagierenden Multi-
Roboter-Systemen im Kontext wechselnder Aufgaben erhöhen kann. Diese Frage ist in drei
Unterfragen gegliedert, die sich mit (i) der Formulierung und Optimierung der Automa-
tisierungsaufgabe, (ii) der Frage, wie Menschen effizient mit einem solchen Optimierungs-
werkzeug interagieren können, und (iii) der Frage, wie die Lösungspläne sicher und effizient
auf einem Robotersystem eingesetzt werden können, beschäftigen.

Diese Arbeit entwickelt automatische Planungs- und Schedulingverfahren für die identi-
fizierte Problemklasse, um diese Fragen zu beantworten. Sie bettet diese in ein System ein, das
eine multimodale Benutzerschnittstelle und einen sichere Ausführungsmechanismus bietet.

In der Literatur gibt es viele Ansätze für die Koordination von mehreren Agenten. Im Falle
von mehrarmigen Robotern ist eine unglaublich enge Zeitplanung erforderlich, da die Agen-
ten praktisch immer kurz vor einer Kollision stehen. Daher muss eine Methode entwickelt
werden, die sich die 3D-Geometrie der Roboter zunutze macht, den hochdimensionalen Kon-
figurationsraum ausnutzt und mit einer feinen Zeitdiskretisierung arbeitet. Außerdem führt
die gemeinsame Aufgabe zu Abhängigkeiten zwischen den einzelnen Robotern.

Die Benutzerschnittstelle kombiniert natürliche Sprache und Demonstration mit Hilfe eines
Bewegungsverfolgungsgeräts, um Planungsprobleme zu erzeugen. Im Gegensatz zu anderen
Arbeiten lassen wir absichtlich viele Variablen unbestimmt und überlassen dem Optimierungsal-
gorithmus viele Entscheidungen. Darüber hinaus lassen wir den Benutzer Probleminvarianten
und Beschränkungen wie zeitliche Anordnung oder sich gegenseitig ausschließende Zuweisun-
gen festlegen.

Der Ausführungsmechanismus orchestriert die Bewegungen von Multi-Roboter-Systemen
nach einem Zeitplan. Sie verhindert Kollisionen, indem sie den Zugriff auf den gemeinsamen
Arbeitsbereich präzise steuert. Darüber hinaus hält er die Ausführung mit dem lokalen Zeitplan
konsistent und kann mit geringen Unsicherheiten in der tatsächlichen Ausführungszeit umge-
hen. Andere veröffentlichte Ansätze zur Online-Multi-Roboter-Koordination berücksichtigen
nicht die übergeordneten Aufgabenbeschränkungen oder nutzen nicht das Ressourcenprofil
von lang laufenden Aktionen aus.

Die umfangreiche Evaluierung des Systems in hochrealistischen Robotersimulationen zeigt
die hohe Leistungsfähigkeit der vorgeschlagenen Systemkomponenten. Sie validiert die vorge-
stellten Ansätze als Antworten auf die Forschungsfragen.
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Chapter 1

Introduction

Current mass production plants utilize robots and machines with fixed human-created plans
and schedules, which usually do not exploit the capabilities and capacity of the automation
system to the fullest. For example, poor coordination of individual robots leads to preventable
idle time. Moreover, the flexibility of robots as “multi-purpose” machines is typically underex-
ploited. While a human worker would quickly adapt to a partially filled parts container or an
additional rack of pieces, tending a robot work cell does not allow flexibility. It would require
a reengineering of the robot control software.

The shift towards mass customization calls for more flexible production systems. This change
involves breaking up the rigid production lines into a set of smaller multi-purpose manufacturing
cells with non-linear intra-logistic solutions (e.g., using Autonomous Ground Vehicles (AGVs)).
Additionally, the manufacturing cells require a more flexible physical setup, as it is, for example,
provided by multi-arm robots. Dual-arm and multi-arm robots might thus play a key role in
truly flexible manufacturing contexts. With their human-scale robot workspace and kinematic
capabilities, they could take over many manufacturing and manipulation tasks at workplaces in
modern workshops, which are not explicitly designed for robots. The main advantages of multi-
robot systems are a broader set of (manipulation) capabilities (e.g., bimanual manipulation,
using one arm as a fixture), an increased workspace size, and the option to work with all
arms in parallel on a shared task. In general, all changes towards more flexibility open up
the potential for optimizing the operation at the cost of increased control program complexity.
However, detaching individual cells from the takt time of the whole production plant presents
an interesting decentralization step, which increases the operational flexibility and decreases the
system size. Instead of optimizing the whole production line, we can now focus on the smaller
system of a single cell with less strict boundary conditions. This relaxed optimization problem is
computationally more tractable than optimizing a whole production line. Instead, we spend the
freed computational resources coordinating the operation of the individual arms. Developing
efficient robot control programs for multi-arm robots is more involved than controlling a single
robot. Today’s robot programming tools are targeted at programming motions for individual
robots and accommodate at most simple coordination schemes. This thesis focuses on the
automated generation of optimized control programs for multi-arm production cells.

To give an example, we show the task of manufacturing window-wiper motors (see Fig. 1.1)
from a plant of the automotive supplier Bosch. This task follows a simple three-step process:
(i) mount a tool (C) to a workpiece (A), (ii) add the electrical interface (B) to the workpiece (A),
and (iii) remove the tool. Both arms can work parallel, but proper coordination is important to
avoid collisions and ensure a correct assembly process. In this case, the temporal conditions
between the task steps for each of the four workpieces in front of the robot must be ensured.
For example, we must guarantee that the tool on a workpiece stays on the workpiece until the
electrical interface is mounted. Otherwise, the individual activities can be freely parallelized
by distributing them to the arms. However, the assignment of the electrical interfaces to the
workpieces must be kinematically feasible for the assigned arm. Furthermore, the duration of
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Figure 1.1: High-volume manufacturing of delicate parts (here window-wiper motors) follows a simple
three-step plan: mount a tool (C) to a workpiece (A), add the electrical interface (B) to the
workpiece (A) and remove the tool. This task type is regularly automated, but the solutions
follow simple approaches of coordinating the arms. A more sophisticated planning and
scheduling system would improve operation and lower programming effort.

the robot motions and the occupied workspace depends on the mentioned assignments and the
ordering of the activities assigned to each arm.

As another example, we consider furniture assembly tasks. The purpose of a task can be the
assembly of a chair or other product. We see tasks as a set of activities. The activities in furniture
assembly tasks can include drilling a hole, applying glue, inserting a bolt, and others. Activities
usually require that a robot is positioning an end-effector (EEF) in a suitable 6D pose and then
activates the EEF while possibly executing further motions (e.g., to apply glue along a spatial
curve). Activities may have a robot-dependent execution time and resource requirement (e.g.,
space occupied by the robot). The resource requirements are time-dependent in general, i.e.,
the occupied space varies throughout an activity involving a robot motion (e.g., seam welding).
Many activities can be executed in any order or by any robot. However, activities can be subject
to constraints such as ordering constraints (e.g., drilling a hole must happen before inserting a
bolt into that hole) or combinatorial constraints (e.g., selecting one bolt from a set). When the
robots complete all activities (without violating any constraints), they fulfill the task’s purpose.
We introduce the resulting optimization problems in this thesis as Simultaneous Task Allocation
And Motion Scheduling (STAAMS) problems.
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1.1 Related Solution Approaches

Existing research has partly addressed the planning and scheduling problems arising in the
considered scenarios. However, the described solutions and algorithms do, in our opinion,
not cover the complexity found in our use-cases and are therefore not directly applicable. For
single-arm robots, the problem of finding a good/optimal order of all activities is called task
sequencing (Alatartsev and Ortmeier, 2014). The activities may be subject to (partial) ordering
constraints, can have several variants (e.g., applying glue along a curve can be started from
either side). The optimization target is to minimize the costs on the lowest levels of robot
control. It takes into account, for example, the length or duration of motions or optimizes the
energy requirements. However, task sequencing is limited to setups with a single robot in
most cases. It is often treated as a purely geometrical problem, frequently as an instance of a
Traveling Salesman Problem (TSP). It is agnostic to the notion of resources and time. These
aspects are, however, well understood in the field of Multi-Robot-Task-Allocation (MRTA).
Some MRTA approaches devise multi-robot schedules ensuring safe multi-robot coordination
(Korsah, Stentz, and Dias, 2013; Gerkey and Matarić, 2004). However, the individual agent’s
geometry is abstracted to points or elementary shapes (e.g., rectangles or circles in the plane).
Also, the agents usually have small state spaces. Other approaches dealing with planning for
dual-arm robots include (Akbari, Lagriffoul, and Rosell, 2019; Gharbi, Cortes, and Simeon,
2009), which either do not parallelize the work or do not deal with longer task sequences.

The field of Multi-Robot-Task-Allocation has developed many specialized solutions for the
coordination of robot teams. The case of multi-arm robots requires incredibly tight scheduling
as the agents are virtually always close to collisions. Thus, it was required to develop an
approach that can schedule in 3D with fine-grained time discretization (no unit time) and more
complex task inter-dependencies (i.e., Simultaneous Task Allocation And Motion Scheduling
(STAAMS) problems). The methods developed in this thesis are, in principle, applicable or
easily transferable to the coordination of other (heterogeneous) teams of robots. However, we
will limit our demonstrations to dual-arm robots. We believe that we can advance the state-of-
the-art with a rigorous optimization method to operate several manipulators with overlapping
workspaces sharing a task.

1.2 Research Questions

With this motivation, we state our central research question and subdivide it into three sub-
questions.

How can we increase the operation efficiency of closely interacting multi-robot systems in
the context of changing tasks and environments in modern manufacturing?

This question has three crucial components, which we express in subquestions. The first
subquestion regards the schedule synthesis for manufacturing robots:

How can the high-level manufacturing logic and the low-level robot control be integrated
into a hybrid optimization procedure to plan a safe and efficient robot operation?

The second subquestion deals with the flexibility of the automation solution, i.e., the way
how workers can adjust the robot operation to new conditions or new products:

What are suitable interaction modalities for a user interface to make the specification of
manufacturing tasks for multi-robot operations more intuitive and faster?

The third subquestion deals with the execution of multi-robot schedules in the face of
uncertainties:
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How can a multi-robot schedule be safely deployed on a multi-robot system when the
execution of each activity is subject to small timing uncertainties?

1.3 Thesis Goals

We decided to build a system to find and verify answers to the central research question and its
three subquestions. It shall allow the specification of manufacturing tasks, automatically devise
schedules for multi-robot systems through optimization techniques, and control the execution
of such schedules to guarantee a safe robot operation. The operation of a multi-robot system
must adhere to the following requirements:

1. The schedules must be feasible for the individual robots in the system. Kinematic con-
straints and limits on the velocity of motions must be respected. Additionally, robot-robot
and robot-environment collisions must be avoided. Since the considered robots have
overlapping workspaces, their access to it must be coordinated in order to ensure a safe
operation

2. The schedule must ensure a correct task execution. All activities must be executed without
violating the task definition constraints (e.g., temporal ordering of activities).

3. The operation of the multi-robot system must be economical according to the user pref-
erences (accounting for costs and time). The planning and scheduling component has to
optimize the operation schedules to realize the potential of the given multi-robot system.

Such a system would be a milestone towards affordable robotization for small and medium-sized
companies.

1.4 Constraint Satisfaction Problems for Problem Solving

The nature and requirements of multi-robot operation leads to mixed or hybrid optimization
problems. Many decisions are combinatorial (e.g., an activity A comes after activity B or vice
versa), while others are continuous (e.g., the exact trajectory of a robotic motion). Constraint
Satisfaction Problems (CSPs) are a typical reduction target with a proven track record in AI. CSPs
are well suited to express a wide range of problems and are also used to integrate specialized
algorithms for different domains (Freuder and Mackworth, 2006). Specialized solution algo-
rithms from operations research are available for solving common problem substructures (e.g.,
packing of rectangles inside a rectangular area, scheduling of cumulative resources) in the form
of global constraints (Hoeve, 2001; Maher, 2017; Arafailova et al., 2018). This richness of the
representation allows for representing a broad set of problems involving different domains.

CSPs are typically solved using a combination of backtracking search and constraint propa-
gation. The search assigns values successively to variables to build a solution from a consistent
partial solution. After each search step, the solver propagates the latest decision via constraint
propagation to other variables, i.e., removing now infeasible values from the variables’ domains.
The result is a pruned search space. Exploiting the knowledge encoded in the constraints can
dramatically boost the solver’s efficiency. Under certain conditions, solvers can directly derive
solutions without search (Dechter, 2006). The solver revokes the previous decision if propaga-
tion leads to an inconsistency (i.e., no value left in the domain of at least one variable). This
backtracking procedure is complete and optimal because the solver will check every feasible
solution (if given enough time). If one exists, it will find a solution, and eventually, it will
find an optimal solution. These guarantees are due to the vast search space of little practical
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importance, but the practical solver performance improves dramatically with heuristics, search
randomization, and restarts.

CSPs are defined declaratively by defining variables and constraints on them. In general,
CSPs offer several distinct ways of incorporating given information. We can define a cost
function in terms of constraint variables to provide a quality criterion for the optimization.
Necessary conditions translate directly into constraints. Since all added constraints are in
logical conjunction, the dual formulations of subproblems are easily integrated as constraints
and improve the propagation. Preferences can be considered in the cost function or the search
strategy. The points above all render CSPs a flexible reduction target.

Programmatically defining CSPs, controlling the solving process, and possibly amending
the CSPs with new constraints or variables is Constraint Programming (CP). In CP, we can
widely control the constraint solver’s search process, creating custom search strategies and
incorporating heuristics to tune the solution process. Notably, a randomized search with
restarts leads to speedy and uniform results and avoids trashing after early bad decisions.

We choose CP as a base for the multi-arm robot planning and scheduling solver we propose
in this thesis for the following reasons: Constraints offer an elegant way to express requirements
and common sense knowledge. These can come from various sources and domains. The notion
of constraints allows incorporating information without excluding the optimal solution from
the search space.

1.5 Contributions

Robot programming is a significant cost driver in the automation of production tasks. It requires
a highly skilled workforce and considerable time. In addition to the labor cost, the company’s
value creation break has to be considered. This thesis presents a system for specification,
scheduling, and execution of tasks for industrial dual-arm robots. Such a system can be
considered a milestone towards affordable robotization for small and medium-sized companies.
We hope to position our work in the gap between the fields of task sequencing and MRTA.
We combine the geometrical accuracy of task sequencing approaches with the richness in
the task representation of multi-robot coordination from the multi-robot-task-allocation field.
Building a functional system instead of concentrating only on the algorithmic contributions
allows to validate the solution not solely in theory. However, it adds proof that the problem of
programming cooperating manufacturing robots got significantly easier through the contributions
presented in this thesis. Specifically, we contribute to the state of the art in the following four
fields:

1. System: Design a system that allows the interactive specification of manufacturing tasks,
the automatic optimization of robot schedules, and the safe execution of such schedules by
multi-arm robots. The system allows to utilize the robots better because it supports par-
allel acting and close cooperation of each individually controllable robot. Other systems
heavily under-utilize multi-arm robots as they either split the workspace or only allow a
single arm to move at each moment in time. In contrast, we also afford a fine-grained time
representation, which allows creating more efficient schedules for activities with differ-
ent durations. Previous approaches often rely on starting parallel activities together and
letting all robots wait until the last activity terminates. The system allows the task spec-
ification in a declarative and robot agnostic task description language, which drastically
reduces the mental burden for the robot programmer. We present a set of use-cases from
industrial manufacturing plants to show the approach’s modeling capacity and validate
the superior quality of the resulting robot schedules.
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2. Solver: The central system component is a solver module that takes a task representa-
tion, a robot description, and a robot environment description as input and outputs fully
timed multi-robot schedules to operate multiple robots in a shared workspace. Global
optimization requires integrating scheduling, motion planning, and task allocation into a
coherent formalism. Our solver considers decisions on all of these levels together, whereas
greedier solvers commit to higher-level decisions first before progressing to lower-level
decisions in a strictly hierarchical scheme. The integrated optimization allows our solver
to consider more solutions than other solvers, i.e., our solver can find solutions that con-
ventional hierarchical solving approaches miss. Our solver can often find better solutions
because it can revise disadvantageous decisions. The core solver is based on constraint
programming, and solving relies on constraint propagation and backtracking search. We
develop constraint-variable representations for tasks, robot schedules with dense timing,
space occupancy, resources, and more to model many manufacturing scenarios. The great
plus of having this CP representation is that each piece of information can be fed into it
and is propagated. Hence, the solver will only find consistent robot schedules. The solver
efficiency also increases (by reducing the search space) and makes it more versatile (it
can adapt to many situations). We demonstrate the superior quality of schedules in ex-
periments with simulated robots. We compare the results with a state-of-the-art method
on a generic problem class from the literature. We also show that our solver can pro-
duce schedules for different multi-arm robots and evaluate the effect of different solution
strategies on the solving time and solution quality.

3. Execution Engine: We propose an execution engine module that takes multi-robot sched-
ules as input and safely orchestrates the individual robots’ activities in the face of minor
uncertainties in the execution times. The execution engine can synchronize arm motions
and end-effector activation for trajectory-controlled robot arms. It also handles user-
defined robot skills by bringing the robot arm into the starting configuration and granting
access to all required resources. The execution engine achieves the coordination between
the robots based on a central resource access management, i.e., an activity starts only after
sufficient space (or other required resources) has been reserved (much like an airspace
controller). This online collision avoidance adds a layer of safety for executing nominally
collision-free schedules. Delays of individual activities are considered before triggering
new activities, which keeps the execution locally consistent with the original schedule and
satisfies the task logic. For the smooth actuation of robotic manipulators, we propose a
new algorithm that can modulate the execution speed along a joint space path during the
execution, which helps make the overall execution smoother, saves energy, and prevents
wear and tear on the robots. We validate the execution engine in several experiments with
simulated and real robots. We compare the original schedule with the resulting operation
of the robot.

4. User Interface: We propose a multi-modal user interface that allows specifying tasks using
natural language and demonstrations. The user interface incorporates several interaction
modalities to streamline the specification process for the user. The user enumerates
all the activities and specifies spatial parameters through demonstration with a motion
capturing system. The user can set the activities into temporal relations by chaining
them with keywords like after or then. Also, certain combinatorial constraints can be
expressed. For example, taking multiple interchangeable pieces from a storage location
can be expressed without specifying which piece should be taken, leaving the freedom
for later optimization. However, implicit constraints prevent the double-use of pieces.
For convenience, the user can define compound activity templates by naming a set of
activities and constraints. Then the template name can be used in the specification like
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a normal activity name. We validate the user interface by modeling a series of use-
case variations demonstrating the different capabilities and showcasing different levels
of complexity. We also verify the effectiveness of the user interface in user studies.
We validated experimentally that all users could use the system after watching a short
instructional video. We also observed a significant gain in the problem definition speed
compared to the textual definition directly using the task description language.

To show the generality and performance of the system, we demonstrate our system on multiple
industrial use-cases using different dual-arm robots.

1.6 Publication Note

The following six own publications, including a patent, support the material presented in this
thesis (in reverse chronological order):

• J. K. Behrens, K. Stepanova, and R. Babuska (May 2020). “Simultaneous task alloca-
tion and motion scheduling for complex tasks executed by multiple robots”. In: 2020
International Conference on Robotics and Automation (ICRA). Paris

• R. Lange and J. K. Behrens (Apr. 2020). “Vorrichtung und verfahren zur ansteuerung
eines robotersystems”. Pat. WO2020083633A1. url: https://patents.google.com/
patent/WO2020083633A1/de#patentCitations (visited on 09/24/2021)

• P. Svarny et al. (Nov. 2019). “Safe physical HRI: Toward a unified treatment of speed
and separation monitoring together with power and force limiting”. In: 2019 IEEE/RSJ
International Conference on Intelligent Robots and Systems (IROS). ISSN: 2153-0858, pp. 7580–
7587. doi: 10.1109/IROS40897.2019.8968463

• J. K. Behrens et al. (July 2019). “Specifying Dual-Arm Robot Planning Problems Through
Natural Language and Demonstration”. In: IEEE Robotics and Automation Letters 4.3,
pp. 2622–2629. issn: 2377-3766. doi: 10.1109/LRA.2019.2898714

• J. K. Behrens, R. Lange, and M. Mansouri (May 2019). “A Constraint Programming
Approach to Simultaneous Task Allocation and Motion Scheduling for Industrial Dual-
Arm Manipulation Tasks”. In: 2019 International Conference on Robotics and Automation
(ICRA), pp. 8705–8711. doi: 10.1109/ICRA.2019.8794022

• J. K. Behrens, R. Lange, and M. Beetz (May 2017). “CSP-Based integrated Task & Motion
Planning for Assembly Robots”. In: Proc. of the Workshop on AI Planning and Robotics at
ICRA ’17. Singapore

1.7 Outline

The rest of this thesis is structured as follows:
Chap. 2 introduces the necessary background knowledge and terminology used in the later

contribution chapters.
Chap. 3 presents the selection of exemplar industrial use-cases and an analysis of them

regarding the optimization space and potential. Furthermore, requirements and reasonable
assumptions to base our work on are derived.

We review the related work for the whole thesis in Chap. 4.
Chap. 5 deals with the overall system architecture presented in this thesis. The flow of

information and the individual computation steps are set into context.

https://patents.google.com/patent/WO2020083633A1/de#patentCitations
https://patents.google.com/patent/WO2020083633A1/de#patentCitations
https://doi.org/10.1109/IROS40897.2019.8968463
https://doi.org/10.1109/LRA.2019.2898714
https://doi.org/10.1109/ICRA.2019.8794022
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Chap. 6 presents details of the experimental setups, i.e., the robots and the software for
controlling them. At Bosch Corporate Research in Renningen, that was a KaWaDa Nextage
robot. Later, at the Czech Technical University, a system of two KUKA iiwa robots was used.

The Chapters 7-9 introduce the components of the system. Chap. 7 describes our approach to
modeling and solving multi-robot coordination problems. The constraint programming model
of the robot and the proposed task description language are introduced. Modeling examples of
the analyzed use-case classes are given. Then, the solving strategy for the resulting constraint
program is presented.

Chap. 8 introduces an execution engine, which is suitable to dispatch a schedule produced
by our solver to execute it on (simulated) robot systems. The chapter includes methods to
alleviate slight delays in the schedules of individual subsystems (e.g., a component for scaling
the execution velocity of a motion during execution) and an online adaptation of the schedule
to ensure the local consistency between all activities and motions.

Chap. 9 describes a multi-modal human robot interface (HRI) which facilitates natural
language and demonstrations using an motion tracking setup, to realize a method to specify
STAAMS problems.

We discuss and conclude this thesis in Chap. 10.
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Chapter 2

Background

We discuss the background allowing to follow the content of this thesis. We first review
the representations to describe tasks in the (Cartesian) task space (represented by the special
Euclidean group SE(3)) and the corresponding robot motions in the configuration-space—using
the joint angles as generalized coordinates. We formalize the notions of robot operations and task
models. We give an overview of motion planning and the graph-based representation of the
configuration space we use to generate motions during the STAAMS solving process. The
robot topology determines the kinematic constraints and the forward- and inverse kinematic
transformations between these spaces. The robot will occupy a certain subset of the workspace
for a given robot configuration. We show the representations of occupied volumes and how
collision checking for such volumes is done. We proceed to the topic of mathematical problem
solving: Deliberation in the robotics domain can be approached as a search or reduction to a
mathematical problem, which is solved using the general methods for the problem.

To give an overview and to validate our choice of constraint programming, we review search-
based approaches as well as mathematical programs (e.g., Linear Programs (LPs), Mixed Integer
Programs (MIPs), etc.). A broader introduction into constraint programming is given: visiting
the basic representations, constraint types and their propagation, the search process, and the
search strategy. We conclude this chapter with a review of how constraint programming is
used for planning and scheduling, common representations for time, and quality criteria for
optimization.

2.1 Essential Space and Robot Kinematics Representations

We cover the basic representations to describe the geometry relevant for robotic tasks and their
execution. End-effector paths and poses are most naturally expressed in the Cartesian space,
while robot control inherently requires a configuration-space (joint-space) representation. We
will show how to transform between the representations. We will see how to evaluate points
in the configuration space for validity. We will also mention how robot kinematics brings
restrictions to the problem (e.g., unreachable poses, collision avoidance, singularities, etc.), but
in parallel provides some degrees of freedom (e.g., an end-effector pose can be reached by
multiple configurations) which can be subject to optimization.

2.1.1 Manipulator Topology and Geometry

For many robotic tasks, the robot’s topology, physical characteristics, operation boundaries, etc.,
have to be known. It is useful to collect all information in a model describing the various aspects
of the robot. Such models can be used for simulation (e.g., the Gazebo simulator (Koenig and
Howard, 2004)) or by robot software to make introspection. We are explicitly dealing with
serial manipulators, which we describe in this section. However, the methods are not limited to
this structural class of robots. The kinematic structure of a serial chain manipulatorn consists of
rigid bodies (links) and connecting joints. The joints typically allow one-dimensional rotational
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or translational motion around/along specified axes. The motion of the other five degrees of
freedom (DoFs) between two adjacent links is prevented. However, there are also links allowing
two or three degrees of freedom (Waldron and Schmiedeler, 2008), which we can translate into
a chain with only one degree of freedom joints by introducing dummy links with zero length
and mass. The geometry of the links determines the transforms along the kinematic chain. A
tool fixed to the last link of the robot is called the end-effector (EEF).

A popular representation format for robot topologies is the Universal Robotics Description
Format (URDF). It describes robots in a human and machine-readable format based on the
Extensible Markup Language (XML). The Semantic Robot Description Format (SRDF) adds
information about joint groups, default robot configurations, end-effectors, etc. Kunze, Roehm,
and Beetz (2011) introduced the Semantic Robot Description Language (SRDL) which should
also enable more sophisticated reasoning about the robot’s capabilities. Questions like "Which
end-effector is suitable for grasping a cup?" or "Which algorithm is suited to estimate the pose of
a cup and which data is required?" can be answered. For robot simulations, more information
is required than the URDF usually holds. Hence, the Simulation Description Format (SDF)
was invented to describe whole simulated worlds including controllers for the joints and other
mechanisms in the world (IgnitionRobotics, 2021).

2.1.2 Rigid Body Geometry Representation

Mechanical engineers describe rigid bodies using either a Constructive Solid Geometry (CSG)
approach. CSG uses set operations like union, intersection, and difference to create a volumetric
representation. CSG is the standard approach in Computer-Aided-Design applications. The
second option to describe a rigid object is to describe its surface, e.g., using meshes. This
is called boundary representation. The latter is the most used representation in robotics and
computer graphics.

Meshes allow specifying surfaces (and thus volumes) very flexibly and with arbitrary preci-
sion. They consist of a list of vertices (points in R3), and faces (triples of vertex indices). Meshes
can be geometrically transformed using a transformation matrix to modify every vertex. There
exists no standard format for meshes. In this work, we use mainly the STL Mesh Format1 format
by 3D Systems and Collada file formats for the robot models, as the robot suppliers provided
them. In this work, the robot workplaces were designed using primitive shapes and STLs.

2.1.3 End-Effectors

A tool fixed at the end of the robot is called end-effector (EEF). The tip of the end-effector is
often called Tool Center Point (TCP). An end-effector position can be described by a relative
translation and rotation of the TCP with respect to a fixed frame (e.g., the workpiece or the robot
base) and is called a pose p. Fig. 2.1 shows two different configurations that position the TCP at
a given pose in the workspace.

2.1.4 Configuration and Configuration-Space

Depending on the degrees of freedom of a joint, its position can be described by a parameter ϕi.
The set of all such parameters forms a system of generalized coordinates, which represents the
system state relative to some reference state. A set of values for all joints is called a configuration q.

q = {ϕ1, . . . , ϕn} (2.1)

The space of all valid configurations C is called configuration-space or in the case of manipulators
also joint-space. Joint limits typically restrict the configuration space (of manipulators), i.e.,

1A for historic reasons widely used format to represent meshes as a list of triangles.
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Figure 2.1: A serial manipulator with six DoFs reaches a pose with two different configurations (Alatart-
sev, Stellmacher, and Ortmeier, 2015).

ϕi,min ≤ ϕi ≤ ϕi,max, as do collisions of the links with other links or the environment. Cfree is
the subset of configurations that are not in collision with any obstacle or the robot itself.

2.1.5 Cartesian Space Representation

Rigid bodies, like a robot link with an end-effector, have three translational and three rotational
DoFs. In robotics, the terms transformation and pose describe general displacements or the rela-
tive location of an object towards a reference, respectively. The space of these is the differential
manifold and Lie group SE(3) and can be represented as a matrix

T =

[︃
R3×3 t3×1

01×3 1

]︃
. (2.2)

T is composed of the vector t, the translational component, and R, the 3 × 3 rotation matrix.
To make this matrix square, the last row is filled with 01×3 and a 1 for the diagonal element.
Although T is a 4 × 4 matrix with 12 non-fixed parameters, it has only 6 degrees of freedom
(3 for position and 3 for orientation), because R ∈ SO(3) is restricted to be a valid rotation
(i.e., it must be orthogonal). In fact, SE(3) can also be seen as the 6-dimensional manifold
SE(3) = R3× SO(3), where SO(3) is the special orthogonal group of all rotations in R3.
Accordingly, transformations and poses are often described as a combination of a translation
and rotation. Rotations are represented either as Euler angles, or quaternions (Khatib and
Siciliano, 2016).

Some tasks, like seam welding, require the end-effector to be driven along a path. A path is
a spatial curve indexed by a progress parameter:

ρ : [0..1] ↦→ SE(3). (2.3)

In the robotics domain, paths are often represented by a vector of n poses p = [p1, p2, . . . , pn].
Intermediate poses will be calculated using some interpolation scheme (i.e., linear or spline
interpolation for the translational part and Spherical Linear Interpolation (SLERP) for orienta-
tions).
The robot workspace is the subset ofW ⊆ R3, that is reachable by any point inside the robot’s
volume. Note, that commonly the workspace is defined as the subset ofWEEF ⊆ W , that the
end-effector can reach in at least one orientation. The subset ofWD

EEF ⊆ R3, that can be reached
in any end-effector orientation is called the dexterous workspace (Haug, Wang, and Wu, 1992).
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2.1.6 Forward and Inverse Kinematics

For a given configuration q of a manipulator, the Forward Kinematics problem is to find the
position and orientation of the end-effector TEEF in the workspace. The Forward Kinematics
(FK) problem has only a single solution as the pose of the end-effector pEEF is fixed for a given
configuration q. The end-effector pose can be calculated by following the transformations along
the kinematic chain. The Forward Kinematics computation has complexity O(n), where n is
the number of joints.

TEEF = Tw,L0TL0,J1TJ1(ϕ1) · · ·TLn,JnTJn(ϕn)TLn,EEF (2.4)

Here, Tw,L0 is the pose of the robot’s base link in homogeneous coordinates. TLi,Ji+1 represents
the transform from the i-th link to the next joint in the chain. TJi(Φi) : R ↦→ SE(3) is a function
connecting the joint angle Φi to the resulting transform. The Forward Kinematics (FK) problem
is equivalent to multiplying 2n+ 1 matrices.

The Inverse Kinematics problem, on the other hand, is to find a configuration q such that
Eq. 2.4 holds for a given desired end-effector pose Tdes. The Forward Kinematics problem
has none, one, a few or an infinite number of solutions depending on Tdes and the robot’s
kinematic. It is typically approached using numerical optimization methods to solve a set of
non-linear algebraic equations and is a much harder problem than the FK problem. If the
Newton method is used, the complexity isO(log(n)F (n)), where F (n) is the cost for calculating
f(c)
f ′(c) . Due to constraints for joint limits and collisions, the optimization may get stuck in local
minima. For many robots, multiple solutions exist, from which one can choose according to
some optimization criteria or to better suit a motion. Specifically, robots with more than six
DoFs have an infinite number of configurations reaching to a given end-effector pose (i.e., they
can execute so-called null-space motions, if they can reach the end-effector pose) and even
robots with less DoFs can have – thanks to symmetries – multiple solutions (see Fig. 2.1 for a
visualization). The presence of multiple Inverse Kinematics solutions opens up one dimension
for the optimization of robotic schedules in this thesis.

2.2 Motion Planning

Motion planning deals with planning a path p for robotic systems from a start configuration q1
to a goal configuration qk in the configuration space, such thatp = {q1, . . . , qk}, where qi ∈ Cfree.
LaValle (2006) distinguishes three approaches to motion planning:

• Sampling-based methods for motion planning generate a path by selecting configurations
non-deterministically. The configurations are added as nodes to a graph or tree if they are
not in collision. Edges will be added between nodes where the straight motion between
the corresponding configurations is valid.

• Optimization based methods formulate a constrained optimization problem, where the
cost of the motion between the start and goal configuration shall be minimized. The cost
for the motions is typically distance or time dependent. Collisions are considered as a
high additional cost or in the problem constraints.

• Search-based methods consider a set of primitive motions which are suitable to reach the
whole configuration space. A heuristic search is employed to find a path in the implicit
graph, which can be obtained by repeatedly executing the primitive motions.

For the constraint programming approach presented in Chapter 7, we require a discretiza-
tion of the manipulators’ configuration spaces. Although we have a different use-case than
common motion planning and thus different requirements, we borrowed the general idea of
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building a reusable graph-based representation of the configuration space from probabilistic
roadmap planning, explained in the next section and followed by the Floyd-Warshall algorithm
(Sec. 2.2.2), which we later use to find the shortest paths in these roadmaps. This has the
advantage that we can use discrete variables to reference points in the continuous configuration
space.

2.2.1 Probabilistic Roadmap Planning

Probabilistic Roadmap Planning (PRM) is a sampling-based motion planning method, which
builds a reusable graph representation G = (V,E) of the configuration space, a so-called
roadmap (Kavraki et al., 1996). The vertices v ∈ V are configurations of a robot as defined in
Eq. 2.1 and the edges E are collision-free motions connecting two vertices. Such roadmaps can
be used for multiple motion planning queries and thus can be an efficient choice in static robot
environments.

Figure 2.2: A roadmap spanning parts of the configuration space of a robot. Node α(i) is added to the
graph and its neighborhood (black circle) is considered for connections (LaValle, 2006).

Traditionally, roadmap-based motion planning is divided into (i) a learning phase and (ii)
a query phase. Alg. 1 shows a vanilla version of the learning phase procedure. The procedure
samples configurations (Alg. 1, line 5) and tests if they are valid, i.e., part of Cfree. This involves
collision tests of the robot with the environment (see Sec. 2.3). Valid configurations are added
to the roadmap and connections to other vertices are attempted. Because testing the validity
of a connection is a computationally expensive operation, the number of calls to the procedure
CONNECT (Alg. 1, line 10) must be limited. This is achieved by

1. Considering only vertices in the neighborhood of the vertex αi (see Fig. 2.2).

2. Only establishing connections to vertices that are not yet reachable through traversing via
other vertices.

The procedure NEIGHBORHOOD (called in line 9 of Alg. 1) finds the K vertices v ∈ V , that are
according to some metric closer than some threshold to the vertex αi. Metrics for configurations
are discussed in the following paragraph. Fig. 2.2 shows a roadmap with the neighborhood
of a vertex αi highlighted. Unconnected parts of the roadmap are called components. In the
given form, the Alg. 1 will only establish a connection iff no connection to the component of the
neighbor exists yet2.

Metrics for configurations are functions defined for a pair of configurations with a scalar value
measuring the distance of the configurations (Kuffner, 2004). Let ci, cj be two configurations

2Fig. 2.2 is not consistent with Alg. 1 as Alg. 1 would not allow any circuits in the roadmap.
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Algorithm 1 Building a Roadmap
1: procedure BUILD_ROADMAP(N )
2: G ← {∅, ∅}
3: i← 0
4: while i < N do
5: α← SAMPLE_STATE()
6: if α ∈ Cfree then
7: G.add_state(α)
8: i← i+ 1
9: for each q ∈ NEIGHBORHOOD(α,G) do

10: if not G.same_component(α, q) and CONNECT(α, q) then
11: G.add_edge(α, q)
12: return G

(a) (b) (c) (d) (e) (f) (g)

Figure 2.3: Swept volumes for each joint of a Barrett WAM robot, where each joint sweeps its link and
the volume of its children (Diankov, 2010).

from C, then the metric δ is defined as:

δ(ci, cj)→ R ci, cj ∈ C. (2.5)

The problem to find a good metric becomes always nontrivial when the dimensions of the
configurations are not comparable. This problem is obvious for configurations in SE(3), where
translations and rotations would have to be compared. A common approach entails defining a
set of points relative to the end-effector frame and calculating the sum of the distances between
the corresponding points of two SE(3) poses. Then, translation and rotation affect the metric.
The placement of the points balances how translation and rotation affect the distance.

An obvious metric in the configuration space seems to be the Euclidean distance between
the points in the configuration space. However, since the first joints of a kinematic chain have
a bigger impact on the swept volume, the energy consumption, the displacement of the end-
effector, etc., their differences should be weighted higher. Diankov (2010) illustrates this by the
swept volumes of the robot arm (see Fig. 2.3). The procedure NEIGHBORHOOD (Alg. 1, line 9)
requires a metric to decide vertices in G are close to α.

The algorithm BUILD_ROADMAP (Alg. 1) builds up the roadmap G and returns it in line
12 as soon as N states are added. If N is sufficiently big, then G approximates the configuration
space Cfree reasonably well. We can use G to plan paths for the robot, for example, using the
Floyd-Warshall algorithm, which we explain in the next section.

2.2.2 Floyd-Warshall Algorithm

The Floyd-Warshall algorithm is a powerful option to calculate the All-Pairs-Shortest-Path
(APSP) table for a given (directed) graph without negative cycles. As we will abstract motions
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of robots/agents using graphs approximating a part of the robot’s configuration space, we can
use APSP table to efficiently determine motion plans for the robot.

The edge weights in the roadmaps will be strictly positive, as they represent traveling times
or distances in general. For sparse graphs, it can theoretically be worthwhile to use Dĳkstra’s
algorithm for each source in the graph, but since the APSP table is calculated only once for the
roadmap, it is not necessary to optimize and the Floyd-Warshall algorithm is a valid choice.

The complexity of the Floyd-Warshall algorithm is O(|V |3) in time and in space. Dĳkstra’s
algorithm has the time complexityO(|V | · |E| log |V |). Thus the selection of the algorithm used
depends on the sparsity of the graph G = (V,E). For a fully connected directed graph, the
number of edges is |E| ≈ |V |2, while for a sparse graphs |V | ≤ |E| ≤ |V |2. Hence, for sparse
graphs with only positive edge weights Dĳkstra’s algorithm will be more efficient. Otherwise,
the Floyd-Warshall algorithm is a good and robust choice. We note in Alg. 2 the Floyd-Warshall
algorithm for reference. The output (i.e., an all-pairs-shortest-path table) can be used to look
up the path and the distance between any two vertices.

Algorithm 2 Floyd-Warshall Algorithm
1: procedure Floyd-Warshall(G = {V,E}, w)
2: dist← |V | × |V | of∞
3: next← |V | × |V | of null
4: for each (u, v) ∈ E do
5: dist[u][v]← w(u, v)
6: next[u][v]← v

7: for each v ∈ V do
8: dist[v][v]← 0
9: next[v][v]← v

10: for k from 1 to |V | do
11: for i from 1 to |V | do
12: for j from 1 to |V | do
13: if dist[i][j] > dist[i][k] + dist[k][j] then
14: dist[i][j]← dist[i][k] + dist[k][j]
15: next[i][j]← next[i][k]

16: return dist, path

The shortest path p between two nodes u and v can be extracted using Alg. 3, which is
linear in the path length and bounded by the number of vertices in the worst-case |p| ≤ |V |.
Our graphs will, however, be well connected and thus the paths will be much shorter than the
number of vertices in the graph.

Algorithm 3 Floyd-Warshall Algorithm Path Reconstruction
1: procedure CalcPath(u, v, next)
2: if next[u][v] = null then
3: return
4: pshortest← [u]
5: while u ̸= v do
6: u← next[u][v]
7: pshortest← pshortest +u

8: return output
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2.3 Collision Checking for Robotics

In a typical industrial setup, a robot is surrounded by static and movable obstacles. The
robot itself is a set of articulated rigid objects (links), which may not collide with obstacles,
the environment, or other robot links. To ensure safe robot motions, it is essential to avoid
unwanted collisions. Our applications require the close coordination of robots. Thus, potential
collisions are the main source of constraints, which are invisible on the task level. A plan can
be infeasible or expensive due to pending collisions even if it is perfectly valid considering the
task description). A collision checking system is thus an essential component for many robotics
applications. In our case, the operation of dual-arm robots on bimanual or independent tasks
in an overlapping part of the workspace, potential collisions have to be detected and avoided.
In this section, we give a short overview of collision checking techniques based on the review
works by Jiménez, Thomas, and Torras (1998), Akenine-Möller, Haines, and Hoffman (2018),
and Jiménez, Thomas, and Torras (2001).

Figure 2.4: Decomposing complex meshes into convex parts can significantly speed up collision checking
(Diankov, 2010).

The problem formulation of collision checking has many variants. Given a scene with
several possibly moving objects, we can ask the binary yes/no question if a collision happens.
We could also calculate which objects collide, or what is the minimal distance between any two
objects. Finally, we might be interested in the timing of the collisions. Explained next are the
four main alternatives to check motions for collisions (Jiménez, Thomas, and Torras, 2001).

Space-Time Volume Intersections. The theoretically principled and the most natural ap-
proach is to extrude each object’s geometry into the fourth dimension (time) and check for
interference between any of the extruded bodies. However, calculating those extrusions is very
expensive and therefore this approach is not commonly used or the type of motions and objects
are limited.

Swept Volume Interference. A swept volume is the volume that was occupied during the time
of a motion by the object. When two general swept volumes intersect, a collision is not implied,
but if the swept volumes are disjunct, a collision can not occur. If we analyze the relative motion
of objects using swept volumes, where one object is used as a reference and thus its swept
volume is identical to its shape, an intersection of the swept volumes means that the objects are
in collision.

Multiple Inference Detection. Multiple inference detection is the most commonly used ap-
proach to check moving objects for collisions. It reduces the analysis of the dynamic scene to
repeated inference tests in a static scene by sampling the trajectories of each object. Too coarse
sampling might lead to missed collisions, while too fine-grained sampling implies high compu-
tational costs. Fig. 2.5a shows the union of the state samples of a trajectory. When comparing
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(a) (b) (c)

Figure 2.5: Comparison of (a) volume checked by multiple inference detection vs (b) voxel representation of
swept volume, (c) collision check of two swept volumes (Hermann et al., 2014) and (Hermann
et al., 2015).

Fig. 2.5a to Fig. 2.5b, it can be seen that the resulting volume is a bit smaller than the perfect
swept volume approximated by voxels. The golden way would be adaptive sampling under
consideration of the motion of each object. However, the techniques used in the field of robotics
are kept rather simple.

Trajectory Parametrization. In the case that the time of a collision is sought after, the trajectory
parameterization approach is handy. With the motion expressed as a variable of time, the collision
time(s) can be found by solving the equations. This works, for example, for computer graphics
applications, where the geometries are given as triangular surfaces and the trajectories are
anyway available.

In this thesis, we follow the multiple-inference detection scheme, because the individual robotic
motions are given as a time-stamped list of configurations. However, as we seek to decide the
relative timing of the individual motions, we will determine for each pair of motion segments
whether they are compatible. We will use a custom volumetric representation generated from
the robot geometries and the robot state. In the following section, we give an overview of
common Collision Detection (CD) systems, but will not go into detail on exact collision checking.

2.3.1 Checking a Static Scene for Collisions

In this section, we are explaining collision checking techniques for analyzing static scenes, i.e.,
scenes where the objects do not change their pose. In the multiple-inference detection scheme a
series of static scenes are evaluated for collisions. Modern collision checking systems implement
a hierarchy of checks, starting with fast rough checks going to finer and finally to exact checks.
If an object-object combination is found to be potentially in collision, it is passed to the next
finer check. The phases are called broad phase, mid phase, and narrow phase. The goal is to weed
out most object pairs by fast and simple checks in the beginning before proceeding with more
precise and expensive checks.

In the broad phase, the objects are typically approximated by an encapsulating geometry. For
the fastest checks, this might be an Axis-Aligned Bounding Boxes (AABB), for which a collision
check requires only to check whether any of the intervals describing the extent in a dimension
is disjunct with the corresponding interval of the other AABB. If all such intervals overlap, a
collision between the two objects cannot be discarded by the rough check and has to undergo
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further finer checks. Alternatively, the objects can be considered as in collision and we can
avoid that collision by changing the schedule. If any of the three dimensions of the AABBs are
disjunct, the objects are definitely out of collision and the object pair can be pruned from the
list for further checks.

An alternative broad phase check would be to encapsulate the geometries in spheres. Then
the collision check would be a simple calculation of the distance between the objects. A broad
phase check, which we facilitate in our use-cases is visualized in Fig. 2.6. A grid is laid over
the scene to divide the space into finite subsets – square cells in 2D and cubic volumes (voxels)
in 3D. If two objects occupy the same subset, a collision can not be discarded by this method.
In the left part of the Fig. 2.6, the star and the ellipsoid do not collide but occupy a common
cell. Therefore, they will be considered as in collision by this method. The collision between
the star and the triangle is correctly detected. The grid on the left is very coarse and thus prone
to false positive collision detection. The size of the grid cells determines the trade-off between
the computational cost and the number of false-positive detections of collisions.

Figure 2.6: Visualization of broad phase collision checking using grids: if two shapes do not occupy a
common grid cell, they are not in collision. Otherwise, a collision cannot be ruled out. In
the left graphic, the star is correctly detected as in collision with the triangle, but the star vs.
ellipse is a false positive. The right graphic showcases the problems when objects of very
different sizes are checked. While the star is represented by a reasonable set of cells, the small
circle occupies a relatively large area of four cells. (Akenine-Möller, Haines, and Hoffman,
2018)

Mid-phase checks often use Oriented Bounding Boxes (OBB). OBBs are the smallest possible
bounding box for an object. In the general case, OBBs are smaller than AABBs and thus some
object pairs can now be pruned if their OBBs do not intersect, even if their AABBs do.

Another mid-phase technique is based on the fact that convex meshes allow for more efficient
collision checks. Two convex meshes can be checked for interference in linear time. If two convex
shapes are not in collision, there must exist a plane that separates them. This can be reduced
to an LP with the plane parameters as variables and a constraint per object vertex. This LP can
be solved in linear time. Arbitrary meshes can be approximated by a convex decomposition
(see Fig. 2.4) using the V-HACD algorithm (Mamou and Ghorbel, 2009) and thus the simpler
collision check can be executed repeatedly.

Narrow phase checks work with exact geometries rather than with simpler approximations,
but are computationally more expensive. This is useful for applications where blueprints of
new constructions have to be verified to be mountable (e.g., for parts with tight clearance like
many pieces in combustion engines). For our applications with motions of several robots in free
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space, we do not want to allow very close interactions in the sub-centimeter scale. Therefore,
we will not further elaborate on narrow phase collision checks.

In this work, we use a complete CD system for planning single-robot motions in the environ-
ment (MoveIt (Sucan and Chitta, 2013) and FCL (Pan, Chitta, and Manocha, 2012)). However,
for the coordination of multiple robots, we use a 3D grid based (i.e., using voxels) technique as
visualized in Fig. 2.6. Therefore, we cache the space occupancy of the individual robots in the
roadmap vertices and edges such that we can execute a rough and quick collision check (see
Sec. 7.2).

2.4 Problem Solving via Heuristic Search and Mathematical
Programming

The two classes of approaches to solving planning and scheduling problems can be divided
into heuristic search techniques and reduction-based approaches. The former one requires that
the planning domain can be reasonably described by a state-transition system (which we define
in Sec. 2.4.1). A sequence of actions is searched using a best-first-search regime guided by a
heuristic. This is the approach used by many systems to solve classical planning problems.

Reduction-based approaches try to reduce the (planning-)problem to a general problem class
and employ generic solvers for that class. Typical reduction targets are LP, MIP, Satisfiability
Problem (SAT), Satisfiability Modulo Theories (SMT), general CSP, and optimization.

In this section, we will describe the basic principles of heuristic search along with an
example for multi-robot coordination. Then, we give the definitions of the main reduction
targets – Integer Program (IP) and MIP. CSPs – our reduction target – are introduced in more
detail in Sec. 2.5.

2.4.1 Heuristic Search Techniques

Figure 2.7: The Wumpus world (Russell, Norvig, and Davis, 2010)
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Search-based techniques are often used to find plans for State-Transition-Systems. A State-
transition-systems (Ghallab, Nau, and Traverso, 2016) is a tuple Σ = (S,A, γ, cost), where

• S is a (finite) set of system states.

• A are the actions the actor may perform.

• γ : S×A ↦→ S is the state-transition-function and defines which is new state s′ of the system
for a state s and an action a.

• cost : S ×A ↦→ [0,∞).

An example is the Wumpus world shown in Fig. 2.7(Russell, Norvig, and Davis, 2010). An
agent wants to find the gold while avoiding death by meeting the Wumpus or falling into a pit.
The agent can move to one of the neighboring grid cells. Thus, an agent can choose between
four actions and the state is described by the current grid cell. When multiple agents are in the
grid, the combined state space has to be searched—the Cartesian product of all agent positions
and the time step. An action is then a tuple of moves for every agent. In this model, only unit-
time can be represented, i.e., all actions have the same duration, or agents executing quicker
actions have to wait until the time unit passed. A solution is thus a sequence of actions, which
transforms the start state into a goal state.

In the following, we review three basic search algorithms. These search algorithms explore a
state transition system to find a path from a start state to any state that satisfies a goal condition.
For a given set of states, these algorithms evaluate a cost measure for every neighbor reachable
by applying one of the actions in γ and deciding for the next step based on this measure. The
algorithms differ in the evaluation of the cost for each state.

Uniform Cost Search

Uniform cost search keeps track of the cost to come for each state. The state to cost mapping

g : S ↦→ [0,∞) (2.6)

is initialized to infinity. When a state sj is visited from a state si using action a, the cost to come
is updated:

g(si) = min(g(sj), g(si) + cost(si, a)). (2.7)

The next state to explore is chosen by selecting a neighbor of the state with the lowest cost to
come. In that way, the state space is evenly explored in all directions, and eventually, decide an
optimal path to the goal will be found. However, the search is not directed and will explore large
parts of the state space, as no information about the direction toward the goal is incorporated.

Greedy Best-First-Search

Greedy Best First Search (BFS) conversely takes into account only the cost to go estimated by a
heuristic h(n). BFS will always select the state to expand with the lowest estimated cost to go.
Thereby, BFS will neglect the cost to come. As a consequence, the algorithm explores only very
few states on the way to the goal. However, the solution might not be optimal for the case that
the heuristic is not perfect.

A∗ Search Algorithm

The A∗-algorithm can be used to find optimal and sound solutions. It is also complete (i.e.,
it finds a solution if a solution exists). Vanilla A∗, however, suffers severely from the curse of
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dimensionality, i.e., it does not scale well to higher dimensions. The decision which node n to
expand is guided by a heuristic function:

f(n) = g(n)⏞⏟⏟⏞
costs from start to n

+ h(n)⏞⏟⏟⏞
estimate of costs from n to goal

. (2.8)

The algorithm picks the node with the cheapest f(n) for the expansion. f(n) estimates the costs
from the start to the goal by adding the costs to go from the start to n by the term g(n), and from
n to a goal by the heuristic term h(n). Let h∗ be the perfect heuristic, which estimates the cost to
go exactly. If we had h∗ available for solving a problem, we would just have to evaluate all states
reachable by applicable actions and follow in a BFS to the goal. h∗ is very informative and would
never lead to a selection of a non-optimal action. Unfortunately, developing a perfect heuristic
is at least as expensive as solving the problem itself. However, heuristics are still useful, as they
can guide the search.

The efficiency of A∗ depends heavily on the heuristic h(·). It is optimally efficient, i.e.,
it expands the least number of nodes among all algorithms using the same heuristic, when
the heuristic is admissible and consistent (Dechter and Pearl, 1985). For a heuristic to be
admissible/optimistic, it must always underestimate the actual costs:

h ≤ h∗. (2.9)

With such a heuristic, A∗ will not terminate until all nodes with a lower cost estimate f than
the goal are explored. Thus, it will not miss the optimal solution. However, to be optimally
efficient, the heuristic also needs to be consistent (monotone):

h(n′) ≤ k(n, n′) + h(n). (2.10)

n and n′ are states and k(n, n′ is the actual cost to get from n to n′.
The cost to be optimized is often the makespan or the Sum of Costs (SoC) of all agents. The

makespan is the difference between the earliest task start time and the last end time. The SoC
is the sum of the costs of all agents, e.g., their travel times or distances or any time or distance-
related cost term. The formulation of the heuristic function depends, of course, on the selection
of the optimization criteria. A way to design a heuristic is by solving a relaxed version of the
problem, which can be solved very quickly (linear or polynomial time).

The design of the heuristic for path-finding is very well explored and is also intuitively
understandable for humans. Typical heuristics for the distance to the goal xg from a state x in
the grid world include the Euclidean distance hEuc(X) =

√︁∑︁
x∈X(xg − x)2 and the Manhattan

distance hMan(X) =
∑︁

x∈X |xg − x|. Both of which can be calculated using only a state and are
thus constant in time and space complexity. The real costs can be higher than the estimates by
these heuristics since the heuristics do not take obstacles and collisions with other agents into
account.

Heuristics are often problem-specific and the design of a good heuristic is not straightfor-
ward. For state-transition-system (classical planning) problems, independent heuristics are
created by ignoring the negative effects of actions (no-deletion relaxation or additive heuristic)
(Hoffmann and Nebel, 2001) or by analyzing the graph structure of a transformed planning
problem (Helmert, 2006).

Coordinating multiple cooperating Agents with search-based Approaches

Planning the motions of multiple agents in a grid world can be represented by a layered grid
as depicted in Fig. 2.8. Thereby, the n-th layer represents the state at the n-th time step. The
first and the last layer encode the start state and the goal state for all agents. In each layer, an
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Figure 2.8: (Barták and Toropila, 2009)

action (left, right, up, down, wait) for each agent has to be selected. This search is complete,
optimal, and sound. However, this representation suffers from a branching factor of 5n, where n
is the number of agents, and thus does not scale to larger problems. Depending on the problem
instance, most agents might actually be independent of each other.

From this observation, it seems viable to prioritize the path planning of the individual agents.
Paths for agents with higher priority are planned first and the occupied cells are subsequently
not considered for other agents (LaValle, 2006). This strategy is sound, but not complete nor
optimal. It is, however, very fast, as it scales linearly with the number of agents.

An orthogonal approach is Conflict Based Search (CBS), where the path for each agent is
planned individually. Then conflicts are detected and resolved by constraining one or the other
agent from entering the bottleneck at the conflict time (Sharon et al., 2015).

A∗ is exponential in the number of agents and CBS is exponential in the number of conflicts
in the problem. Both approaches can be combined with the introduction of Meta-Agents,
resulting in Meta-Agent-CBS (Sharon et al., 2015). Meta-agents are teams of agents, which are
planned for using the combined search space and A∗. Initially, plans for all agents are found
individually. Dependent on the number of conflicts between any two agents, the pair is either
merged into a meta-agent or the conflict is handled by the standard CBS procedure.

In general, it can be seen that the approaches handle the combinatorial part of a multi-agent
coordination problem. However, real-world applications either can not be modeled in that
simple framework (due to additional constraints like kinematic constraints or spatial extended
shape of the agents) or the execution needs to be adjusted online to account for uncertainties or
evolving tasks (Ma et al., 2017b). The most important shortcomings are:

• Only a single task per agent can be considered. Task allocation is thus neglected.

• No support for heterogeneous teams of robots with different costs or capabilities.

• Agents act synchronously in unit time steps.

• Interdependencies between tasks are not taken into account.

Task Planning

Heuristic search is often used to solve Task Planning Problems. Task Planning problems are
stated in different languages. Prominent examples include the Stanford Research Institute Problem
Solver (STRIPS) (Fikes and Nilsson, 1971), the Action Definition Language (ADL), and the Planning
Domain Definition Language (PDDL) (Fox and Long, 2003). Task Planning is the reasoning to
develop a sequence of actions, which are suitable to transform a given start state into a goal
state. Classical planning assumptions:

• Finite static environment,
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• no explicit time, no concurrency of actions,

• deterministic effects, and no uncertainty.

2.4.2 Mathematical Programming

In mathematical programming, one tries to reduce a (real-world) problem to a mathematical
optimization problem. This optimization problem can then be solved by an algorithm/solver
for that class of problems. The solution to the problem has then to be interpreted and can then be
applied to the original problem. These solution approaches are called reduction-based techniques.
The best reduction target depends on the problem. Each class of mathematical programs has its
solution algorithms, but also only certain expressiveness. In the following, we will introduce
Linear Programming and Mixed Integer Programming as representatives for reduction targets.
The classes of reduction targets vary in expressiveness and solution techniques.

Linear Program

LPs are composed of a linear function to be maximized and a set of linear inequality constraints.
The variables x are all greater or equal to zero.

maximize c⊤x

subject to Ax ≤ b,

x ≥ 0.

LPs are used to solve decision problems. They are used for production planning under resource
limits or for network flow problems. Let us consider here a simple example of baking cakes. We
can bake two different cakes: Banana bread (x1) and chocolate chip cookies (x2). For banana
bread, we need 0.2 kg butter, 0.1 kg flour, and 0.3 kg bananas. For the cookies, we need 0.3 kg
butter, 0.4 kg flour, and no bananas. We can sell banana bread for 2 =C per piece and a cookie
for 1 =C . We have 3 kg flour, 4 kg butter, and 2 kg bananas in our stock. This problem can be
formalized as LP with the following parameters.

c⊤ = [2, 1], A =

⎡⎣0.2 0.3
0.1 0.4
0.3 0.0

⎤⎦ , b =

⎡⎣34
2

⎤⎦ . (2.11)

How should we distribute our resources to make the maximum profit, i.e., how many loaves
of banana bread and cookies should we bake? When we solve this LP, we find that we can
earn 18.89 =C by making 6.6 loaves of banana bread and 5.5 chocolate chip cookies. Linear
programming can be used to find the maximum of a linear combination of the decision variables,
subject to a set of linear inequality constraints. However, for many problems, it is natural that
some variables can only take integer variables. Here, we probably can only bake and sell whole
banana bread loaves and chocolate chip cookies. Such problems fall into the category of integer
linear programming or Mixed Integer Programming., which we will discuss in the next two sections.

Integer Linear Program

The formulation of Integer Linear Programs is very similar to the formulation of Linear Pro-
grams. We now just require that the variables are (positive) integers and not (positive) real
numbers. Although this change looks like a minor detail, the resulting problems are much
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harder to solve, because of the non-convexity of the space of possible solutions.

maximize c⊤x

subject to Ax ≤ b,

x ≥ 0,

x ∈ Zn,

Integer Linear Programs are a special case of MIPs, which we explain in the next section. Since
the same solution techniques apply, we will only explain it in the following section.

Mixed Integer Program

MIPs are the most common form of discrete optimization. MIPs are NP-hard and thus way more
complex to solve than LPs. The definition is very similar to LPs with the significant difference,
that some of the variables are required to be integers, which is called integrality constraint.

maximize c⊤x

subject to Ax ≤ b,

x ≥ 0,

xi ∈ Z,∀xi ∈ y ⊆ x.

A very simple example problem is the knapsack problem. The knapsack problem requires
selecting a subset of objects from a set. Every object has a value vi and a weight wi. The goal is
to maximize the value of that selection. The only constraint is that the selection cannot exceed
the capacity K of the knapsack. Another implicit constraint is, of course, that we can not select
fractions of objects. This problem can be modeled as the following MIP:

maximize
∑︂
i∈I

vixi

subject to
∑︂
i∈I

wixi ≤ K

xi ∈ {0, 1}(i ∈ I)

Here, the variables xi are indicator variables, where the value xi = 1 means that the i-th object
is selected and vice versa xi = 0 denotes that the object is not selected. We can see that the
value of the knapsack can easily be expressed as the sum of the object values multiplied by
the respective indicator variable. The capacity constraint is built up similarly. This kind of
construct is very typical for MIP modeling.

The naive way of solving a MIP would be to search through all combinations of values for
the decision variables. This, however, would be very impractical. The reason why MIPs are
so popular is the powerful relaxation that is readily available for every MIP: By dropping the
integrality constraint, a corresponding LP can be created. The LP relaxation in the knapsack
example is equivalent to allowing fractions of objects to be taken. The optimal solution to a
relaxed problem must be better or the same as the optimal solution to the original problem.
At the same time, any solution to the original problem (or any constrained version of it) is an
upper bound for the optimal solution of the original problem.

This gives rise to the powerful Branch and Bound (BnB) technique. In BnB, one evaluates
the linear relaxation of the problem. If the solution to the LP fulfills the integrality constraint,
the optimal solution is found. Otherwise, let xj be one of the variables with fractional value.
Two subproblems are created by branching: We constrain xj ≤ ⌊f(xj)⌋ in the first subproblem
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and xj ≥ ⌈f(xj)⌉, where f(xj) is the value of xj in the relaxed problem. By adding these
constraints, we do not remove any solution from the original problem but strengthen the linear
relaxation. Both subproblems are treated accordingly. Always when we find a solution, we save
the currently best solution. If the relaxation of any subproblem is inferior to the best solution
so far, we can prune the search and do not have to explore the subproblem. Therefore, it is very
beneficial if a good solution can be found or constructed quickly, as it will help to speed up the
subsequent search.

The selection of branching constraints is an active and large field of research. Gomory
invented in 1956 a cutting scheme, which was revived by Balas et al. (1996) and is now part of
every modern MIP solver. A valid cut is a linear inequality, which cuts off the optimal solution
of the linear relaxation while losing no potential solution to the integral problem. There are
many more alternatives to how cuts are generated.

Modeling a problem as MIP is often not straightforward.

• Expressing disjunctions like x ̸= y is not naturally possible. The solution here would be
to replace x and y with two sets of binary variables X = {xx=0, xx=1, . . . , xx=n} and Y =
{yy=0, yy=1, . . . , yy=n}. Then, constrains for every value can be added: xx=0+yy=0 ≤ 1. To
ensure that x and y get a value (i.e., not all xx=i = 0), we add

∑︁
x∈X x = 1 and

∑︁
y∈Y y = 1.

• The optimization criteria must be linear. That means we can only describe the cost as
a sum of constants multiplied by variables. The sum of costs for a multi-robot problem
is relatively easy, but the makespan is defined by the latest end time and thus contains
a non-linear max-term. Therefore, only the costs of the robot with the longest schedule
contribute to the cost.

• The most intricate detail of the formulation regards the linear relaxation. For example,
a pairwise disjunction of more than two variables (AllDifferent) can be expressed as a
conjunction of decomposed constraintsx ̸= y, y ̸= z, andx ̸= z expressed by the respective
constraint on the binary variables (as explained before). An aggregated version of that
constraint would yield a stronger relaxation and thus would help the search. In this
example, the constraint would be given by xx=0 + yy=0 + zz=0 ≤ 1, which takes into
account all variables within common cliques.

2.5 Constraint Programming

In this section, we give a detailed overview of constraint programming and constraint satis-
faction problems as they are the main reduction target to formalize our Simultaneous Task
Allocation And Motion Scheduling (STAAMS) problems. For a more general overview of con-
straint programming see (Rossi, Beek, and Walsh, 2006; Marriott, Stuckey, and Wallace, 2006)

2.5.1 Definition and Basic Notation

Constraint Programming (CP) is describing a (planning) problem using constraints. Constraint
programming is based on Constraint Satisfaction Problems (CSPs).

A Constraint Satisfaction Problem is generally specified by a triple P = (X,D,C), where X
is a n-tuple of variables X = {x1, x2, . . . , xn}, D is a n-tuple of domains D = {D1, D2, . . . , Dn},
and C is a t-tuple of constraints C = {C1, C2, . . . , Ct}. The domain Di maps the variable xi to
possible values of xi: D(xi) = Di, i.e., xi ∈ Di. A constraint Cj is a tuple {RSj , Sj}, where Sj is
the subset of variables in X , which are involved in the constraint Cj . RSj is a relation between
the variablesSj , which effectively defines a subset of the Cartesian product of the domains of the
variables in Sj (Freuder and Mackworth, 2006). A solution of a CSP is a complete assignment



40 Chapter 2. Background

A = {a1, . . . , an}, which assigns to each variable xi ∈ X a value ai, which is within the domain
D(xi) of this variable:

xi ↦→ ai, ∀i ∈ {1, . . . , n},where ai ∈ D(xi).

The task of a constraint solver is to find such a set A, such that A satisfies all constraints C.
We will explore different techniques used to find the assignment A in Sec. 2.5.3.

2.5.2 What are Constraints

Constraints are first-order citizens in the world of constraint programming. A constraint c
expresses a relation among the set of variables S and therefore has a very wide scope. The
constraints can encode any kind of combinatorial substructure3. Simple constraints can be for
example equalities or inequalities. More complex concepts like resource scheduling (cumulative
constraint) can be captured by global constraints. Thereby, a constraint will often not specify a
value for each variable, but only establish a rule or condition which has to hold for the involved
variables. A constraint has no direction and thus it can be used to propagate information
among all involved variables. Constraints in a CSP are conjunctions. The order of specification
is irrelevant. That makes CSPs as whole declarative, but also each constraint is declarative: The
specified relationship must hold without specifying the procedure of enforcing them. These
procedures are called propagators and will be discussed in Sec. 2.5.4. Typically, all variables
in a CSP are connected by constraints. If a set of variables is not connected to the rest of the
variables, we actually deal with two smaller CSPs which therefore are much simpler to solve.

Constraints are categorized by their arity, i.e., |S|. Unary constraints involve only a sin-
gle variable and immediately are satisfied by removing conflicting domain values. Binary
constraints involve two variables. CSPs with only binary constraints can conveniently be rep-
resented by a so-called constraint graph. Many theoretical results are achieved for binary
CSPs and since every CSP can be converted to a binary CSP, this is of theoretical significance.
Higher-order constraints involve more than two variables and are often called global constraints.
Global constraints capture special combinatorial substructures of problems and communicate
through shared variables with other substructures. Beldiceanu et al. (2007) understand global
constraints as ’expressive and concise condition[s] involving a non-fixed number of variables.’
Global constraints are collected in catalogs (Beldiceanu et al., 2007; Arafailova et al., 2018) to-
gether with the reported algorithms for propagation and theoretical properties. A few examples
are the following:

• Assignment substructure: alldifferent(x) maps each variable in x to a different value
(Hoeve and Katriel, 2006)

• Hamiltonian circuit substructure: circuit(next): next defines a Hamiltonian tour (Francis
and Stuckey, 2014)

• Resource utilization substructure: cumulative(s, d, r, L): Tasks with start-time s, duration
d, and resource usage r, never use more than L resources (Schutt et al., 2011; Hoeve and
Katriel, 2006).

• Packing substructure: diff(x, y, xd, yd) places objects (xi, yi) with size (xdi, ydi) such that
the objects do not overlap.

2.5.3 Solving CSP: An Overview

The naive way of generating an assignment A for all variables X and then testing it against all
constraints c ∈ C is an impractical approach since the number of possible assignments grows

3see Webpage of Roman Barták: http://ktiml.mff.cuni.cz/~bartak/constraints/intro.html

http://ktiml.mff.cuni.cz/~bartak/constraints/intro.html
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exponentially with the number of variables (assuming similarly sized domains) and the domain
sizes determine the growth factor. However, this approach would ignore all information about
the problem available in the form of constraints.

Figure 2.9: The searchtree of a state of the art constraint solver on the example CSP with the variables
X = {x1, x2}, D(x1) = {1, · · · , 10}, D(x2) = {1, 3, 5, 7} and the constraint c1 = [x1 + x2 ==
10]. In (a), the constraint is added in a propagation friendly manner as equation. Hence, it is
effectively utilized to prune the search tree. In (b), the same constraint is formulated as a goal
test thus no constraint propagation is possible. The resulting search tree therefore contains
all 40 possible assignments.

Therefore, the standard approach to solve CSPs builds an assignment incrementally in the
way that all partial assignments are consistent with all constraints (i.e., ensuring that the final
assignment is valid). This is achieved by the combination of backtracking search and constraint
propagation (i.e., a form of inference using the current knowledge and constraints to prune the
search space). Informally, in the backtracking search the solver will heuristically select a variable
and assign a value from its domain to it. We explain this in more detail in Sec. 2.5.5. After each
step in the search, the constraints are used to reduce the domains of other variables (constraint
propagation). This can reduce the search space drastically. We explain this method in Sec. 2.5.4.
This strategy to develop a full assignment is called labeling (Rossi, Beek, and Walsh, 2006).
The search process can be largely influenced by defining variable-selection and value-selection
heuristics. We call this search strategy, but it is also known as programmed search. A good
search strategy can improve the search speed by orders of magnitude because it can utilize
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problem-specific knowledge in the search.
Let us consider an example CSP with the variablesX = {x1, x2},D(x1) = (1, . . . , 10), D(x2) =

{1, 3, 5, 7}, the constraint c1 = [x1 + x2 = 10]. The space of assignments for X is S = D(x1) ×
D(x2). Here, 40 assignments s ∈ S exist, because |S| = |D(x1) ×D(x2)| = |D(x1)| · |D(x2)| =
10 · 4 = 40.

In the backtracking search, a variable xi ∈ X with domain |Di| > 1 is heuristically selected
and a value ai ∈ Di is heuristically assigned to it (see Fig. 2.9 (a)). The displayed search tree was
created by selecting the variables according to the input order and by assigning the minimum
domain value. We tasked the solver to find all feasible solutions. The resulting binary search tree
branches4 between a variable assignment [xi == ai] on one side and its negation ![xi == ai] on
the other side. Both decisions must be contained in the current domain of the selected variable
(see Fig. 2.9 (a)). This type of branching will be explained in more detail in Sec. 2.5.5.

Constraint propagation is then used to prune the search space. This is done by removing
values from the variables domains which are inconsistent with any constraint c ∈ C and the
current partial assignment. In the following branching steps of the search, these meaningless
alternatives can not be selected. Constraints are often expressed as logical formulas, equations,
or inequalities. However, there must be procedures, so-called constraint propagators, which
define how to reflect changes to one variable or its domain to other variables in the constraint
formula. We explore constraint propagation in more detail in Sec. 2.5.4.

While conventional search algorithms test assignments using an isGoal-function (i.e., a func-
tion which gets a state and returns true, if the state is a goal and false otherwise), constraint
solvers use the components of the isGoal-function to develop a valid assignment from scratch.
In Fig. 2.9 (b), we wrapped the constraint in such a function to obtain a isGoal-function. Thereby,
we prevented any constraint propagation. As a result, all 40 possible assignments had to be
found by exploring 79 nodes in the search tree. The same 4 solutions were identified using
constraint propagation, which only required exploring 8 nodes. Using the constraints to prune
the search tree can reduce the visited nodes and steps in the search dramatically.

2.5.4 Constraint Propagation

A constraint cj captures a relation on a set of variables cj = {Rj , Sj} , e.g., Rj : x1 + x2 ≥
10, Sj = {x1, x2}. The respective domains are D(x1) = D(x2) = {1, . . . , 6}. Here, we can
immediately remove the values {1, 2, 3} from the domains of both variables. If the value for x1
is restricted to x1 ≤ 5, i.e., D(x1) = {4, 5}, then the solver shall conclude that D(x2) = {5, 6}.
In essence, a constraint cj defines a set of partial assignments for the set of variables Sj .
{{x1 ↦→ 4, x2 ↦→ 6}, {x1 ↦→ 5, x2 ↦→ 5}, {x1 ↦→ 5, x2 ↦→ 6}, {x1 ↦→ 6, x2 ↦→ 4}, {x1 ↦→ 6, x2 ↦→
5}, {x1 ↦→ 6, x2 ↦→ 6}} for D(x1) = D(x2) = {1, 2, 3, 4, 5, 6}, cj : x1 + x2 ≥ 10, and Sj = {x1, x2}.
Again, this representation is not very useful for larger domains and/or constraints with more
variables. Instead, a more general view on constraints and constraint propagation uses the
notion of constraint propagators.

A constraint propagator fc for a constraint c is a monotonically decreasing function fc : D →
D′, which prunes the search space by removing values from the variable domains in Sj , which
are inconsistent with the constraint cj . Thus, fc(D(xi)) ⊆ D(xi) must hold. The two critical
properties of constraint propagators are:

• Correctness: fc may never remove a value, which can be a part of a solution (i.e., all
values from possible assignments within the current domains fulfilling the constraint
have to stay in the pruned domains of variables). More formally: ∀ai ∈ A : ai ∈ Di and
A satisfies c→ ai ∈ D′

i, ∀ai ∈ A, where D′
i = fc(Di).

4other branching schemes exist, e.g., [xi ≤ ai] and [xi > ai]
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• Checking: In the case that all input domains Di of a propagator are of size 1 (this is also
the case when we have an assignment for all variables), it has to be checked whether
the constraint is satisfied, i.e., the propagator fc is at a fixpoint if fc(D) = D. Given an
assignment A for all variables xi ∈ Sj , the propagator will be at a fixpoint, if and only if
the constraint c is satisfied. Formally, fc(Di) = Di,∀Di ∈ {D(xi)|xi ∈ Sj}, iff c is satisfied,
i.e., A is a solution with respect to c.

There are many implementations of propagators for a specific constraint (all have to be correct
and checking), which all define certain trade-offs between strong and fast propagation. Stronger
propagation removes more values from the individual domains but may take a substantial
amount of computation time. The strongest possible propagation is domain propagation,
where every value in the domain D(xi) is assessed if it can remain in the domain.

f(D(xi)) = D(xi) ∩ {A(xi)|A ∈ c, A ∈ D} (2.12)

This is often computationally too expensive to do and weaker forms of propagation, e.g., a
propagator which only considers the bounds of a variable instead of every value in the domain,
might lead to overall better results. Even if a propagator does not remove all impossible values
from a domain, it often is more efficient to invest the saved computation time into the search or
to run other propagators. Finally, it is a property of the specific CSP, which propagation is best
suited.

This leads to the notion of domain consistency of propagators which removes all values
from a variable’s domain, which have no supporting values in the other variable domains. This
weaker form of domain propagation prunes values from variable domains, if there are no values
in the domains of the other variables which allow the constraint to be satisfied. Formally, we
require xi ∈ Sj , for all vi ∈ D(xi), there exists vj ∈ D(xj), for all xj ∈ Sj − {xi} such that A ∈ c,
where A = {xi ↦→ vi}. The vj ’s are so-called supports of vi.

Another class of propagators is bounds propagators. The advantage of these is that they
only need to consider 2n pieces of information (the upper and lower bound of each variable in
the constraint), where n is the number of variables in the constraint. However, the propagation
will be weaker (i.e., prune fewer values), if the domains have holes.

Propagation Engine

In a CSP P , we have typically multiple constraints ci ∈ C, for each of which we can have one
or more propagators fci (Marriott, Stuckey, and Wallace, 2006). The set of all propagators
is F = {fc1 , · · · , fcn}. The propagation engine of a constraint solver repeatedly applies the
propagators f ∈ F until all propagators are at a fixpoint, i.e., f(D) = D.

Algorithm 4 Propagation engine
1: procedure ISOLV(F0, Fn, D)
2: F ← F0 ∪ Fn

3: Q← Fn

4: while Q ̸= ∅ do
5: f ← CHOOSE(Q)
6: Q← Q− {f}
7: D′ ← f(D)
8: Q := Q ∪NEW(f, F,D,D′)
9: D := D′

10: return D
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Alg. 4 shows a typical propagation engine of a constraint solver (Schulte and Carlsson,
2006). There are two sets of propagators: F0 contains all propagators that are currently at a
fixpoint. Fn is a set of propagators that need to be executed for inference (e.g., the domain of
a connected variable recently changed). D is the set of current domains for the variables in
X . First, the queue of propagators Q gets populated by all propagators Fn that are currently
not at a fixpoint. In the while-loop (Alg. 4, line 4-9), a propagator is chosen from Q (line 5)
and removed from Q (Alg. 4, line 6). Then the propagator f is applied to reduce domain D
to D′ (Alg. 4, line 7). This might have changed some of the domains Di ∈ D and therefore,
we need to add the propagators fcj ∈ F, where xi ∈ Sj . The procedure NEW(f, F,D,D′)
returns propagators f ′ ∈ F , where it is possible that f ′(D) ̸= D′. A simplistic version of NEW
can be described as: {fc|Sc ∩ {xi|D(xi) ̸= D′(xi)} ̸= ∅}. Recall that Sc is the set of variables
involved in constraint Cc and thus fc is the corresponding propagator. With this definition of
NEW, the relevant propagators get the chance to propagate the latest changes to the domains
of their variables. If a propagator is a idempotent propagator, i.e., f(D) = f(f(D)), it has never
to be added to Q again on its own execution. Propagators often are not idempotent because
of domain holes. In general, domain propagators are idempotent and the strongest bounds
propagators are idempotent (unless the domains have holes). The behavior of NEW can be
optimized by only adding f if f reports the idempotence of its last execution dynamically. The
addition of other propagators to Q can be limited by distinguishing the events happening on
the variable domains. Events that are typically used to discriminate if a constraint propagator
needs re-execution are:

• fix(xi): xi becomes bound,

• lbc(xi): lower bound of xi changes,

• ubc(xi): upper bound of xi changes,

• dmc(xi): the domain of xi changes.

Depending on the implementation of the propagator, not every event on a variable’s domain
would lead to propagation. For example, a bounds propagator only needs to listen to lbc and
upc events, since it anyway only considers the bounds of the domain. A change of the domain
that does not affect the bounds will thus not lead to any propagation. The events are ordered
from the most severe to the least severe change in the domain. Fixing a variable constitutes a
more important event than a change in the bounds or any domain change. It is important to
limit unnecessary propagator runs, because most of the time, the propagators will do no further
propagation.

2.5.5 Backtracking Search with Propagation

CSPs are conjunctions of constraints. That means, if a partial assignment leads to an empty
domain for a variable, this partial assignment can not be part of any solution. Thus, modern CSP
solvers build the solution assignment incrementally—starting with a single variable—using a
procedure like BINSEARCH in Alg. 5 (Marriott, Stuckey, and Wallace, 2006). This procedure
combines the constraint propagation procedure ISOLV (see Alg. 4) with a search branching on
domains D using propagators for c1 or c2 in a recursive manner (see Eq. 2.13).

xi = d⏞ ⏟⏟ ⏞
c1

∨xi ̸= d⏞ ⏟⏟ ⏞
c2

(2.13)

The branching can be chosen differently, but has to be mutually exclusive (otherwise a partly
redundant search would be executed) and exhaustive (no feasible solution should be excluded).
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Algorithm 5 Binary Search
1: procedure BINSEARCH(FO, Fn, D)
2: D ← isolv(FO, Fn, D)
3: if D = ∅ then return D
4: if ∀xi ∈ X : ∥D(xi)∥ = 1 then return D
5: (c1, c2)← CHOOSE(D) where D |= c1 ∨ c2
6: D1 ← BINSEARCH(FO ∪ Fn, {prop(c1)}, D)
7: if D1 ̸= ∅ then return D1

8: D2 ← BINSEARCH(FO ∪ Fn, {prop(c2)}, D)
9: if D2 ̸= ∅ then return D2

10: return ∅

This ensures the completeness of the search (Beek, 2006). The procedure BINSEARCH has three
arguments:

1. a set of propagators at fixpoint FO,

2. a set of propagators to run Fn,

3. and the current domains D.

First, ISOLV is called to propagate until all propagators are at a fixpoint (Alg. 5, line 2). For the
case that the propagation leads to an empty domain for any of the variables xi ∈ X , this flawed
D is returned (Alg. 5, line 3) and will lead to a backtrack or failure. If all variables are bound,
i.e., their domains have only a single value left (∥D(xi)∥ = 1), a solution is found and domain
D, which comprises a complete assignment, is returned (Alg. 5, line 4). In Alg. 5, line 5, the
procedure CHOOSE splits the search space into two parts—one entailed by a constraint c1 and
the other by a constraint c2. Note that c1 ∨ c2 encompasses the whole domain D. Subsequently,
BINSEARCH is recursively called with a propagator for c1 (Alg. 5, line 6) and if that eventually
leads to a solution, D1 is returned (Alg. 5, line 7). Otherwise, c2 is tried (Alg. 5, line 8). If both
paths fail, an empty domain is returned (Alg. 5, line 10).

The efficiency of Alg. 5 is superior to GENERATE AND TEST or pure BACKTRACKING
SEARCHES, as Alg. 5 utilizes problem knowledge (i.e., constraints) to prevent infeasible deci-
sions. However, it depends on the branching decisions in the procedure CHOOSE (Alg. 5, line
5), which basically makes up the search strategy. The search strategy encompassed two deci-
sions in each search step: 1) Choosing a variable and 2) Selecting a value. We will explore the
reasoning behind the search strategy more in Sec. 2.5.6. The choices on the variables can make
an exponential difference. The value selection determines the time to find the first solution and
its quality. In an optimization setting, the value selection plays again a major role.

The best search strategy will make false decisions, and when these false decisions occur
early in the search process, it will potentially take a long time to correct them by backtracking.
This leads to a so-called heavy-tail behavior: Most runs of a CSP solver lead relatively quickly
to a solution, while some runs take significantly more computational resources. This can be
due to the aforementioned early false decisions which have to be detected by exploring large
subtrees. The second option is that the problem is just hard and needs a lot of backtracking
(maybe this could be avoided by a better problem formulation). Often, restarts are used to escape
from long and probably failed searches. To implement a restart strategy, the solver tracks some
resources (e.g., time or failures) used during the search. When a certain amount of resources
is used, the current search is aborted and the search is started from the root. This makes only
sense if different decisions are taken in the following search. This is commonly implemented
using random variable and/or value selection. As stated above, some searches take longer than
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others but still lead to solutions, which just depends on the problem instance. Therefore, it is
not trivial to decide when to restart. Restarting too early prevents finding certain solutions and
too late restarts waste time in hopeless searches. The community tried different approaches to
balance time spent in hopeless searches and restarting too early by varying the restart limit. A
very popular approach scales the limits according to the Luby sequence (Luby, Sinclair, and
Zuckerman, 1993):

SLuby = 1, 1, 2, 1, 1, 2, 4, 1, 1, 2, 1, 1, 2, 4, 8, . . .

2.5.6 Search Strategy or Programmed Search or Value and Variable Ordering

The search strategy has a major influence on the performance of the solver for a specific problem.
In this section, we explore how a search strategy can be designed and point out some rule-of-
thumb advice for good search strategy design (Marriott, Stuckey, and Wallace, 2006).
Variable selection. Variables in CSPs represent decisions and depending on the problem, some
decisions will be harder than others. Prioritizing these variables will be beneficial, but the
question is, how can we or the solver decide for the next variable. The literature mentions
static and dynamic variable ordering heuristics. Static ordering follows for example the input
order of the variables. Dynamic variable ordering measures the difficulty of the decisions
associated with each variable by simple computations. The simplest dynamic strategy uses
the domain size—believing that smaller domains correspond to more difficult decisions. Due
to the heterogeneous meaning of variables (some represent time, others positions, or partial
orderings), the domain size can be misleading.
Value Selection. The value selection determines the time needed to find the first solution and
also the quality of that solution. Obviously, if we always select the correct value, a solution will
be produced without any backtracks. The rule-of-thumb here is to select a value that retains
the most flexibility, i.e., rule out the least values from other variables domains. In optimization
settings, we want to select values first, which leads to higher quality solutions.

Problem Structure and Backdoors

One of the reasons, why the search strategy has such a huge influence on the solver’s per-
formance is the problem structure. Dechter (2006) shows that a graphical representation of a
constraint problem (constraint graphs which will be introduced later in this section) can be used
to define a backtrack-free variable ordering for some problem instances. Even if the problem
as a whole is not solvable in a backtrack-free manner, the graph analysis and transformation
can still be used to decompose the problem into smaller subproblems, which can be solved
sequentially. This can lead to an exponential increase in performance.

Often, a CSP is easy to solve, when a certain subset of variables is labeled correctly. Such a
set of variables is called a backdoor (Williams, Gomes, and Selman, 2003; Gaspers et al., 2017).
One such type of Backdoors are so-called cycle-cutsets. Cycle cutsets are sets of variables that, if
we remove them from the graph, transform the constraint graph into a tree structure (Dechter,
2006). Another example, where the analysis of the problem structure was key to a powerful
problem-solving algorithm is the FastDownward planner, which uses the causal graph of the
problem to derive its solving heuristic (Helmert, 2006).

The constraints C connect the variables X . Let’s assume that C consists of constraints ci,
which are either binary or are decomposable to binary constraints5. Then we can see X as the
vertices in a constraint graph G = {V,E}. For every constraint ci, we add an edge between
the nodes corresponding Sci , if ci is binary (∥ci∥ = 2), or decompose ci = {c1i , . . . , cki } and add
edges for the constraints cji (Dechter, 2006).

5Binary constraints are constraints that restrict the combinations of values for a set of two variables.
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(a) (b)

Figure 2.10: A labeled variable cuts its cycle (Dechter, 2006).

By ordering the vertices linearly, we can obtain an ordered constraint graph. The width of
each node is the number of edges connecting the node to previous vertices. The width of an
ordered constraint graph is the maximum width of its vertices. The width of a constraint graph is
the minimum width of all vertex orderings. Depending on the width of the constraint graph
and the degree of consistency enforced by constraint propagation, there exists an ordering of
variables that leads to a backtrack-free search.

2.5.7 Optimization in CP

Optimization in constraint programming is achieved by repeated satisfiability. For the sub-
sequent optimization of the makespan mend (or any other quality measure), a series of CSPs
with additional constraints on the makespan are solved. The additional constraint mend ≤ ci
disregards all inferior solutions. Let ci be the makespan of the best solution so far. The sequence
of solutions will be having strictly monotonously declining makespans, i.e., ci < ci−1.

2.5.8 Time Representation

In this thesis, we deal with the coordination of multiple robots, which work in parallel. The
effective and supportive motions executed by the robots have a duration and as noted before,
we must prevent collisions between the robots. Also, tasks may be subject to partial ordering.
The validity of a schedule depends on the exact timing and to guarantee the validity, we
have to represent time accurately. Additionally, our main quality criteria, the makespan, is
calculated from the scheduled end times of each robot. In this section, we quickly review time
representations suitable for representation and reasoning.

Time can be represented by time intervals (also called time window) or time points (Allen,
1983). Tab. 2.1 shows all 13 possible relations (seven relations where six have a non-equivalent
inverse) which can hold between any two intervals. These binary relations are suitable to model
partial or total orderings, but also hierarchies can be expressed. Time intervals are modeled
by three variables ts, te, and Td denoting the start time, the end time, and the duration of the
interval, respectively. The constraint

ts + T d = te

has to hold. All the relations can be expressed using simple equalities and inequalities using
these variables.

A special case of the general Temporal Constraint Satisfaction Problem (TCSP) described
above are Simple Temporal Networks (STNs). STNs represent time using variables for time
points and at most one constraint per variable pair (Dechter, Meiri, and Pearl, 1991). An STN is
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Relation Symbol Symbol for Inverse Pictoral Example

X before Y < > XXX YYY
X equal Y = = XXX

YYY
X meets Y m mi XXXYYY
X overlaps Y o oi XXX

YYY
X during Y d di XXX

YYYYYY
X starts Y s si XXX

YYYYY
X finishes Y f fi XXX

YYYYY

Table 2.1: The thirteen interval relations (Allen, 1983).

st1 ft1 st3 ft3

st2 ft2

[du1,du1] [tc1,3, tc1,3] [du3, du3]

[du2,du2]

[tc1,2, tc1,2] [tc2,3, tc2,3]

[es1, ls1][ef1, lf1] [es3, ls3] [ef3, lf3]

[es2, ls2] [ef2, lf2]

Figure 2.11: Visualization of a Simple Temporal Problem (Dechter, Meiri, and Pearl, 1991).

a tuple S = (T , C) with T being a set of variables representing points in time and a set of binary
constraints C in the form ti − tj ≤ δ. STNs can be solved in polynomial time while general
TCSPs are NP-hard. However, in the realm of collision avoidance or resource scheduling, certain
activities cannot overlap, which effectively leads to a disjunction of two constraints

Ii < Ij ∨ Ii > Ij ,

where Ii and Ij are time intervals. Thus, the polynomial case for STN is most often not
exploitable. But since one of the constraints in a disjunction has to be selected, a search over
these decisions can be employed to reduce the TCSP to STN. The subproblems in this search
eventually become solvable in polynomial time (Schwalb and Vila, 1998).

2.5.9 Planning as Constraint Programming

In this section, we elaborate on how classical sequential planning can be formulated as CSP.
Classical sequential planning problems require finding a sequence of actions, which transform
a start state into a goal state. First, we cover the modeling of such problems before we explain
the search strategy to solve such a problem.



2.5. Constraint Programming 49

Figure 2.12: Modeling a sequential task planning problem as CSP for plans of length n. For the state at
each time step, a set of multi-value variables is created. Actions are represented by binary
variables between each state. If an action is selected, it implies the preconditions and effects
of the action. State variables that are not affected by the action maintain their value (Barták,
Salido, and Rossi, 2008) , (Barták and Toropila, 2009).

State-Space-Search

The succession of states and actions is modeled as variables. Constraints make those variables
resemble the mechanics of the planning domain. The state St = {V t

0 , · · · , V t
v−1} at time step t

contains v state variables. To model a plan with n actions, we need n+ 1 sets of state variables
{S0, · · · , Sn}. The actions are encoded using n variables {A0, · · · , An−1}. The constraints are

As = act→ Pre(act)s, ∀act ∈ D(As) (2.14)
As = act→ Eff(act)s+1, ∀act ∈ D(As) (2.15)

V S+1
i ∈ NonAffAct(As)→ V s

i = V s+1
i , ∀act ∈ D(As),∀i ∈ {0, · · · , v − 1} (2.16)

Eq. 2.14 and Eq. 2.15 constrain the state before the action to the values of the action’s pre-
condition and the state after the action to resemble the action effect. Variables not affected
by an action should stay constant between time steps and can be encoded by the constraint
in Eq. 2.16. Such constraints are called frame-axioms. Fig. 2.12 visualizes these variables and
constrains schematically. Barták, Salido, and Rossi (2008) present a discussion and a more
efficient implementation of these constraints.

Plan-Space-Planning

Plan-Space-Planning (PSP) takes a fundamentally different approach to planning. It evolves a
partial plan by iteratively checking for flaws and resolving these by adding constraints or further
activities. The Alg. 6 takes a state-transition-system Σ and a partial plan π as input. Fig. 2.13
shows a plan generated by PSP for a shopping domain. PSP follows the least-commitment idea,
which only commits to anything when necessary. This lets as much freedom to the actor during
task execution when a more informed decision can be taken. PSP is as State-Space-Search sound
and complete (Ghallab, Nau, and Traverso, 2016; Baptiste et al., 2006). Since a PSP plan has still
some flexibility, it can be a starting point for scheduling (Russell, Norvig, and Davis, 2010).

2.5.10 Constraint-Based Scheduling

Scheduling considers a set of activities {A1, . . . , An}. Each Ai has a processing time and might
be subject to precedence constraints between the activities. Furthermore, each activity requires a
subset of all resources {R1, . . . , Rm}during its occurrence. The problem to be solved is to allocate
time for each activity in order to optimize an objective function (e.g., the makespan) while not
violating the constraints (over-consuming resources or violating precedence constraints, etc.).
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Figure 2.13: A partial order plan for a shopping domain generated by PSP (Ghallab, Nau, and Traverso,
2016). Solid arrows denote ordering constraints and dashed arrows show causal links (i.e.,
connection between precondition and activity providing the precondition). Threats (not
present) are activities potentially removing a required state and can be resolved by ordering
constraints.

Algorithm 6 Plan-Space-Search (Ghallab, Nau, and Traverso, 2016)
1: procedure PSP(Σ, π)
2: while True do
3: if Flaws(π) = ∅ then return π

4: arbitrarily select f ∈ Flaws(π)
5: R← {all feasible resolvers for f}
6: if R = ∅ then return failure

7: nondeterministically choose ρ ∈ R
8: π ← ρ(π)

9: return

A popular representation of non-preemptive activities (activity has to be completed in one
attempt) uses three constraint variables: start(Ai), end(Ai), and proc(Ai) to describe the start,
the end, and the duration of activity Ai. Note that the relation start(Ai) + proc(Ai) = end(Ai) is
used to propagate the bounds of the variable domains. Inconsistencies can be detected when
the earliest start time is later than the latest ending time min(start) > max(end). Temporal
constraints can be expressed as linear inequalities using the start and end variables of the
respective intervals. The resulting problem is equivalent to a simple temporal network (STP)
as described in Sec. 2.5.8. STPs can be solved in polynomial time, but the constraints resulting
from the resource requirements (described in the next paragraph) cannot be expressed by
linear inequalities and lead to NP-hard temporal CSPs. The propagation strategy in temporal
networks depends on the sparsity. Arc-B-consistency is suitable for sparse temporal networks
and Floyd-Warshall’s algorithm for dense networks (Baptiste et al., 2006).

The resource requirements can be distinguished into several categories. Disjunctive schedul-
ing deals with unary resources, which can be used by a single activity at the time, i.e., the activity
can not overlap. After the activity, the resource is usually free to be used by the next activity.
A typical example is the space occupied by a robot. The space is required by the activity (e.g.,
moving through the space) and is ready to be used again after the robot has left the space.
Cumulative scheduling deals with resources that can be used by several activities in parallel,
but may not be overused. These kinds of resources are often also consumable and producible. An
example is the energy stored in a fuel tank. Activities (e.g., driving somewhere) consume fuel,
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while fueling up refills the tank and thereby ’produces’ the resource.
The concept of alternative activities can be a useful modeling device. A goal could be

accomplished by using different resources (e.g., driving with electric energy or by using fuel)
can be modeled as a set of optional activities. The selection of activity is represented by a
binary variable exec(Ai). Enforcing that exactly one activity from a group of alternative actions
is selected can be done using the sum of the execution variables∑︂

i∈altexec(Ai) = 1.

In many industrial applications, setup costs have to be considered, which occur when for
example a machine has to be configured to produce a different type of product. In the case of
STAAMS, the motions of the robots between the effective tasks can be seen as setup costs. Since
the actual motion required to transfer the robot between two tasks depends on the respective
start and goal configurations of the tasks and the trajectory can be selected (according to the
availability of the space), the setup costs are order-dependent. Problems with order-dependent
setup costs pose a significantly harder problem than classical scheduling problems.

2.5.11 Plan Quality

The quality of a planned multi-robot operation can be expressed as an optimization criterion
(e.g., the costs) plus a set of side constraints that always have to be satisfied (e.g., resource
constraints). The operation of every robot has some cost for energy, wear and tear, unavailability
for other tasks, etc. (see (Nunes et al., 2017) and (Baptiste et al., 2006) for a list of optimization
criteria). The Sum of costs (SOC) measure counts the cost (e.g., the distance traveled) for each
agent/robot. Sometimes, distance-related measures like time or energy are used. The SoC
lends itself to be expressed as the sum of all task costs, regardless of assignment and ordering
decisions. This makes it a popular measure for MIP formulations.

For missions, where all agents are bound for the whole task duration and costs for waiting for
the system to become available again is high compared to operation-related costs, the makespan
is a valid quality measure. The makespan is the time difference between the start of the earliest
task until the end of the latest task. Therefore, the makespan is only dependent on the tasks in
the critical path. Thus not all actions and assignments contribute to the costs, which can cause
problems for the optimization. The makespan is often used in scheduling applications (Russell,
Norvig, and Davis, 2010).

In delivery scenarios where every task needs to be fulfilled quickly, one can use the lateness
measure, which is the difference between the earliest start time and the actual fulfillment of the
task. This is a useful measure because each customer wants his delivery as quickly as possible
and extreme waiting times are unacceptable. Both, the maximum and the average lateness are
used.

General conditions or side constraints must not be violated at any time to guarantee a safe
and beneficial operation. The most prominent one is to avoid collisions between the robots
or with the environment. Resources may not be overused. Furthermore, the robots may only
be operated within certain bounds (jerks, torques, speeds). Also, the actual mission puts side
constraints on the operation and the solution is also only acceptable if it actually leads to the
fulfillment of the specified tasks.
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Chapter 3

Use-Case Analysis and Problem
Definition

We first give an overview of the different use-cases that motivated the development of our
proposed system. Then we analyze the characteristics of these use-cases and the properties of
the resulting decision problem. This will lead to the definition of STAAMS problems.

3.1 Palleting

1

1

2

2

Figure 3.1: Parts supplied in a blister (left) have to be transferred to a washing frame (right). Pending
decisions include the assignment of parts to positions in the washer frame (arrows). These
pick and place tasks have to be assigned to a robot (red and blue arrows). Within the set of
tasks for each robot an order has to be established (number in the part).

Workpieces are often supplied in pallets or workpiece containers for effective handling and
protection of damages. Specialized machines require workpieces to be supplied in special
containers, e.g., for a washing process parts have to be in a wireframe. The task of transferring
the pieces from one container to the washing frame and back is a good candidate for automation
using a dual-arm robot. This task is composed of n pick and place subtasks for filling the
washing frame (see Fig. 3.1).

Theorem 3.1.1 (Combinatorial complexity). Let n be the number of parts to be palletized and
m the number of parts to select from. The number of robots is r. The number k of robot plans
to consider is calculated as:

k =
m!

(m− n)!⏞ ⏟⏟ ⏞
select n parts out of m

· (n+ r − 1)!

(r − 1)!⏞ ⏟⏟ ⏞
number of task allocations and orderings

. (3.1)
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The number of task allocations and orderings can be seen as a permutation with repeats, where
we have a distinct class for each of the n tasks and r− 1 identical separators. For a small choice
of n = 4, m = 12 and r = 2, the number of 1 425 600 discrete options have to be considered.

These discrete high-level variants of the simple palleting task define boundary conditions
for the motions of the overall robot program. However, the exact paths and the timing remain to
be decided upon. Depending on the workspace geometry, some of the theoretical assignments
might be kinematically infeasible. The selection of the task assignment and order has a huge
impact on the makespan. The main reasons are

1. an uneven distribution of tasks to robots,

2. mutually exclusive tasks that cannot be executed in parallel (e.g., due to resource conflicts
or pending collisions),

3. unnecessary long travel times (due to unfortunate part to destination assignments).

3.2 Assembly Use-Cases

3.2.1 Motor-Assembly Use-Case

Mass product manufacturing is divided into straightforward steps. Fig. 3.2 shows the four
stages in the process of assembling a window-wiper motor.

(a) Workpiece holder with inserted motor shaft and coil.

(b) Mounted tool on the motor shaft.

(c) Tool on shaft and electrical interface (brush) mounted.

(d) Tool removed from motor with the brush.

To transition between these stages, pick-and-place-like tasks have to be executed. First, the tool
has to be placed on the motor shaft. Then, a brush has to be placed/mounted on the motor.
Finally, the tool has to be removed from the motor. Note, that the ordering of these tasks is fixed.
Basically, the process emerges just to fulfill the requirement for a tool being present during the
mounting of the brush. At the workplace depicted in Figure 3.3a, the electrical window-wiper

(a) (b) (c) (d)

Figure 3.2: Motor-assembly in four stages: (a) shows the workpiece holder with an inserted motor coil,
then the tool is placed on the shaft of the motor (b) before the electrical interface with the
brushes is mounted (c). Finally, the tool is removed from the shaft (d).

motors are assembled. The rotors are already inserted into workpiece holders (A) on a conveyor
system, arriving in groups of five. The stators with the brushes and the electric interfaces are
supplied in transport containers (B). Mounting a stator on a rotor requires placing a cone-shaped
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tool on the motor shaft temporarily. (C) marks the home position of this tool. This workspace
layout was designed for a human worker. In order to automate the task, an ABB YuMi dual-arm
robot was placed at the table in a way that it can reach all parts.

The steps to produce a single motor offer no room for optimization, but when considering
the robotized setup in Fig. 3.3a, many degrees of freedom emerge. The assignment of brushes
to motors and which tool to use are the main decisions on the task level. Finally, the ordering of
the motor assemblies has to be decided. Interestingly, the available tools have to be placed on
every motor once, such that they form a Hamiltonian circuit. The decisions for the tool usage
are thus equivalent to solving a multiple Traveling Salesman Problem (mTSP).

(a)

A1 A2 A3 A4 A5

B1 B2 B3 B4 B5 B6

C

(b)

Figure 3.3: In Fig. (a), a workplace for assembling wiper motors with a dual-arm robot is shown. The
robot picks a tool from (C), places it on the shaft of the rotor of an electric motor in the
workpiece holder (A), picks an electric interface, supplied in a container (B), and places it
on (A). Fig. (b) shows an abstract representation of the scene with possible activities for
workpiece A1 visualized as arrows.

3.2.2 Furniture Assembly Use-Case

Furniture assembly tasks are composed of many activities. Fig. 3.4 shows a schema of activities
to be executed for an exemplar furniture assembly task. Holes in a wooden board have to be
filled with glue. Into some of the holes, bolts have to be inserted. The bolt insertion can only
be executed after the glue is applied to the respective borehole. Some steps of the assembly
depend on other steps and therefore have to be executed in the right order. In the case of gluing,
the following production step needs to be finished within a given time to prevent the glue from
drying out. These constraints are most often given by the product design and are available for
the automation engineer. In Chapter 9, we show on this kind of use-cases how robots can be
programmed using a multi-modal approach facilitating linguistic input and demonstration.

3.3 Injection Molding Use-Case

In the injection molding use-case, parts have to be taken from a source container and inserted
into an injection molding machine. When the molding process is finished, the parts have to be
taken from the machine and placed under a camera for visual inspection. Then, an electrical
check is performed by holding the part into a diagnose station. The diagnose station is activated
by pressing a button simultaneously to start the check. While the molding machine may process
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Figure 3.4: Furniture assembly use-case composed of gluing, picking, and placing tasks. Many of the
tasks are dependent on the completion of another task. For example, gluing at P10 has to
precede the bolt placement at the same location. Gluing and bolting at P20 and P21 has to
be completed before the bolt at P22 is placed.

two parts simultaneously, the visual and electrical checks can only process one part at a time.
Finally, the finished parts are placed in another container. Full containers have to be placed to
the side for collection.

3.4 Use-Cases with Extended Tasks

Figure 3.5: Two robots are executing extended tasks (e.g., painting). Here, both robots can work in
parallel, because the left robot left the space in the center of the workspace when the right
robot enters that space. This is only possible due to the beneficial selection of the motion
direction of each line.

Many use-cases require that the robot is moving the end-effector along a given path. Ex-
amples are welding, grinding, milling, additive manufacturing, painting, etc.. The execution
of these tasks is much more constrained than a pick and place task, where the robot-trajectory
between the pick location and place location is unconstrained. Often the exact speed is given
and the process also cannot be preempted. However, since the motion covers a larger time-
dependent volume, it can be beneficial to consider the reuse of the space when the task execution
proceeded. Extended tasks also often have multiple execution variants. Welding a seam can
often be performed from either side. A closed contour cut can be started at any point on the
path. These variations have a different profile of the space occupancy and thus can be selected to
avoid conflicts in the first place. Fig. 3.5 shows two simulated robots executing extended tasks.
The right arm is following the left arm and thereby can work in parallel instead of sequentially.



3.5. Analysis of the Use-Cases and Corresponding Planning Problems 57

3.5 Analysis of the Use-Cases and Corresponding Planning Problems

We analyze the use-cases presented in the previous section. We divide this section into three
parts: First, we discuss in Sec. 3.5.1 the knowledge and uncertainties inherent in our use-cases.
Then, the active components are introduced in Sec. 3.5.2. In our use-cases, every robot has a
Course of Action (CoA), i.e., every robot acts in parallel to the other robots. CoAs must be
coordinated if they share resources. Finally, we point out the characteristics of the task the
active components work on in Sec. 3.5.3. In the end of this section, the planning/scheduling
problems we address in this thesis should be clear.

3.5.1 Knowledge and Uncertainty

Industrial environments are controlled environments. Thus, industrial workplaces provide
by design a controlled and unobstructed environment. Therefore, we assume that all object
locations and possible placements are known in advance, which allows for offline pre-calculation
of reusable data structures for our planner. The workplace is fully observable (unless noted
otherwise). Furthermore, we may assume the absence of external interferences such as humans.
Therefore, we consider the actions executed to be deterministic and the method we develop can
work offline or while the production is running until the next batch starts.

The fact that the workspace is unobstructed implies, that relevant objects never obstruct
each other. A collision-free subset of the workspace exists, that does not alter over time and
allows to reach all relevant object locations with at least one robot arm. For example, this
applies to drilling, riveting, welding, gluing, and assembling small parts. As a consequence,
we do not require a complex scene graph, that tracks geometric relations between all objects
in the workspace. Also, the planner will not have to consider auxiliary actions which are not
part of the core production process. As an example: We do not require clearing the table from
arbitrary objects to free space for another assembly.

3.5.2 Active Components (Robots)

The central part of the use-cases are robots or other automated appliances. We call them active
components. Active components are controllable entities we can use to fulfill the tasks. As
mentioned before, this comprises manipulators and machines.

Active components can, in principle, work in parallel. Each active component has therefore
its own CoA. However, the CoAs of all active components are not independent. They need to
be coordinated to not overuse any resource. The most prominent resource in our use-cases is
the space required for motions of the active components. Violating these resource requirements
would mean a collision between active components and must be avoided in all cases.

The tasks need to be allocated to an active component for the execution. The active com-
ponents then fulfill the assigned tasks in an order that is compliant with the task description
(will be analyzed in Sec. 3.5.3). To fulfill a typical task, an active component will have to move
to a configuration suitable to support the task execution. For a manipulator, this might be any
configuration (defined by a set of joint parameters) with a given EEF location (position and
orientation).

The special complexity of this problem emerges from the coupling of the CoAs taken by
the active components. A robotic arm occupies space when working and moving in a shared
workspace, which cannot be simultaneously accessed by other active components. Therefore,
the schedules of the active components have to be carefully synchronized to avoid pending
collisions. Furthermore, the active components are not identical but vary more or less drastically
from each other. These differences need to be taken into account during the planning process to
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Figure 3.6: Usually, many inverse kinematic solutions exist for the KUKA iiwa robot with seven DoFs.

guarantee sound schedules. The active components are heterogeneous regarding the following
aspects:

• Utility for certain tasks: How well the active component is suited for the task? For its
work, a manipulator is equipped with some kind of end effector, e.g., a gripper, a drill,
a glue gun, etc. The choice of an end-effector determines which actions the manipulator
can execute. A manipulator with a gripper can pick up and deliver certain objects. A
glue gun enables gluing but is not suitable for pick-and-place tasks. The utility can be
represented either binary (if they have the right tool) or in a continuous manner (how
well/quickly can the active component fulfill the task).

• Kinematics: The robots are fixed at different locations in the world and thus might be
better suited for some tasks or can not reach others. However, the planner can choose
between multiple configurations to reduce the traveling time, as long as the resulting end
effector movements are suitable to fulfill the task. Depending on the kinematics of the
manipulator there might exist no, one, few, or an infinite number of configurations to
support the end effector. Fig. 3.6 shows five robot configurations for a given end-effector
pose.

• Space occupancy: varies vastly depending on the active component. The robotic manip-
ulators work in overlapping workspaces. Obviously, a manipulator occupies a certain
volume of the workspace depending on its configuration and any other action using that
volume is inapplicable as long as the space is blocked. From a scheduling perspective,
we can segment the workspace in small volumes and treat each of them as a unary re-
source [(see Sec. 7.2)]. Each action and each movement would thus have a footprint of
required resources. It is important to note that the occupation of space depends on the selected
robot configuration (see Fig. 3.6 for multiple inverse kinematic configurations for the given
end-effector pose). Of course, the configurations with given positions for the end effector
and the base-link will have some overlap, but collisions with the other links might be
avoidable depending on the configuration selection.

• Travel times: The active components move in a configuration space that is different from
the task space. Depending on the active component, a task might require longer or shorter
motions in the respective configuration space. The path taken by the end-effector between
the actions is irrelevant for the actions and thus can be minimized to reduce traveling times
or altered to avoid collisions.

All this leads to different processing times for the active components and thus costs for the
overall schedule. Possibly the biggest impact is imposed by the mutually exclusive space
occupancy which leads to temporal disjunctions for the respective time intervals.
Time representation. As the final output of our method, we want a precise schedule of motions
and task executions for each active component. The optimization goal is the makespan. The
schedule and the optimization criteria (which are calculated as a part of the model) both require
a precise representation of time. In general, the actions at the locations and also the movements
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between the locations take some amount of time (durative actions). Since these amounts vary
from action to action and from movement to movement and as they get executed by multiple
agents in parallel, the time has to be represented accurately. A representation as unit time, i.e.,
all parallel actions would start and end synchronously, would make most of the potential time
savings in a multi-robot system infeasible.

3.5.3 Analysis of Tasks

The work done in industrial workshops consists of small production steps, elemental tasks
(for task taxonomy see Sec. 4.3). These tasks for themselves are very simple, like drilling a
hole, applying glue, picking, and placing objects. We abstract elemental tasks to the following
properties:

• Individual tasks are performed at physical locations in the workspace and are typically
specified using 6-DoF transformations.

• Each task requires a certain time for execution and an active component (robot) with the
adequate capabilities assigned to the task.

• Some tasks are extended in space, i.e., have to follow a given trajectory with the end-
effector.

The use-cases often contain decomposable task, which can be decomposed into different
task variants. Then, the task allows for a selection among these alternative variants, which
equally fulfill the given task. However, this might have an impact on the overall plan quality,
i.e., the makespan.

• A choice for the allocation of items to goal locations is typical for repeated pick and place tasks,
e.g., which bolt in the furniture assembly task will be inserted to the given goal location.
Logically, no item can be assigned to two locations and every location needs to be filled
with a bolt. Here, the general pick task can be decomposed into many alternative pick
tasks with specific target objects.

• Often, tasks require to follow a pattern for coverage of lines, loops, or areas (e.g., cutting
a square). Naturally, there might exist many alternatives how to create these patterns. The
selection of the variant influences the length of the supportive motions and the resource
requirements (space occupancy) of the effective motions.

Ordered Visiting Tasks. A pattern that regularly occurs is tasks that can be decomposed into
multiple subtasks which have to be executed in a fixed order and are not allocatable among
multiple agents. The most intuitive example is a pick and place task, which can be decomposed
into a pick task and a place task. The placing task is usually elemental (the goal of the task
is to place an object at a certain location), but the pick task can usually be decomposed into
any of a set of elemental pick tasks. All the tasks of the decomposition have to be allocated
to the same agent (given that we do not consider handovers). We refer to such entities as
Ordered-Visiting-Task (OVT) in the following. Ordered-Visiting-Tasks (OVTs) may be used to
model many advanced tasks such as joining, welding, sorting, inspecting, drilling, and milling.
Fig. 3.7 shows two OVTs (from the motor assembly use-case) for picking and placing a brush
and a tool. A temporal dependency between placing the brush and placing the tool ensures
that the tool is in place for the mounting task.

The elemental tasks to be executed can be divided into two categories: (i) tasks in which the
robot’s actions are confined to a small portion of the workspace (e.g., pick, place, apply glue to
a point, etc.) – we call them confined tasks, and (ii) tasks occupying a larger volume which also
varies in time (e.g., weld along a line, drill a deep hole, etc.) – we call them extended tasks.
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Confined Tasks. Tasks that do not require the robot to move out of a relatively small volume are
called confined tasks. These tasks can be characterized by a duration and an occupied volume.
This applies to many tasks from which OVTs can be composed, like applying glue to a point or
drilling a hole. Also picking up an object can be considered as confined.
Extended Tasks. Some tasks involve larger motions and thus cannot be considered as confined
(see Fig. 3.5). Thus, the space occupancy is non-stationary. This can be exploited when
scheduling. Extended tasks are characterized by a sequence of volumes and time intervals,
where the intervals denote the time when the volumes are occupied by the robot (over the task
progress relative to the task start). Often, there exist robot schedules that nicely exploit the
space-time profile of extended tasks, which makes it worthwhile to consider the scheduling on
this fine-grained level (see Fig. 3.5). Extended tasks can similarly as confined tasks are used to
compose complex tasks and be part of OVTs.
Temporal dependencies. Often, there are additional temporal dependencies between tasks.
For example, molding has to precede the visual and electrical checks in the molding use-case
and in the motor assembly use-case (as shown in Fig. 3.3a) the temporal dependencies are
given by the assembly sequence for each motor. In the sorting use-case, there are no temporal
dependencies between the OVTs per se. Yet, each arm can transport only a single object at a
time, i.e., the gripper is a unary resource, which requires scheduling the tasks requiring the
gripper per arm. These temporal dependencies stem from prerequisites of actions on states. For
example, placing a part requires that the part is in the gripper. To grasp a part, the gripper has
to be empty and the part has to be reachable. We do not attempt to model these states, because
in the industrial use-cases we consider the succession of subtasks is pretty much prescribed.
Hence, it is not necessary to employ a full-fledged representation for planning. However, the
timing between dependent tasks must be safeguarded. We represent these dependencies and
resource requirements just on the temporal level using precedence constraints and disjunctive
constraints.

place brushpick brush

place toolpick tool

Robot 1

Robot 2

t

OVT 1

OVT 2

Figure 3.7: Dependencies between elemental tasks of two Ordered-Visiting-Tasks (OVT).

3.6 Integrated Planning and Scheduling Problem Definition

Based on the analysis in the Sec. 3.5, we can define the Simultaneous Task Allocation And Motion
Scheduling (STAAMS) as follows:
Task Hierarchy: Let Λ = ⟨P,C⟩ be a task description, where P and C are sets of activities and
constraints respectively. The activities in p ∈ P can be either atomic or complex. A complex activity
represents a family of activity variants to choose from. Eventually, complex activities can be
decomposed into atomic activities. Accordingly, the task description Λ can be decomposed (in
possibly many steps) into one or more sets Pj of atomic tasks. The tasks in Pj are subject to
a set of constraints Cj), which are originating from the constraints C in the task description
and can be introduced as part of the decomposition process. Many decompositions exist due
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to multiple variants of execution, e.g., multiple tools or objects can be used to fulfill the task,
multiple starting locations, etc.
Robot Workers: Let R be a set of available active components (robots). Each of the robots
Rj ∈ R has its own given kinematic model. The robot model specifies the configuration space
of the robot as well as the mapping between configurations q and EEF poses. The inverse
kinematic problem can have multiple solution configurations. The robots R are actuated
dynamical systems with considerable inertia. Therefore, the robots must adhere to smooth
trajectories through the configuration space.
Space Occupancy Activities: In each configuration qi, the robot Rj occupies (according to its
geometry) a subset V j

i of the whole workspace V . The execution of task Pk ∈ Pj during the
time interval [tSk

, tFk
] by a robot Rj leads to time dependent space occupancy: at each time

interval [tm, tm+1], where m ∈ {Sk, Sk + 1, ..., Fk − 1} (i.e., within the task interval), a varying
region V j

m ⊂ V is occupied by the robot Rj .
Task Allocation: A solution to the problem is given by a selection of valid task decomposition
Pj ∈ P, an allocation of all Pk ∈ Pj to individual robots Rl ∈ R (we encode the allocation of
activity Pk to robot Rl as αk,l = 1), and a sequencing S of tasks and motions between the task
executions for each robot Rl.
Connecting Activities: A set of intermediate supportive movement tasksPs need to be added to
transfer each robot between the starting and final configurations of consecutive tasks. Note, that
Ps is, in general, infinitely decomposable into specific robot trajectories, as only the boundary
configurations are specified. Each specific motion leads to a time-dependent occupation of
space like described for the activities above.
Operation Constraints: These decisions have to be chosen such that (i) the robots do not collide
or enter any other harmful configuration, (ii) the constraints C on the tasks are satisfied, and
(iii) the overall execution time (makespan) is minimized. Let N be the number of elemental
tasks in the chosen task decomposition.

min max
k∈N

tF,k (3.2)

w.r.t. C, (3.3)
R∑︂

R=1

αk,R = 1, ∀k ∈ {1, . . . , N}, (3.4)

V j
i ∩ V l

i = ∅, ∀i ∈ {1, . . . , T}, ∀j, l ∈ {1, . . . ,M}, l ̸= j. (3.5)
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Chapter 4

Related Work

Robotic manipulation of the environment including the handling of objects is still an active
field of research. This is even more true for the field of dual-arm robots (Smith et al., 2012).
Thus, it is understandable that most research is done to answer the question of how can a
manipulation task be accomplished (planning). Already this task requires reasoning about
logical sequences of actions and their physical execution using a specific embodiment in an
environment together. The field of Integrated Task and Motion Planning (ITAMP) is dealing
with such hybrid problems. We review the related planning work in Sec. 4.1 and ITAMP work
in Sec. 4.1.3. The question of how to decide for a better or optimal strategy (scheduling) for the
task is not asked, because often the basic skills for the task are missing, or the problem is too
difficult. This is different in industrial settings with multi-arm robots where the task is designed
to suit the robot. Although the works consider robot and task-specific variants of the task
execution (e.g., different directions of welding a linear weld seam or different starting points
of circular patterns), they mostly neglect the opportunities of parallelization using multiple
agents (Alatartsev, Stellmacher, and Ortmeier, 2015). We review current works on scheduling
for robots in industrial use-cases in Sec. 4.2.

Related to our problem is also the field of MRTA where a given set of tasks has to be
allocated. Many MRTA works deal with problems that require devising a full schedule for each
robot. Most of the works deal with mobile robots where the interaction between the robots
is very sparse compared to multi-arm robots (which can block large fractions of each other’s
workspace). We review MRTA works in Sec. 4.3, including works on multi-agent pathfinding
Sec. 4.3.2 and Sec. 4.3.1.

One of our aims is to make the definition of tasks for multiple robots easier and to enable the
definition of these tasks by various means. For these reasons, we will provide an overview of
works that deal with the specification of robotic problems, especially planning and scheduling,
using natural language Sec. 4.4. There are several approaches so far, but these were rarely
interconnected directly with task and motion planning.

4.1 Planning

4.1.1 Symbolic Planning

Symbolic planning has been successfully applied to many problems, but its advent in robotics
is marked with Shakey the robot from the Stanford Research Institute (Nilsson, 1984). The
Planning component of Shakey was called STRIPS, the Stanford Research Institute Problem
Solver (Fikes and Nilsson, 1971). This solver is able to plan a sequence of actions to transform
an initial state into a goal state. Although this was revolutionary at that time, many hard
challenges remained to be tackled. To name a few, dealing with non-deterministic actions,
partial observability of the world, durative actions, and action concurrency.

The Plan Definition Domain Language (PDDL) (Fox and Long, 2003) was in several versions
developed to formalize planning problems. Problems in the International Planning Competition
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are provided in PDDL. Around this competition, a lot of planners were developed. The planning
problems are reduced to various principles and paradigms as heuristic search (Bonet and
Geffner, 2001; Hoffmann and Nebel, 2001; Helmert, 2006), answer set programming (Balduccini,
Magazzeni, and Maratea, 2016), satisfiability modulo theory (Cashmore et al., 2016), boolean
satisfiability problems (Rintanen, 2012), and constraint satisfaction problems (Barták, Salido,
and Rossi, 2008). We mention SHOP2 as representative of hierarchical task network (HTN)
planners (Nau et al., 2003). HTN planners incorporate domain knowledge in form of refinement
rules. An initial abstract action gets iteratively refined using these refinement rules until only
all leaf actions are elemental actions. This makes HTN planning often more efficient than PDDL
based planning.

4.1.2 Motion Planning

Motion Planning deals with finding a path on a manifold ofRn starting in an initial configuration
q0 and leading to a goal configuration qf , where n is the number of joints of the robot. The
joint limits and obstacles in the workspace restrict the movements. Also, self-collisions must be
avoided. The paradigms of motion planning are distinct from symbolic planning as it works
on continuous spaces. The approaches can be divided into sampling-based (Rapidly-exploring
Randomized Trees (RRTs) (LaValle, 2006), Probabilistic Road Maps (PRMs) (Kavraki et al., 1996),
etc.), combinatorial (Cohen, Chitta, and Likhachev, 2010), and optimization-based algorithms
(Schulman et al., 2013; Ratliff et al., 2009).

For a definition and discussion of decoupled planning (i.e., planning each robot separately
and solving the coordination afterward) for multiple robots see (LaValle, 2006), where also a
categorization of different approaches is given. Prioritized planning assigns an order to the robots
(arms) according to which their movements are planned. In fixed-path planning – also referred to
as time-scaling – only timings are adjusted to prevent collisions (O’Donnell and Lozano-Perez,
1989; Kimmel and Bekris, 2016). In fixed-roadmap planning, topological graphs are used to both
plan the paths and adjust the timings.

The problem handled in this thesis could be seen as a multi-robot motion planning problem
as soon as the individual tasks are allocated to individual arms and the order is determined.
Our proposed method falls in the third category (fixed-roadmap planning). A fixed roadmap is
particularly suitable for industrial settings, as the environments are not often subject to change.
In this thesis, multiple Probabilistic Roadmaps (PRM) (Kavraki et al., 1996) are used for the
motion generation of individual robot arms with intentionally short edges and a table of mutual
exclusions for configurations of these roadmaps. Another, more general, volume representation
based on a voxelization was also developed in this thesis. This allows expressing the motions
and collisions naturally as CSP variables and constraints. Gharbi, Cortes, and Simeon (2009)
use also multiple roadmaps for a dual-arm robot to reduce the complexity of generation and
motion planning. They, however, do not aim to parallelize the work for both arms, but rather
solve kinematically challenging manipulation tasks. While small roadmaps lead generally to
better runtimes of the algorithms, the quality of the resulting motion plans will benefit from
useful cycles in the roadmaps (Jaillet and Siméon, 2008).

4.1.3 Integrated Task and Motion Planning

The works mentioned so far were either considering planning long sequences of abstract actions
in a symbolic world or motions in continuous configuration space. Each of which can be
challenging, but often the problem at hand contains coupled symbolic and continuous decisions.
The difficulty of such planning problems stems from the fact that a task-level decision might be
geometrically infeasible on the motion level (Bidot et al., 2015). Consider a symbolic decision
that a specific object has to be picked up by a robot arm. This decision can only lead to a
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feasible plan if the robot kinematic allows picking up the object. There can be numerous more
conditions that have to be fulfilled. For example, other objects could obstruct manipulations. In
such cases, the greedy way of combining task and motion planning of first planning a sequence
of actions and then finding suitable motion plans will fail. Works in the field of integrated
task and motion planning (ITAMP) combine task and motion planning in a way to (i) preserve
completeness and (ii) improve planning efficiency by informing each planning component about
reasons for failures. In this realm, Dornhege et al. (2012) call a motion planner directly from
within the symbolic planning process through so-called semantic attachments. This approach
allows to verify the applicability of selected actions directly but leads to many calls to the motion
planner. Akbari, Lagriffoul, and Rosell (2019) propose an ITAMP system for a dual-arm robot
in a constrained table-top setup based on a heuristic combination of task and motion planning.
They evaluate first easy to assess necessary conditions like object placements or end-effector
positions. A motion planner is only called lazily to verify a selected action. However, even
when the arms move simultaneously, they do not both contribute to moving towards reaching
the goal simultaneously. This is because these planners try to generate sequences of actions
instead of schedules with parallel CoA.

The above-mentioned works combine task and motion planning by interfacing dedicated
planners for each domain. However, recently more approaches integrate ITAMP into a single
formalism. Eliminating the interface between the planners shall remove communication over-
head and improve the reasoning quality. Ferrer-Mestres, Francès, and Geffner (2017) describe
an approach to integrate task and motion planning by casting it as a single classical planning
problem. They include all geometric information into the classical planning problem, but since
they use state constraints and functional programming they cannot use the standard heuristic
planners like FF (Hoffmann and Nebel, 2001) or LAMA (Richter and Westphal, 2010), but have
to find other solving strategies. Garrett, Lozano-Pérez, and Kaelbling (2018) also use symbolic
planning to work on the task and motion planning domain. They designed new heuristics to
better guide the search in the combined search space. ITAMP has also been posed as mathe-
matical program in Marc Toussaint’s Logic-Geometric Programming (Toussaint, 2015), where
the goal is formulated as an objective function instead of a symbolic description. Dantam et al.
(2018) formulate ITAMP as reduction to satisfiability modulo theories (SMT). The authors ex-
ploit a feature of the used SMT solver to incrementally add or remove portions of the model
efficiently.

The planner presented in this thesis (Behrens, Lange, and Mansouri, 2019) uses a reduction
to CSPs. The model representation allows to use the planner for any combination of robots
where the configurations of the robots do not share any states (e.g., two arms on a movable
torso). We also developed a formalism to describe the overall task as composition of subtasks
and constraints. Our planner will allocate the tasks to a suitable robot, select a task variant,
and determine a schedule for each robot to optimize a criteria like the makespan or the sum
of costs. Our planner differs from classical planners in that it uses some kind of incomplete
plan, which it completes in the planning process. However, the initial plan does not restrict
the possible solutions, as we can formulate alternatives. Our planner will also complete the
plan with supportive motions, which transfer the robots between the tasks. Our planner is
incorporating scheduling elements and is focused on optimization. We also integrate rigorous
representation of time and space into the model. For a background about temporal planning,
see (Ghallab, Nau, and Traverso, 2014). Our planner interacts closely with the CSP solver by
adding variables and constraints on demand and by steering the search with a custom search
strategy.
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4.2 Scheduling

A thorough survey on robotic task sequencing is given in (Alatartsev, Stellmacher, and Ortmeier,
2015). The sequencing of tasks that allows freedom in their execution order can be modeled
as Traveling Salesman Problem with Neighborhoods (TSPN) (Arkin and Hassin, 1994): given
a set of polygons, the goal is to find a minimal-cost cyclic tour, such that it visits each polygon
at an internal point. Alatartsev et al. (2013) proposed a heuristic to optimize the sequencing
of closed-contour robotic tasks and demonstrated the solution on a robot cutting holes in
plastic. However, robot kinematics and motion planning are not included into this approach.
In (Alatartsev and Ortmeier, 2014), the authors deployed the solution on one KUKA arm and
demonstrated how the production time decreases on test instances from the cutting-deburring
domain. In (Kovács, 2016), integrated task sequencing and motion planning for a welding robot
was specified as an instance of TSPN problem. Also here, only one robotic arm was used.
In Suárez-Ruiz, Lembono, and Pham, 2018, a solution to the robotic task sequencing problem
is proposed which has a very short computational time. The authors applied their solution
to the airbus shopfloor challenge and discussed the relation to TSPN. In (Shah, Conrad, and
Williams, 2009), a disjunctive temporal constraint network is used to deal with scheduling tasks
including temporal and ordering constraints and their allocation to 2 Barrett arms with no close
cooperation.

The limitations of the above works are that they: (i) only address the sequencing of abstract
actions and do not consider robot kinematics and motion planning; (ii) deal with one robot and
do not address collision avoidance for multi-robot systems; (iii) do not allow for constraints in
the form of task subsequences with a fixed order.

4.2.1 Constraint Programming (CP) for Multi-Robot Task Planning and Scheduling

The applications of constraint programming (CP) to multi-robot task planning and scheduling
often use a simplified robot motion model and ignore the spatial interaction among robots in
the scheduling process (Booth, Nejat, and Beck, 2016). In this work, we employ CP to model
the abstract task specification and the robot motion. Similarly, Ejenstam (2014) uses CP to
solve the problem of dual-arm manipulation planning and cell layout optimization via a coarse
discretization of the workspace. Conversely, we create dense roadmaps to enable the close
coordination of arms, thus allowing simultaneous movements of arms.

Kurosu, Yorozu, and Takahashi (2017) describe a decoupled MILP-based approach to solving
a simultaneous task allocation and motion planning, where the motion planner is prone to
failure due to simplified motion and cost models used in the one-shot MILP formulation. This
is not the case for us, as a single CP solver finds a mutually feasible solution for all sub-problems.
In Chap. 7 and (Behrens, Lange, and Mansouri, 2019), we introduce a coherent formalism to
model the robot and workspace as well as the abstract task plan and its invariants. We proposed
Ordered Visiting Constraints (OVCs) as task model primitives and time-scalable motion series
as motion model primitives. In Chap. 9 and (Behrens et al., 2019), we show how these tasks
can be specified in a user-friendly manner by natural language and demonstration. However,
only confined tasks were considered, without the freedom in action execution (e.g., selecting a
starting point).

4.3 Multi-Robot Task Allocation

The MRTA problems can be classified based on various taxonomies. Most important are three
surveys reviewing the works in the field of MRTA (Gerkey and Matarić, 2004; Korsah, Stentz,
and Dias, 2013; Nunes et al., 2017). Although the majority of the problems considered by this
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community do not take close coordination into account, the insights regarding task allocation
and tasks dependencies are particularly precious.

Gerkey and Matarić (2004) introduced a taxonomy to sort the existing works in the MRTA
world. They distinguish the problems using the type of robots in the robot team. Specifically,
they divide problems with robots that are able to work on a single task at a time (Single-task
robots—ST) and problems wherein contrast each (or some) robot is capable to work on multiple
tasks simultaneously (multi-task robots—MT). The second dimension of their problem taxon-
omy compares the tasks to be fulfilled. Single-robot tasks (SR) are tasks that can be fulfilled by
a single robot, whereas multi-robot tasks (MR) require the robots to form a coalition to finish
such a task. The last criterion targets the complexity of the problem solution. They consider
the categories instantaneous assignment (IA) and time-extended assignment (TA), where in-
stantaneous assignment basically means that the tasks can be assigned to the robots without
considering how and when they will be executed. In time-extended assignment problems, the
problem-solution requires the design of a detailed schedule for each robot. A problem classi-
fication for single-task robots working on tasks that require the cooperation of robots (thus a
detailed schedule is required) is a triple [ST-MR-TA].

Figure 4.1: Task dependencies in MRTA problems (Korsah, Stentz, and Dias, 2013).

Korsah, Stentz, and Dias (2013) add in their taxonomy called iTax a criterion for task de-
pendencies. Dependencies can either be constraints (binary functions on problem features) or
problem feature dependent costs functions. They distinguish the following classes:

• No Dependencies (NP)

• In-Schedule Dependencies (ID)

• Cross-Schedule Dependencies (XD)

• Complex Dependencies (CD)

A dependency can manifest itself in different ways. A classical example is given when the cost
for fulfilling a task depends on the order of tasks in the robot’s schedule. The authors call this
in-schedule dependencies (ID), which are common for problems where robots have to travel to a set
of locations (without returning to the start location in between). This is similar to the traveling-
salesman problem. Clearly, the distance to be traveled (and thus the cost) depend on the order of
tasks. Precedence constraints (among tasks) lead to in-schedule dependencies when the tasks are
assigned to the same robot. Otherwise, they result in cross-schedule dependencies (XD). Cross-
schedule dependencies lead to harder problems which might also be more demanding to execute
because the actions of multiple robots depend on each other. If, for example, two robots have to
synchronize their schedule, because they may not enter a given zone simultaneously or require
a shared resource, such dependencies emerge. Complex tasks are tasks, that have multiple
decompositions into elemental tasks, which can be assigned to different robots (Zlot, 2006).
Complex dependencies (CD) arise when the utility/costs of a robot depend on the schedule(s) of
other robots.
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(a) (b)

Figure 4.2: Two examples of large agents colliding: (a) two square agents on a 4-neighbor 2D grid and
(b) a 3D roadmap with ellipsoidal-shaped agents (Li et al., 2019)

Nunes et al. (2017) extend the taxonomy by Gerkey and Matarić (2004) by a dimension
for temporal constraints. They distinguish Hard temporal Constraints (HC) and Soft temporal
Constraint (SC). They focus only on the time-extended assignment (TA), i.e., where a schedule
for each agent has to be determined. Temporal constraints are a special case of dependencies

According to the aforementioned taxonomies, the tasks we build our solver for fall into the
class XD/CD-[ST-SR/MR-TA] with hard temporal constraints. That means, we consider robots,
which work on a single task (ST) at a time. Some tasks can/must be solved by a single robot (SR),
but other tasks require the cooperation of more robots (MR) (e.g., a bimanual manipulation of
a container). We consider exclusively time-extended assignments (TA), which is the general
case. A hard temporal requirement is to compute a sound plan, which we can only guarantee
by devising a full schedule for each robot. We consider only hard temporal constraints, but soft
temporal constraints could be easily integrated as penalties in the cost function. The problems
in this class are very challenging as they contain several NP-hard subproblems. However, the
considered robot teams and the useful task sizes are usually bound to relatively small values,
such that we will see that our proposed solver can produce solutions in this intractable class.

4.3.1 Task Allocation and Path Finding

The state-of-the-art optimal Task Allocation and Path Finding (TAPF) method (Ma and Koenig,
2016) cannot solve STAAMS problems in general, as it does not compute kinematically feasible
motions for agents, nor can it be applied in cases requiring ordering decisions about task as-
signments. Online methods for multi-agent task assignment and scheduling algorithms have
been developed for small-sized teams of agents, and are highly flexible against execution uncer-
tainty (Shah, Conrad, and Williams, 2009). Multi-robot task allocation with temporal/ordering
constraints has been studied in the context of integrating auction-based methods with Simple
Temporal Problems (Nunes et al., 2017). These methods, however, do not account for conflicting
spatial interactions, as needed, for example, in dual-arm manipulations. The applications of
CP to multi-robot task planning and scheduling often use a simplified robot motion model and
ignore the cost of spatial interaction among robots in the scheduling process (Booth, Nejat, and
Beck, 2016).
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4.3.2 Multi Agent Path Finding

Ma et al. (2017a) developed a framework for plan generation and execution for multi-robot
systems. They are considering the combined target assignment and path finding problem for
different abstracted robotic problems, like warehouse or airplane towing scenarios. They take
the imperfections of the robot controllers and the neglecting of higher order robot dynamics into
account by deriving a simple temporal network (STN), which is subsequently used to derive
execution schedule. The execution schedule, a list of goals and arrival times for the agents, is
used to orchestrate the robot fleet. Plan deviations are handled on three layers. First, special
controllers try to utilize the slack, i.e., the time buffer in the current execution schedule, to catch
up delays. Second, a partially adjusted STN is solved. Only when the previous measures failed,
the panner will fall back to the dynamic re-planning of a modified Multi Agent Path Finding
(MAPF) problem to account for bigger deviations in the executions.

MAPF with large agents: Li et al. (2019) extended the Conflict-Based Search (CBS) algorithm
to (i) handle agents that block more than the current vertex or edge (they are considered to be
squares or spheres – see Fig. 4.2), (ii) add multiple constraints per expansion of a node in the
binary search tree, and (iii) developed a heuristic to inform the search. The agents in our
problems, however, are articulated, change their shape, and are subject to rotations. Also, they
do not handle the target assignment problem. They instead assume a single given goal for
every agent. Liu et al. (2019) tackle the problem of Multi-Agent Pickup and Delivery (MAPD),
which considers also the problem of task assignment to multiple agents, where the number of
tasks is in general bigger than the number of agents. They use a Traveling Salesperson Problem
solver to find good Hamiltonian cycles which encodes the task to agent assignment and the task
ordering. In a second step, they either apply prioritized path planning or hybrid path planning.
However, they never revisit the task allocation of the first part.

4.4 Robot Programming Based on Natural Language and Demonstra-
tion

In Sec. 9 we show, how the solver presented in this thesis enables easy specification of plan-
ning and scheduling problems by natural language and demonstration. There exist various
approaches, which deal with specification of robotic tasks by natural language, most often ac-
companied by demonstration or teach-in methods. There are only few works which deal with
specification of planning and scheduling problems and these works typically do not enable
specification of ordering and temporal constraints. Here, we provide just a brief overview of
these approaches, for more details see related work in our paper (Behrens et al., 2019). Var-
ious approaches of learning by demonstration for robotic assembly tasks are reviewed in a
survey (Zhu and Hu, 2018).

An overview of methods for NL-based human-robot cooperation is provided in (Liu et al.,
2019). According to the division in the paper, our method is a grammar model integrating tem-
poral, spatial, and ordering relations and allowing a wide variability of linguistic instructions.
Compared to the mentioned works, our system allows teaching of immediately reusable task
templates during task specification. This makes our grammar extensible by abstract NL expres-
sions like in empirical association models and thus eliminates a limitation of fixed grammar
models. To encode information about human or robot action patterns during task execution,
Hidden Markov Models (HMMs) can be employed (Zeylikman et al., 2018). On the higher level,
we have to connect several actions by given relations to provide an overall abstract task descrip-
tion which can be used for robotic planning. For this purpose, hierarchical task networks are
often used (e.g., Zeylikman et al. (2018) and Mohseni-Kabir et al. (2015)). In the PRACE project,
an extension to ABB Robot Studio has been developed that allows to specify a task skeleton
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– an assembly graph – in natural language, which can then be refined using the graphical
programming interface (Stenmark and Malec, 2015). Mohseni-Kabir et al. (2015) presented an
interactive system for specifying Hierarchical Task Networks (HTNs) for manipulation tasks.
The instructor explains the tasks in a top-down manner while the system asks for unknown
task names and whether it should generalize tasks to similar objects in the scene. A similar
approach based on behavior networks instead of HTNs is presented in (Rybski et al., 2007).
In contrast to our approach, the demonstrated order of subtasks is strictly replicated, which
neglects the chance to optimize the order of the subtasks. Also they do not show how ordering
constraints on individual subtasks could be specified via spoken language. Actions are not
taught in parallel with learning the overall task structure.

NL-based Planning and Scheduling Problems Only a small body of work considers the
NL-based specification of planning and scheduling problems. Kirk, Mininger, and Laird (2016)
show the benefits of using visual demonstration of goal states amended with human instructions
to define diverse tasks. Lindsay et al. (2017) propose a method to generate PDDL planning
domain models from natural language. Both systems were tested on simple riddles and games
which are far from the complexity of STAAMS or ITAMP, not involving any motion planning
for manipulators.

Ekvall and Kragic (2008) proposed a robot learning system for a mobile manipulator that
uses a STRIPS-like planner which obtains its input from imitation learning and a dialogue-
based approach that allows the teacher to add constraints while demonstrating the task. In
the implementation, the constraints were hard-coded in the planner. Also, path planning
was not integrated with task planning as in our approach. Suddrey et al. propose a similar
approach based on the HTN planning in (Suddrey et al., 2016). Their system uses the OpenCCG
parser for natural language processing of the user’s explanation of the task decomposition. The
system asks for the specification of unknown subtasks in a dialogue-based manner. Grounding
of arguments is performed by transforming each argument into a first-order logic query and
matching it against the perceived world model. Preconditions from the primitive tasks are
propagated along the task hierarchy, but there is no support for NL-based input of further
constraints. Again, motion planning is not integrated with task planning.

The method proposed in this thesis differs in several aspects from the mentioned works:
First, it is based on a planning concept and method that deeply integrates the task level with
the motion level. Second, it allows to specify advanced temporal and ordering constraints via
natural language and demonstration.
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Chapter 5

System Model

The system proposed in this thesis allows deploying manufacturing tasks optimally to multi-
robot systems. Later, its scope can be extended to other semi-automated machines or even
include humans in the loop. Its usage is divided into three distinct phases: (i) Manufacturing
Task Specification, (ii) Robot Operation Optimization, and (iii) Schedule Execution. Fig. 5.1 visualizes
the operation phases of the proposed system. The specification stage is dedicated to collecting
information regarding the use-case and the robotic system. The optimization stage, comprises
the information about the task into a constraint program that is repeatedly solved to optimize
a quality measure such as the makespan or operating costs. Each solution corresponds – by
construction – to a valid robot schedule. In the execution phase, the multi-robot system is
controlled according to the robot schedule. The dispatcher component monitors the progress
of each activity and adapts the schedule to maintain local consistency.

The data types passed between the above introduced components will be described in
Sec. 5.1. Specifically, Sec. 5.1.1 deals with the robot operation model and Sec. 5.1.2 defines the task
model. Afterwards, Sec. 5.2 provides more details about the system components for each usage
phase.

Robot 
Schedule

Optimization ExecutionSpecification
Constraint

Model Robot 
Actuations

Robot
environment

Robot
description

Task

Figure 5.1: The User input (Robot environment, Robot description, and the Task) is compiled into a CP-based
task formalism (Constraint Model). The robot description and the scene become variable
domains (i.e., possible values) and for each robot, a schedule is added to the constraint model.
During the Optimization phase, a constraint solver is used to find a solution, which satisfies the
task requirements and represents a valid robot schedule. The solver optimizes the operational
costs by adjusting the robot schedules. The execution engine ensures a safe task execution by
adjusting the robot schedule online to ensure local consistency while orchestrating the robot
actuations.

5.1 Concepts and Datatypes

We introduce the concepts and datatypes we use to model the processing steps of the proposed
system.

5.1.1 Robot Operation Model

We dissect the operation of multi-arm robots to lay the foundations for optimization of work
schedules for such robots.
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Actors

An actor or active component is an individually controllable entity of a (robotic) system. In the
case of multi-arm robots, each robotic manipulator arm is an actor for our purposes. Actors
have a continuous configuration space, in which they can move according to their kinematic
and dynamic constraints. This entails for most actors, that their state trajectory has to be smooth
(or at least continuous). Robots cannot beam themselves between points in their configuration
space but have to move along a trajectory connecting the current configuration to the goal
configuration.

An actor occupies a subset of its workspace Va ⊂ robotworkspace according to its geometry
and depending on its configuration, i.e.,

Va =
⋂︂
i

Ti(q)Bi, (5.1)

where Ti(q) is the transform from the origin to the i-th link of the robot in configuration q
and Bi is a compact set describing all points of this body. The space occupied by two robots
may not overlap, in order to prevent harmful collisions. See Figure 5.2 for the visualized space
occupancy of the Čapek1 system. The volume of each robot is over-approximated by a set of
voxels. Collision checking between two such sets is a very fast operation. Collisions with the
fixed environment around the robot, as described in the next section, must also be avoided.

Robot Environment

Robotic workplaces are made up of the fixed objects in reach of the robots, i.e., worktables,
fixtures, workpieces, etc. The robot is located in the scene. Formally, a scene is represented as
a tree-like directed scene-graph Γ = ⟨O,R⟩, where the nodes O represent individual objects of
the scene and the edges R describe the transformation from the source to the target node. For
each object o ∈ O, a geometry go must be specified in the form of primitive shapes or surface
meshes. We define the static scene in URDF files.

Robotic Skills

Robots are physically able to fulfill a wide range of purposes. We call small programs that
operate a robot within its configuration space to fulfill a purpose like drilling a hole, applying glue
along a line, or pick and place robotic skills.

These programs may accept a set of parameters to configure the skill (e.g., for the location
or depth of a borehole). The equipment of each actor and the kinematic conditions determine
if a skill with a given parametrization is feasible or infeasible for a certain actor.

At run-time, the program coordinates the actor’s motions and EEF activations. The skill
may also include one or more actors. To start a skill, all contributing actors have to be in a
suitable configuration. In this thesis, we only consider robot skills that are deterministic when
they are fully parameterized. When the skill terminates, all contributing actors are in their final
configuration. Robotic skills are the blueprint for the abstract concept of activities, which will
be introduced in Sec. 5.1.2.

Robot Schedules

The working of a robot is happening by the execution of robotic skills. However, we cannot
(in general) execute one skill after another, because the successor skill might require another

1A dual-arm robotic research platform developed by the researchers at the Robotic Perception group at the Czech
Technical University. It is named after the writer Karel Čapek, who coined the term robot.
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starting configuration than the predecessor skill left the robot in. Additional motions are
required to transfer the robots between the final configuration of one skill to the start of the next
skill.

These motions are called supportive motions and transfer the robot through free parts of
the configuration space. The path between the configurations is not fixed and can be adapted
to avoid certain parts of the workspace. The supportive motion along a given path has a
deterministic space-occupancy profile. Both, robotic skills and supportive motions, can be seen as a
robot controller. A robot controller S is a mapping of the robot state q and time t to the space of
valid robot control inputs U .

A Robot Schedule is a sequence of effective motions (robotic skill executions) and supportive
motions for each robot. The schedule contains precise timing. The robot schedule is feasible if
it can be executed without collisions or exceeding the robot’s kinodynamic limits. We show in
Chap. 8 how to safely execute such a schedule on a multi-robot platform. A robot schedule can
be formalized as a triple

π = ⟨S, ts, te⟩, (5.2)

where S = {S0, S1, . . . , Sn} is a list of n robot controllers. Each si is either a fully parametrized
robotic skill or a fixed supportive motion. ts and te are lists of n starting and ending time points,
respectively.

Figure 5.2: Visualization of voxel occupancy for individual robotic arms during the executed motion
plan.

5.1.2 Task Model

In this section, we define the terms task and activity for the purpose of representing industrial
manufacturing problems for scheduling. Fig. 5.4 shows these terms in the style of a class
diagram. Fig. 5.5 gives a concrete example for a task from the domain of furniture assembly.

Tasks

Let a task be a tuple T = ⟨A, C⟩, whereA = {a1, . . . , ak} is a set of activities and C = {c1, . . . , cn}
are relations among them for a certain manufacturing step. The task is completed when all
activities are executed. It makes sense to group activities into a task when they are somehow
interdependent. A dependency exists, when the activities require a shared resource (e.g., a
robot) or when there exists a direct dependency.
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Figure 5.3: Voxel occupancy vs time for a robotic skill.

Activities

An activity represents a set of different ways of achieving a goal and schedule-relevant infor-
mation regarding the activity. A goal could be to connect two workpieces by welding a seam.
Such a connection can be achieved by welding the seam from either end and can be, in general,
executed by each of the actors in the system. For a system with two actors, this would yield
at least four different robotic skills to achieve the goal. Each of the skills might have further
parameters, resulting in a possibly huge number of possible ways of completing the activity.

We assume that the activities have a very high chance of being successful in completing the
manufacturing step because they are designed by engineers and thus we consider them to be
deterministic. Executing an activity will achieve the effect while not over-utilizing any resource
including time and space.

Activities are typically executed by a set of one or more actors, i.e., a robotic manipulator.
The activities might require the actors to be in a suitable configuration prior to the start of the
activity. Furthermore, the activity might depend on the execution state of other activities, e.g.,
a hole can only be filled with glue after the hole was created by a drilling-activity. Activities
are situated in time. That means, they have a start, a duration, and an end. Activities inherit
the set of parameters from all robot skills that could potentially be linked to the activity, i.e.,
when the skill has a configuration parameter defining the initial configuration when the skill
is activated, the activity will have a corresponding parameter. The space of possible values for
these parameters is restricted to reflect the actual goal.

We distinguish between complex and atomic activities, where atomic activities are fully speci-
fied and leave no room for further decisions, except for the start time of the execution. Atomic
activities, thus, correspond to fully parameterized robotic skills. Complex activities, on the other
hand, can be decomposed into one or more atomic or complex activities. Drilling a specific hole
is a complex activity as long as it is not assigned to a robot (assuming that no other parameters
need to be specified). Assigning it to a robot means effectively deciding for an atomic activity
as decomposition of the complex activity. When it is assigned, all parameters are defined and it
becomes an atomic activity. The same distinction is valid for any other unspecified parameter.
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Figure 5.4: Class diagram setting the terms task, activity, and relation into context.

Task Dependencies

The relations C set the different activities of a task into temporal or combinatorial dependencies.
Temporal dependencies relate the start and end times of different activities, e.g., to express that
activity a1 has to precede a17. Temporal dependencies typically stem from preconditions of one
activity on the result of another. For example, an activity pick and insert bolt gets decomposed
into an activity pick bolt and an activity insert bolt. Pick bolt has to be finished by the time when
insert bolt starts. In this case, both activities have to be executed by the same actor, which is a
combinatorial dependency. Another combinatorial dependency is present between all activities
picking bolts from the set of bolts present in the scene.

The user can define the task using our task and constraint templates via a convenient
Python API, a ROS service-based interface, or the multi-modal specification method using
natural language and demonstrations presented in Chap. 9. The user specifies activities and
constraints in natural language. The use of location denominating keywords (e.g., here, there,
at the last location, etc.) allows capturing end-effector poses and other geometrical parameters
fluently from a motion capture setup (using an HTC Vive controller) on the fly (see Fig. 6.2 for
a picture of the demonstration setup).

5.2 System Description

5.2.1 Manufacturing Task Specification

The information collected in the specification stage encompasses the task and the robotic system
definition, including the workspace. The latter is mainly generated based on the standard robot
description formats (i.e., URDF and SRDF). It requires only an initial setup of a few configuration
files. In contrast, the task description will be adjusted by human operators regularly. We employ
an interactive multi-modal dialogue approach with the user to make the specification as natural
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Figure 5.5: A Furniture assembly use-case composed of gluing, picking, and placing tasks. Many of the
tasks are dependent on dependent on the completion of another task. For example, gluing at
P10 has to precede the bolt placement at the same location. Gluing and bolting at P20 and
P21 has to be completed before the bolt at P22 is placed.

as possible. The task and the robotic system definition are then compiled into a constraint
optimization problem, which we call Constraint Model in the following.

In short, variables are created for each choice available using templates for activities, con-
straints, robot schedules, and the cost function. For activities, these are typically variables for
the allocated manipulator, a start and goal configuration and end-effector pose, and intervals
describing the task duration. For each independent robot, variables representing a schedule
are created, and robot-specific constraints (e.g., for traveling times and space occupancy) are
applied. Constraints can be formulated using the variables to enforce the task constraints.
Robot-robot collisions are prevented by a dedicated constraint.

The specification follows the paradigm of late commitment, a base principle in constraint
programming. With the help of our specification tools and methods, the user defines the
decision variables, including the range of valid options for the optimization. Thereby, as much
freedom of choice is left for the later stages, i.e., the optimization and the execution. Especially
for multi-robot setups, finding a good division of labor and work schedules for the system is a
complex problem.

Robotic System Definition

We assume that the robotic system description is given as URDF and SRDF models, i.e., that
the kinematic tree structure of the environment is known. The individually controllable groups
are defined. We establish a mapping of everything that the solver needs to be able to decide
upon to unique integer values. This includes the available groups and a set of configurations
for each group. The configuration space of each actor is approximated by a roadmap. The
initial roadmap is built around a home configuration for the actor. It is often necessary to
amend the roadmap data structure during the problem specification when new initial and
goal configurations are required for robotic skills. For that reason, the system definition holds
information on how to compute forward and inverse kinematic solutions, planning motions,
making collision checks (for the whole system), and how to compute the space occupancy for
robot states and trajectories. We give a detailed account of these topics in Sec. 7.1.

The definition of robotic skills is out of the scope of this thesis. We use sequences of simple
motions as placeholders for real skills. However, we define an interface for skills so that it is
possible to wrap real skills appropriately for scheduling and execution purposes.
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Task Specification

We support two modes of specifying tasks: (i) a textual description formalism and (ii) the
interactive multi-modal dialogue approach. Both methods allow specifying a set of activities,
possible choices for parameters, and constraints between activities in a declarative way. Each
of these gets translated and becomes part of the constraint model. The declarative property is
inherited from the constraint model. In constraint programming, the specification order does
not change the problem’s semantic. However, it is important that the robotic system is specified
in advance because from it stems the range of choices for some parameters.

In the interactive multi-modal dialogue approach, the user can say Pick a brush from B and
place it to A, while demonstrating the places A and B using motion capturing or referencing
previously defined places (see Sec. 5.2.1 for more details). This sentence is translated into two
activities: a pick activity and a place activity. The pick activity has a geometrical parameter
that is defined to be the pose B. The place activity should happen at A. Both activities have
to be assigned to the same actor and the pick has to be scheduled before the place. For the
activities, a set of variables are added. Relations are represented using constraints on some of
these variables. Parameter choices are directly reflected on the domain level of the variables.

Geometric Parameter Specification

Robotic skills and activities have geometric parameters, e.g., poses, areas, etc. These can be
specified by either describing them using mathematical notation or demonstrating them using
a motion capturing system. When demonstrating geometrical parameters, the user places the
tracking device and signals the kind of parameter to record by denominating voice commands
like here. Since the constraint model has only integer variables, the poses are recorded and
linked to an integer index which can then be used in the constraint model to reference the pose.

The user can define the task using our task and constraint templates via a convenient
Python API, a ROS service-based interface, or the multi-modal specification method using
natural language and demonstrations presented in Chap. 9. The user specifies activities and
constraints in natural language. The use of location denominating keywords (e.g., here, there,
at the last location, etc.) allows capturing end-effector poses and other geometrical parameters
fluently from a motion capture setup (e.g., by using an HTC Vive controller in our experiments)
on the fly (see Fig. 6.2 for a picture of the demonstration setup).

5.2.2 Robot Operation Optimization

The Robot Operation Optimization is the process of finding optimal robot schedules for multi-robot
scheduling problems given as a constraint model. This involves (i) solving the constraint model
repeatedly for optimization and (ii) translating the solution into an executable robot schedule.
Chapter 7 explains in detail the reduction of such manufacturing tasks to CSP, how to solve
them efficiently, and how to extract the robot schedule from a solution. Solving the constraint
model is done using a backtracking search with randomization and restarts. When a valid
solution is found, an additional constraint is added to accept only solutions with lower costs.
The optimization criteria are also expressed using constraint variables, and constraints are
used to update their value during the solving process. In this way, the criteria are kept updated
during the search and can be effectively used to prune the search in unfavorable solution spaces.
The translation of a solution into a robot schedule entails extracting the list of controllers for
each robot and the associated time intervals for each controller activation. The integer values
assigned to the variables in the solutions are used as a key to look up the referenced values
from the mapping files.
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5.2.3 Schedule Execution

The Schedule Execution phase controls the robotic system according to a robot schedule. The motion
dispatcher node receives motion schedules from the optimization node and offers a service-based
interface to control the execution. The node controls the access to the robot hardware (i.e., the
manipulators, grippers, and other end-effectors) and ensures conflict-free actuation. It either
accesses the resources itself (e.g., for controlling supportive motions) or grants access to robot
skill scripts for the execution of activities. This node also keeps track of the space occupied
by the robots like a central “air-space controller”. In this way, a layer of safety is added as the
node can intervene in any out-of-control skill script and revoke the hardware access in case a
skill script behaves unexpectedly. Chapter 8 explains the details of the dispatching algorithm,
including the hardware management. We also point out a method based on scaling the speed
of robotic motions in order to alleviate small deviations from the nominal schedule.
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Chapter 6

Experimental Setup

We give details about the robots and other hardware used in the experiments. We also list the
software used to create the proposed system.

6.1 Multi-Robot-System

We consider systems composed of multiple robots that shall cooperate on shared tasks. Al-
though one can imagine many cases relevant to other types of robots, we concentrate on systems
with several manipulators. We worked with two dual-arm robots: the KaWaDa Nextage and a
custom setup of two KUKA iiwa LBR robots called Čapek–see Fig. 6.1.
Kawada Nextage. The Kawada Nextage robot (Fig. 6.1a) resembles a humanoid torso and is
designed to work at workplaces for humans. It has two six DoF arms mounted on a rotating
torso. In the tilt-shift head, a pair of stereo cameras are placed. Each of the arms is equipped
with a monocular camera observing the gripper. A QNX real-time computer controls the
robot, communicates the robot state, and accepts commands via a network connection to an
application PC running Ubuntu and Robot Operating System (ROS). The robot can execute
position-controlled motions, which can be planned and controlled using MoveIt motion plan-
ning framework. Thanks to the low power of each joint (< 80 W), the robot is certified as a
collaborative robot in Japan. However, it will not pass the German certification process and is
mainly useful for research.
Čapek – Two KUKA iiwa LBR in dual-arm configuration The Čapek robot is a setup of two
KUKA iiwa1 LWR2 7 robots in dual-arm configuration (see Fig. 6.1b). The KUKA iiwa LWR
robots are certified collaborative robots with sophisticated control algorithms (Albu-Schäffer
et al., 2007). Continuous torque measurements allow the detection of unexpected forces (e.g.,
caused by collisions), but compliant robot skills are also supported. For research and advanced
applications, the robot control can be replaced by external programs using the FastRobotInterface
(Schreiber, Stemmer, and Bischoff, 2010) or the iiwa stack (Hennersperger et al., 2017). This
library makes the low-level control accessible to ROS programs.

6.2 Software and Tools

We used Ubuntu Linux as a development platform. The robots are either simulated using the
gazebo simulator (Koenig and Howard, 2004) or proprietary simulators. We use the ROS as
middleware. ROS enables structuring the whole robot control software as a multi-process ap-
plication. ROS provides means for inter-process communication, tools (visualization, logging,
etc.), reusable software components and skills, and infrastructure (build farm, wiki, etc.). Mo-
tion planning is done with the MoveIt framework (Chitta, Sucan, and Cousins, 2012). MoveIt

1intelligent industrial work assistant
2light weight robot
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(a) (b)

Figure 6.1: (a) KaWaDa Nextage dual-arm robot and (b) Čapek robot composed of two KUKA iiwa LBR 7
manipulators.

allows forward and inverse kinematic queries, collision checks, and motion planning. The static
environment around the robots is translated into MoveIt planning scenes. The roadmaps are
based on the Graph-Tool library, (Peixoto, 2017) which offers to model graphs with user-defined
properties for vertices and edges. The STAAMS problems are translated into Constraint Pro-
grams which the Google Operations Research Tools Constraint Solver solves (Google Inc., 2019).
To create the voxelization, we arrange the meshes for the robot links according to the URDF
model and the joint state of the robot. We use the trimesh library (Dawson-Haggerty et al.,
2019) to retrieve the occupied voxels for the combined mesh.

The simulation-based experiments were performed on an ASUS ZenBook Pro laptop with
Intel i7-8750H Central Processing Unit (CPU) and 16 GB Random Access Memory (RAM). The
solver runs in a single process on the CPU. Other processes, for example, the robot simulations,
were executed on a separate CPU Experiments with the KaWaDa robot were run on an HP
zBook laptop.

6.3 Setup for Specifying Planning Problems by Natural Language
and Demonstration

In our setup, we need to record the human voice, the motions of the tool, the activation of
the tool, and the pose of the workpiece. The setup consists of a tabletop with a calibration
checkerboard, two Asus Xtion 3D sensors, an HTC Vive VR set, and a microphone for audio
recording. The data from all sensors are broadcasted via ROS. The HTC Vive supplies the 6 DoF
positions of the two controllers at 60Hz. Both Asus Xtion cameras produce 640x400 Red-Green-
Blue-Depth (RGB-D) images at 30 Hz. To capture the demonstration of the gluing tasks, one of
the HTC Vive controllers is attached to a glue gun. The second HTC Vive controller is used to
indicate the ground truth segmentation of the demonstrated tasks. We assumed the workpiece
to be fixed to the checkerboard in the experiments. But to define auxiliary coordinate frames,
we included special language commands and demonstrations. All sensor data is synchronized
using ROS timestamps.

A separate data file is recorded for each showcase (see Section 9.3). Besides the RGB-D data
from the ASUS Xtion and the 6DoF poses from the HTC Vive controller, each recording contains
HTC Vive controllers’ button press information and speech-to-text transcripts acquired through
Google Speech API. Although the captured motions are synchronized with the recorded speech,



6.3. Setup for Specifying Planning Problems by Natural Language and Demonstration 81

Figure 6.2: Recording setup for the task specification using natural language and physical demonstration.

the human demonstration is likely to be imperfect, i.e., the demonstration of a location will not
appear simultaneously as the location denominator in the linguistic input. Hence, our system
has to match the demonstrated locations with the closest appearance of a location denominator.
Furthermore, we check for mismatches between demonstration and linguistic input (e.g., an
error is reported in a case of more denominators than demonstrated locations). As ground
truth, the pose of the glue application is recorded based on the glue gun button press. To
process linguistic input, we use the Python library NLTK 3.3 (Natural language processing
toolkit) (Bird, Klein, and Loper, 2009).
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Chapter 7

Simultaneous Task Allocation and
Motion Scheduling for Industrial
Robots

We focus on how to find good execution schedules for closely-coupled multi-robot systems
– here dual-arm robots – cooperating on a common set of tasks. The general motivation to
employ a team of robots stems from multiple sources (Zlot, 2006):

• Increased efficiency by distributing the workload.

• Combination of heterogeneous capabilities.

• Working together as a coalition on tasks that are impossible for a single robot.

• Increased robustness. Another robot can take over if the first one fails.

In the realm of dual-arm manipulation, Smith et al. (2012) distinguish different levels of coor-
dination: (i) un-coordinated tasks, (ii) goal-coordinated tasks, and (iii) bimanual tasks. In the
first case, the robots are fulfilling totally independent tasks. The executions of the different
tasks just influence each other by the need to avoid collisions between the robots. In the second
case, the robots work toward a common goal. That means, the tasks or activities leading to
that goal can be assigned to any of the robots. The bimanual case corresponds to forming a
coalition of robots. The robots together fulfill the bimanual task and afterwards can continue
their individual work.

We will see that industrial use-cases are composed of hierarchical task structures and that
many interdependencies exist between them. Korsah, Stentz, and Dias (2013) develop a taxon-
omy to categorize these interdependencies and Zlot (2006) categorizes the task hierarchy. These
task hierarchies offer in themselves a big selection of valid variants and selecting such a variant
is known as task sequencing (Alatartsev, Stellmacher, and Ortmeier, 2015).

Deploying such a variant to a closely coupled multi-robot system means devising a collision-
free schedule, which enables the robots to execute the tasks without violating any task con-
straints. The main cost criterion for the operation of a manufacturing robot is the makespan,
i.e., the time from the start until the last activity is finished (the MRTA community uses also
other quality measures (Nunes et al., 2017)).

A large amount of engineering time is spent on tuning automated production systems or
adapting existing production lines for product changes. We show that automated planning and
scheduling techniques can be employed to automatically deduce safe and efficient robot work
schedules. For the task specification, we propose a descriptive task specification language to state
problems in a robot-independent and non-grounded manner. We call these problems STAAMS.
We integrate task sequencing, task allocation, variant selection, and motion scheduling in one
comprehensive optimization problem, and solve it by reduction to constraint programming. The
resulting method is:
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• generic, i.e., not restricted to a specific family of tasks or robots,

• computationally efficient and scales well with the number of tasks,

• leads to executable plans, i.e., the motions are collision-free and adhere to the robot
kinematic and dynamics,

• exploits the task variant selection for optimization,

• enables easy definition of the task requirements as well as changes of the individual
system parameters.

The remainder of this chapter is structured as follows: With the background of the use-case
analysis for our system in Sec. 3.5, we deal with the robotic side of the problem in Sec. 7.1
and Sec. 7.2. There we elaborate on the abstraction of the configuration space and the collision
geometry, respectively. We propose a modular constraint model in Sec. 7.3, which covers task
modeling, the robot model, and a connecting module for sequencing and task allocation. We
show an extensive set of modeling examples of use-cases in Sec. 7.4. Solving the resulting
constraint program is not trivial. We present our custom search strategy in Sec. 7.5, which
exploits the task structure and the hierarchical problem formulation. Sec. 7.6 describes the
solver implementation and Sec. 7.7 provides an extensive evaluation of the proposed solver.

The contributions made in this chapter are supported by four publications (Behrens, Lange,
and Beetz, 2017), (Behrens, Lange, and Mansouri, 2019), (Behrens et al., 2019), and (Behrens,
Stepanova, and Babuska, 2020). Additionally, a patent was filed (Lange and Behrens, 2020).

7.1 Discretizing Continuous Configuration Space Using Roadmaps

In the previous sections, we discussed and analyzed several industrial use-cases which compa-
nies strive to automate using robotic manipulators. In this section, we will see that fulfilling
the tasks in these use-cases involves moving the end-effector of the robot to certain locations in
the workspace or along a given path. Some tasks might also require moving the robot along
a path in the joint space, which are called effective motions. The robot has to move from one
task end to the next task start. These movements are called supportive motions. During their
work, industrial robots usually go through an alternating sequence of effective motions and
supportive motions (Alatartsev, Stellmacher, and Ortmeier, 2015). While the effective motions
are largely prescribed by the individual tasks, the supportive motions have just the purpose to
transfer the robot from task location to task location. However, the exact path and timing is not
fixed and needs to be decided upon in the planning procedure. In this section, we introduce
the data structures and algorithms for generating the supportive motions during the planning
process.

The supportive movements’ starts and goals depend on the selection, order, and allocation of
the production tasks (effective motions). For n tasks with different start and end configurations
n2 − n families of supportive motions would have to be considered to connect all tasks. As we
see later, we not only need the motion plans, but also the space occupancy for each motion. A
precalculation of all these motions would be prohibitively expensive for larger n.

To avoid evaluating this large number of supportive motion families, we construct the
supportive motions from a topological graph spanning the important part of the robot’s con-
figuration space. These graphs are similar to probabilistic roadmaps and thus a proven way
of approximating a continuous configuration space (Kavraki et al., 1996). Since we intent a
different usage, we build the graphs with a different focus: we allow cycles in the graph if that
leads to significantly shorter motions. Most importantly, the graph representation enables us
to express the motions using normal finite-domain integer variables referencing the graph.
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The roadmap-based approach also enables a large amount of precomputation, such that
many expensive computations can be reused. In the following, we will elaborate how and why
we build the roadmap datastructures and which information we actually precompute for later
usage.

7.1.1 Data Structure

Let a roadmap be an undirected graph r = (C,E), where C is a set of nodes qi and E is a
set of edges, where ei,j connects qi and qj . Edge ei,j can be added to E, if a collision-free and
movement between qi and qj exists in the configuration space. Each qi resembles a configuration
in the configuration-space of an active component a, e.g., a set of joint angles for a manipulator.
The graph r serves as an approximation of the manifold of the free configuration space of
a. L is the set of all task relevant locations. Each lk ∈ L corresponds to a 6-DoF pose. We
maintain a location-mapping λ : L→ Cn, which connects the locations with the configurations
λ(lk) = {q|q ∈ C, FK(q) = lk},∀lk ∈ L that are reaching to the respective location.
Node properties. For each qi, we compute and save the robot configuration, the 6 DoF pose of
the end-effector, the occupied volume expressed as a set of voxel centroids (will be discussed in
Sec. 7.2.1), a name, and a type.
Edge properties. Each edge is annotated with the trajectory, the estimated travel time, and the
voxel occupancy for each configuration in the motion plan. Note, we assume that the trajectory
can be traversed also in reversed order. However, we could introduce an edge for each motion
direction, if that assumption would prove to be too restrictive.
Graph properties. For the overall graph, we save the joint names and the robot name.
Path cache. We build a path cache that holds for pairs of roadmap nodes, the shortest path
through the graph from the source to the target.

Figure 7.1: A roadmap for the left arm of a KaWaDa Nextage robot.

7.1.2 Considerations for Roadmap Building

The roadmaps are the basis to generate motion plans using discrete decision variables. As we
are aiming to minimize the makespan and not only check for feasibility, we cannot just rely on
a tree-like graph structure as Lozano-Pérez and Kaelbling (2014), but rather have to introduce
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cycles to allow shortcuts in the robot movements. A tree-like graph structure would impose
that movements often have to traverse along long paths through the roadmap. By allowing
cycles in the roadmap, the robot can effectively take shortcuts. We introduce cycles, if an edge
ei,j reduces the travel time between qi and qk by at least a factor β ∈ (0, 1]:

DIST(qi, qk) ≤ β · PATH(r, qi, qk). (7.1)

Optimally, the roadmap r (as introduced in Sec. 7.1.1) should be fully connected, i.e., have an
edge between every pair of nodes. However, this is not feasible as it would lead to an immense
number of edges (even more than the connections between all task locations). Furthermore, in a
roadmap with shorter edges and cycles, meaningful alternatives can be constructed by selecting
other paths through the roadmap. Using graph filtering, it is even possible to query for paths
avoiding certain volumes.

Figure 7.2: Simulated robot setup of two KUKA iiwa arms. A roadmap of one robot is displayed.

We want to ensure that all roadmap nodes are part of a single connected component.
The robot could not reach the configurations not connected to the component of its initial
configuration and thus some tasks might not be reachable.

As mentioned before, an edge ei,j can be added, if a collision free motion exists between
the configurations qi and qj . This collision check is executed taking only the static environment
into account. Other active components and movable objects are considered during the planning
process.

7.1.3 Creating Roadmaps

First, we build a general purpose roadmap for each robot in an empty environment with only
static obstacles like the table surface or constant structures. Therefore, we take end-effector
poses pi from grid in a cuboid Pstatic encapsulating the workspace of the robot as shown in
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Algorithm 7 Adding a State to a Roadmap
1: procedure ADD_STATE_ROADMAP(q, r)
2: i← 0
3: if q ∈ Cfree then
4: r.add_state(q)
5: else
6: return r ▷ State q is not feasible
7: for each q2 ∈ NEIGHBORHOOD(q, r) do
8: if i ≥MAXCONNECTIONS then
9: break

10: if not r.same_component(q, q2) and CONNECT(q, q2) then
11: r.add_edge(q, q2)
12: i← i+ 1
13: else if DIST(q, q2)· DISTCYC < DISTRM(q, q2, r) then
14: r.add_edge(q, q2)
15: i← i+ 1

16: return r

Fig. 7.1 and Fig. 7.2. As can be seen in Fig. 3.6, there exist many different configurations for
satisfying the Forward Kinematics query for a given end-effector pose. For near-by poses, we
want to select from these solutions those which are close to each other in joint space to avoid
disadvantageous long motions. We seed the Forward Kinematics solver with a constant starting
joint state, before we query it for a configuration qi reaching to pi. In this way, configurations
close in the task space will be also close in the configuration space, which also results in shorter
and more predictable motions.

For such a candidate configuration qi and a partly built roadmap r, Alg. 7 attempts adding
a node (referenced as q within the algorithm). In line 3, we check if the robot can assume the
configuration q without colliding with any static obstacle. If that is not the case, the original
roadmap r is returned. Otherwise, a neighborhood of q in r is calculated in the procedure
NEIGHBORHOOD, which is defined in Alg. 8. For each neighboring configuration q2, we check
if they already belong to the same roadmap component, i.e., they are already connected via
a path of roadmap edges. If that is not the case, we try to plan a motion from q to q2 and
add, on success, the respective edge ei,j to r. We also increment the counter for the number
of connections made from q to other nodes in r. In the case that q and q2 are part of the same
component, we test if introducing a cycle will significantly reduce the travel time between them.
Specifically, we add an edge, if the motion plan from q to q2 is shorter than

pDISTCYCDISTRM(q, q2, r), (7.2)

where DISTRM returns the distance of two configurations via edges in r. pDISTCYC is a param-
eter controlling the insertion of cycles. We use a value of 0.75, which requires edges to enable
25% quicker movements between q and q2. Alg. 7

Procedure NEIGHBORHOOD (see Alg. 8) returns a sorted list of roadmap nodes. The
sorting criteria is the Euclidean distance between the EEF positions, while ignoring the EEF
orientation. This is acceptable, if the orientations of the poses in the roadmap are all similar.
Otherwise, a distance metric from Sec. 2.2.1 can be employed. However, this creates a ordered
shortlist of which nodes shall be considered to connect the new node q.
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Algorithm 8 Neighborhood of a State in a Roadmap
1: procedure NEIGHBORHOOD(q, r)
2: NH← ∅
3: for each q2 ∈ r.VERTICES do
4: if q = q2 then
5: continue
6: dist← Point2PointDist(r, q, q2)
7: if dist ≤ DISTMAX then
8: NH.append((q2, dist))
9: return sorted(NH)

7.2 Space Occupancy of Robotic Motions

In the previous section, we developed a formalism to represent robotic configurations for con-
straint solvers. In this section, we discuss ways to describe the space occupied by a robotic
motion and how a constraint solver can use these representations to prevent robot-robot colli-
sions.

A robot assuming a joint configuration described by a roadmap node occupies a volume Vc

as the links of the robot are placed in some pose in the space. The robot’s geometry is typically
described using several meshes composed of vertices and edges (see Sec. 2.1.2) and collision
checks are computationally expensive and complex. It would be impossible and not necessary
to let the constraint solver reason about these collisions using the raw geometries.

A standard approach to coordinate two robots sharing a common workspace, includes
building collision tables which hold information about states not colliding of two roadmaps (this
approach was used in (Behrens, Lange, and Mansouri, 2019; Behrens et al., 2019)). Although
this construct reduces the robot-robot collision checks to querying a lookup table at runtime, it
has several drawbacks.

1. Scalability: A collision table needs to be calculated for each pair of roadmaps and building
a collision table, requires to check every pair of configurations. For two roadmaps of sizes
n and m, the complexity is O(mn).

2. Collision tables are not suited to check the motions associated with long roadmap edges,
as they only allow checking the start and goal configurations of each motion for collisions,
but ignore intermediate configurations. In (Behrens et al., 2019) and (Behrens, Lange, and
Mansouri, 2019), we used collision tables to also check collisions of motions. The motions
were exclusively executed via the roadmap edges. Longer motions followed paths along
the roadmap. The collision checks were executed solely using the pre-computed collision
tables on the nodes of the paths. To make this approach valid, we had to limit the edges
in the roadmap to be short (in configuration space). Thus, the swept volume of the
connecting motions can be approximated by the union of the corresponding roadmap
nodes.

3. The resolution for scheduling motions is limited, because we always have to reserve the
whole edge.

However, for tasks which involve larger motions (extended tasks) and less assumptions on the
roadmaps, we propose a voxel-based swept volume representation, which we introduce in the next
section.
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Figure 7.3: Visualisation of voxel occupancy for individual robotic arms during the executed motion
plan.

7.2.1 Voxel-Based Swept Volume Representation

The introduction of extended actions brings a substantial number of robot configurations, which
have to be checked for collisions. To avoid extensive pair-wise collision checks, we utilize a voxel-
based swept volume representation for collision checking with precomputed swept volumes
for each of the extended task trajectories. Additionally, we show how this space representation
can be facilitated that we do not have to reserve the whole swept volume (volume occupied by
the whole motion) for the task duration. Reserving the whole swept volume is inefficient as it
could prevent multiple robots from working efficiently in parallel.

Collision bodies of robots are typically represented as (triangular) meshes or compositions
of primitive bodies like spheres, cylinders, or cuboids (Gaschler, 2016). Although, optimized
methods exist to check for the intersection of two bodies, the general case of checking two
meshes against each other is computationally expensive. Since the solver is considering a large
number of sequencing and task allocations, many robot configurations have to be checked for
robot-robot collisions. As the STAAMS solver is implemented as a constraint program, the
notion of resources is a natural way of modeling. Therefore, we divide the robot’s workspace
W into n volumes vi ⊂ W and treat the individual volumes vi as unary resources. The volumes
must not overlap, i.e., ∀i, j : vi

⋂︁
vj = ∅, and the whole workspace of the robot must be covered:⋃︁

i∈1...n
vi =W . A voxelization of the volumeW fulfills these requirements.

The space occupancy of a robot in configuration qi can then be expressed as the subset
Vi ⊆ {v1, . . . , vn} of the workspace voxelization. Fig. 7.3 visualizes the space occupancy in for
both robots of the Čapek system. During a motion, the space occupancy is piecewise constant,
i.e., Vi is constant from ti to ti+1. A new interval is added when the occupancy of the space
changes. For efficiency reasons, this discretization can be limited by a temporal resolution or a
maximum number, without sacrificing the safety of the execution. Figure 7.7 shows the voxel
occupancy for a KUKA robot during a line movement. To account for kinodynamic constraints,
we require that the robot always has enough free space in the direction of the movement to
perform an emergency stop. The overall stopping duration Te is dependent on the velocity of
the joints ẋj and the acceleration limits aj,min ≤ ẍj ≤ aj,max, Tstop,j denominates the minimal
stopping time for a joint j: Te = maxj∈Joints Tstop,j . Let Te be the time to break to the full
stop at time ti. Then the volume to be reserved is V r

i =
⋃︁

k∈K
Vk, where K = {i, i + 1, ..., j}, j is
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(a) (b) (c) (d)

Figure 7.4: The volumetric representations of a configuration for a Kuka iiwa robot using (a) the original
meshes, (b) a voxelization from the original meshes (a), (c) aligned bounding boxes for each
link, and (d) a voxelization from the aligned bounding boxes approximation (c). The voxel
size here is 0.03m.

determined by the condition that: tj − ti ≥ Tstop (see Fig. 7.13). The worst-case stopping time
for any robot can be controlled by limiting the maximum speed. For example, the robot KUKA
iiwa robots used for some of the experiments with the used velocity and acceleration limits can
stop in tstop ≤ 0.5 s in all situations. The task execution has to be deterministic in the sense
that the actual motion is always contained in the reserved space V r

i . This is ensured by using
a position controller based trajectory controller. With this proven technique, there is no reason
to expect the robot to leave the reserved volume. For force-controlled robot motions, a position
controller based fallback solution must be in place to maintain a safe operation. The integration
of force-controlled robot skills is a topic for future work.

Collision-Checking for Voxel-Based Swept Volume Representations

We can distinguish in general two different ways of collision checking between volumes repre-
sented as voxels. We denote these methods as full and sparse.
Full method The full method requires to represent the voxel occupancies by a vector z with
binary values, where the i-th entry represents the occupancy of voxel vi. The index i of a voxel
is determined by its position (x, y, z) in space, the voxel size (xsize, ysize, zsize) and the number
of voxels in each dimension (xres, yres, zres) (see Eq. 7.3).

i = ⌊ x

xres
+

y

yres
xsize +

z

zres
xsizeysize⌋ (7.3)

This assumes the positions of all workspace voxels to be positive in all dimensions, which
can be easily achieved by translating all points to a suitable reference frame. Checking if two
such vectors z1 and z2 belong to colliding robot configurations can then be evaluated by:

z1z2 > 0, (7.4)

which is efficiently checked using Numpy’s (Harris et al., 2020) dot product implementation
(see List. 1). For vectors with only binary values, we can also use the logic features of Numpy.
The combination of the logical and with any will come to the same result.

For a workspace of dimensions DX , DY , DZ and uniform voxelization with a resolution of
dres = 0.1m, the vectors z have a cardinality L = DXDY DZ

d3res
. Per cubic meter, 1000 voxel states
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1 def collide_numpy(z1, z2):
2 return np.dot(z1, z2) > 0

Listing 1: The vectors z1 and z2 encode a workspace occupancy of two configurations in a binary way
(free: 0, occupied: 1). The dot product will be positive for collisions.

1 def collide_numpy_logical(z1, z2):
2 return np.any(np.logical_and(z1, z2))

Listing 2: The vectors z1 and z2 encode a workspace occupancy of two configurations in a logical way
(free: FALSE, occupied: TRUE). A collision will be detected by a logical operation and can
terminate as soon as any conflict is found.

would have to be stored. A workspace of 4m3 can thus be stored using 4 kB (see Fig. 7.5) and a
collision check takes 5µs (see Fig. 7.6) on an ASUS ZenBook Pro with an Intel i7 processor.
Sparse method The sparse method takes advantage of the fact that the occupied space by a robot
in a state is usually less than 10% of the whole combined workspace. The volume can therefore
be described as the set s of indices of occupied voxels with:

s = {i|vi ∩ Vq ̸= ∅} . (7.5)

Here, Vq is the volume occupied by a robot in the configuration q and vi is the volume of the
i-th voxel. The voxels are indexed using the code in List. 4. Checking for collisions of two such
states can be done by determining whether the sets are disjoint (see Listing 3).

1 def isColliding(vox_set_1, vox_set_2):
2 return not vox_set_1.isdisjoint(vox_set_2)

Listing 3: Python code for collision checking of two sets of voxels. The function terminates as soon as the
first common element is found. Thus, it is superior to checking the size of the set intersection.
This is the fastest and most convenient way of collision checking for sets up to 1000 elements

7.2.2 Memory Footprint of Voxel Representations

Fig. 7.5 shows the memory needed to store the occupied space as voxels. Note that the sparse
representation needs to store approximately 10% of the number of elements compared to the
full representation. Therefore, when the whole workspace is divided into 4000 voxels, for all
of which we have to save the occupation state in the full representation, we only need to save
approximately 400 indices of the occupied voxels in the sparse representation. Native Python
sets allocate new memory when the data structure outgrows its old capacity. A set with 400
elements has a size of 32 kB.

7.2.3 Optimization of Space Requirements and Runtime

We can consider a few optimization measures to make the collision check faster and the storage
requirements lower. First, we can analyze the voxelized states and shrink the voxelsets by
removing the indices of voxels, which have neighbors in all six directions. This would leave
us with the hulls of the robot, which will consist of fewer voxels. While this will allow valid
collision checks between objects, which only move continuously, it is not suitable for avoiding
reserved spaces, which would fit inside the robot hull. Actually , with octrees a tool exist,
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Figure 7.5: Memory requirements for a voxelized robot state represented as different Python data types.
The exact values (i.e., size of the steps) are highly dependent on the implementation details
of the used library—here, Python 2.7 and NumPy libraries were used—but the trends stay
similar.

which is suitable to effectively compress the state representation and offer a fast collision check
(Hornung et al., 2013).

Secondly, we can reduce the set sizes by only considering voxels which contain the shared
part of the workspace. This is fine for planning, but for execution, the controller should be
aware of the whole required space and not only the shared part. This is only relevant if other
objects or humans might enter the scene. Their space occupancy will have to be considered
online.

7.2.4 Computing a Voxel-Based Space Representation

To ensure collision-free motion of the arms, we determine the set of required resources and
their timing relative to the respective task or traveling interval and cast temporal disjunctive
constraints on potentially colliding motions. This ensures that spatially overlapping effective
or supporting robotic movements are scheduled in time. We explain this in detail in Sec. 7.3.7.

We utilize the above-mentioned swept volume based representation for collision checks
between multiple robots. We divide the workspace of robots W to disjoint subvolumes vi,

where
n⋃︁

i=1
vi = W ⊆ V . For each configuration qk in the roadmap rj of the robot Rj we record

which volumes vi are at least partly occupied. For a given configuration, we can then express
the space occupancy using the sparse method. As stated in the Eq. 7.5, the occupancy s is then

expressed as a set of indices of the occupied voxels: s =

{︃
i|vi ∩ VRj ,qk ̸= ∅,

n⋃︁
i=1

vi = V

}︃
. The

volume VRj ,qk occupied by the robot Rj in configuration qk can be then expressed as a union of
a subset of voxels vi:

⋃︁
i∈s

vi = VRj ,qk ⊆ V .

Calculating this volumetric representation s for a configuration qk requires to calculate the
pose of every link (forward kinematic). Then, the collision geometries (or an overapproximation
of these) are transformed accordingly. Each link geometry is then voxelized using the same
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Figure 7.6: Checking collisions on disjunct sets (worst-case runtime) of increasing size. Results averaged
over 1000 function evaluations.

discretization and voxel distribution. The resulting set of voxels Vi for each link i is indexed by
the voxel center using Eq. 7.3. We make sure that all voxels fall into a single octant. Otherwise,
we would need to maintain one voxelgrid per octant. Calculating the union of these sets for the
l robot links yields VRj ,qk .

VRj ,qk =
l⋃︂

i=1

Vi (7.6)

Fig. 7.4 shows in (a→b) the volumetric voxel representation for a configuration from the original
mesh and in (c→d) an voxelgrid that was created from an overapproximation using oriented
bounding boxes (OBB) for each link. Approximating the the meshes with geometric primitives
is a way to speed up the voxelization process. However, it can be seen that the volume of the
voxelization in (d) is significantly bigger than that of the voxelization in (b).

7.2.5 Computational Complexity of Voxel-Based Collision Checking Methods

Figure 7.7: Swept volume of a robot moving the end-effector along a line (light blue) for four intermediate
state and the respective occupied volume (dark blue).

The coordination of multiple robots requires a large number of collision checks. We present
a performance evaluation for the above-mentioned methods to decide which one to use for the
STAAMS solver. A fast collision check for two sets of voxels (V1 and V2) is done with the worst
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1 def positionFromIndex(index):
2 x = index % sizeX
3 z = math.floor( index / (sizeX * sizeY) ) % sizeZ
4 y = math.floor( index / sizeX ) % sizey
5 return (x * resX, y * resY, z * resZ)

Listing 4: Python code for calculating the center point (x, y, z) from the index of a voxel and its size
(sizeX, sizeY, sizeZ).

case runtime O(kl), where k and l are the sizes of the sets. For colliding sets the runtime is
quicker as we can report collision after the first common element is found. For a voxel size
of 10 cm the occupied volume is represented by 80 − 90 voxels. Empirically, the runtime was
determined to 10µs. Fig. 7.6 shows the computation times for non-colliding sets/lists for the
presented implementations. This is the worst case, because we can stop the computation as
soon as a collision is detected. For small set sizes up to 500 − 1000 elements, the pure Python
set implementation from Listing 3 yields the best results. For larger sets/lists, the NumPy
implementation using logical operations is superior. The experiments were executed on an
ASUS ZenBook Pro with an Intel i7 processing unit. Python 2.7 and 3.5 showed similar results,
but Python 3.5 computation times were a little more stable.

The main advantage of the voxel-based swept volume representation is that it can be calcu-
lated for each robot configuration individually. In contrast, the collision tables always consider
a combination of two robot configurations. Building and maintaining the voxel-based repre-
sentation is therefore cheaper than collision tables. This enables to check motions for collisions,
which is needed for extended tasks and longer roadmap edges (see Fig. 7.7). It also allows to
filter the roadmaps to avoid certain volumes.

7.3 Constraint Model

Solving the problem stated in Sec. 3.6 requires many interdependent decisions to be taken.
They range from deciding on the ordering of tasks to if a robot should wait 1 or 5 seconds at
an intermediate position. Those decisions are heterogeneous and thus the problem is hybrid:
We deal with different subproblems which require individual representations. There is usually
for each of them a rich body of work done and algorithms are available to deal with them
individually. However, there is no obvious way of integrating them available. The space of
composed subproblems is just too big.

The usual greedy approach to such problems is to order the subproblems hierarchically and
commit to some solution for a subproblem and then consider the next subproblem without
reconsidering any previous decision. This approach is computationally not very demanding,
but it often will not find creative and good solutions. This is due to the fact that at each
decision stage the solver can only estimate the quality of the best possible solution of the
successor problems associated with a solution in this stage. Difficult problems might even be
practically unsolvable by such an approach. Constraint programming is a paradigm to combine
subproblems into a larger and richer problem. Specialized solvers can work on the subproblems
and communicate with other problems via shared constraint variables. Many aspects of our
problem are naturally expressed as constraints: Task x has to precede y, robot 1 must not collide
with robot 2, or robot 3 can only work on 7 tasks before a maintenance is due. Here, we attempt
to create a formalism to describe the problems stated above, which we can map automatically
to a CP, which covers the following aspects:
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Figure 7.8: CSP model for integrated task and motion planning.

• Selecting a Task variant: Many alternative ways of decomposing the task into atomic tasks
exist (e.g., picking a bolt from l1, l2, or l3 and placing it at l13 can be decomposed into three
different sets of atomic tasks).

• Atomic/elemental tasks can often be allocated to different robots. This can be used to
balance the workload and exploit the fitness/utility of a robot for that task.

• The ordering of the atomic tasks allocated to an active component defines the start and
goal of supportive motions connecting these tasks. Atomic tasks have a definite (location)
and the length of the motions depends on the ordering – just like in a Traveling Salesman
Problem.

• Multiple cooperating robots must not collide. Therefore, we must ensure that spatially
overlapping motions (effective and supportive) of different robots are not temporally
overlapping. This scheduling of motions lets us avoid collisions and satisfy precedence
constraints (if present) by time scaling the trajectories (non-linearly).

Our proposed modular constraint model is inspired by the use-cases from Sec. 3, but it can
easily be extended or changed due to its modularity. The model is composed of three main
modules. The first one (Task model) deals with modeling individual tasks which compose the
overall task description. Multiple degrees of freedom and variants of these tasks as well as
associated constraints – most dominantly precedences and dependencies – are captured (see
Fig. 7.8 top). In industrial production, the general tasks are known by design. We do not
need to reason about if bolts have to be inserted into holes in the furniture assembly use-case
or not. However, many degrees of freedom can be exploited for optimization (e.g., the bolt
selection or sequencing of bolt insertions). This module allows to describe multiple variants
concisely and thus makes the optimization more effective. The second one (Motion model)
describes the robotic system including system specific characteristics like collision geometries
and robot capabilities (see Fig. 7.8 bottom). This module models a robot trajectory, which is an
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alternating sequence of effective and supportive motions. The effective motions are slots for task
execution, and then the required robot-dependent supportive motions are added appropriately
as the intermediate robot configurations are fixed. The Motion Model also carries flexibility
to time-scale trajectories of the individual robots. A third module, the Connection Variables, is
concerned with the decisions regarding the task ordering and assignment (see Fig. 7.8 middle).
The Connection Variables are used to connect the Task Model and the Motion Model. Every
task has such Connection Variables which can reference a task execution slot in the robot model.

The whole system is designed in a way that enables easy specification of the problem. This
is achieved by the declarative nature and the modularity. The user can concentrate on one
aspect at a time, instead of keeping the whole problem in mind. This allows to introduce
new task-centered teaching methods for robots using natural language and demonstrations like
the approach we presented (Behrens et al., 2019), which will be discussed in greater detail in
Chapter 9.

In this section, we are concerned with the variables and building blocks needed to repre-
sent the problem. Sec. 7.3.3 and Sec. 7.3.4 deal with constraints to relate tasks temporally or
combinatorially and their notation. In Sec. 7.3.7, the collision avoidance constraint is explained.

7.3.1 Variables and their Domains

We use constraint variables to decide among different options in the real world. That means
that we have to map discrete parameterizations to values in the integer domain. This mapping
is then used to create the constraint program and is needed to interpret the solver’s output,
i.e., reconstruct an executable solution. We will, for example, use L to denote the set of all
integers encoding locations. The corresponding calligraphic letter L denotes the set of 6-DoF
transformations describing the locations in the workspace. The actual values are denoted by
small roman letters. A specific location could thus be l17.
Locations. Locations describe points of interest in the environment. A location li can be
described by a translation T and a rotation R relative to some frame of reference. For the set of
locations L, we can define a bĳective mapping λloc to a finite set L as λloc : L → L = {1, . . . , n}.
A constraint variable Lj with domain D(Lj) = L can then be used to model a decision among
a set of locations. Obviously, the mapping λloc is necessary for interpreting a solution from the
constraint solver. Tab. 7.1 gives an example for members of the sets L, L, and human-readable
terms. This applies similarly to the other concepts to decide upon.

Concept Example Type

Key "l17" str
CP 12 int

6-DoF Pose p = (x, y, z) q = (x, y, z, w), Frame SE(3)

Table 7.1: The table connects the concepts Key, CP variable, and 6-DoF Pose using exemplar values. A
SE(3) pose in the real world might have the name l17, while the constraint solver references
this pose using the value 12.

Active Components. For choices among actors in our use-cases, we bĳectively map the set of
all k controllable entitiesA to a finite integer domain A = {1, . . . , k}. Hence, a variable Aj with
domain D(Aj) = A models a choice among all active components. Example values for the set
of active components is A = {r1, r2}. The corresponding CP domain can be arbitrary but fixed
A = {1, 2}.
Configurations. The space of robot configurations is C ⊂ Rn, where n is the number of
degrees of freedom of the robotic system. A configuration is a point qi ∈ C. For a finite set
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of configurations C = {q1, . . . , qm}, we can define a bĳective mapping λconf to a finite set C as
λconf : C → C = {1, . . . ,m}. A constraint variable Cj with domain D(Cj) = C can then be used
to model a decision among the set of configurations C. The set of roadmap nodes, as presented
in Sec. 7.1, are used as such a set.
Confined and extended tasks. Executing a task requires to run a routine fulfilling the purpose
of the task. This includes opening and closing grippers, operating tools like a drill or a glue
gun, or controlling a welding torch while moving along a path. A finite set of these fully
parameterized controller routines P to control these primitive actions is mapped to a finite
integer domain P = {1, . . . , k}. There are cases, when the solver needs to decide between
several task execution alternatives. A constraint-variable Pi with the domain D(Pi) = P models
the decision among all possible tasks. For example, if we have a set of controller routines
{pickRoutine, placeRoutine}, then we can map these to the integer domain {1,2}. If the variable
Pi is bound to value 1, then the pickRoutine is called. The pickRoutine is, in our case, a callable
Python object that takes over the control over a robot and executes a picking motion at a defined
location and also operates the gripper accordingly.
Time intervals. Interval variables I model time durations and consist of three integer variables
ts, te, and d, where ts and te denote the start and end times. The duration d is connected by a
constraint ts + d = te. The domains of these are D(ts) = D(te) = D(d) = [0, tmax]. To model
the time in steps of, for example, 100 ms, we multiply the time domains by a factor of 10,
i.e., 10 =̂ 1 s. We reference the variables of an interval variable I with S(I) = ts, E(I) = te,
and d(I) = d.
The relation of Locations and Configurations. When an active component ai ∈ Amoves into a
configuration qj ∈ C, the robot’s end-effector is positioned at a location lk ∈ L. The end-effector
could be used to fulfill a task at lk. For every lk ∈ L, there might be 0 − n configurations, that
reach to lk. The mapping λloc,conf : (A,L) → Cn connects the locations with all configurations,
that position the end-effector appropriately at the location. Specifically λloc,conf(a, q) = {q|q ∈
C,FK(a, q) = lk}, where FK() is a function to calculate the forward kinematic for an active
component a in a configuration q. A similar relation exists λ′

loc,conf : (A,L)→ Cn to connect the
integer domains A,L and Cn.

7.3.2 Task Model – Ordered Visiting Constraints

The first and most important elements of the task model are Ordered Visiting Constraints
(OVCs), which can be considered as constraint-variable based blueprints of Ordered-Visiting-
Tasks (OVTs). An OVC consists of seven sets of CP variables modeling: confined and extended
tasks (e.g., pick, place, drill, etc.) P to be executed at certain locations L = {LS ,LG}, where LS

and LG describe the starting and ending locations of all the primitive task Pj ∈ P. The variables
LS
j ∈ LS and LG

j ∈ LG have a domain D(LS
j ) = D(LG

j ) = L describing the starting and ending
locations of the primitive task Pj . The tasks P are associated with certain time intervals I by
an active component (robot) A. The domain of confined and extended tasks D(Pi) = P, ∀i is a
set of all possible tasks to be performed. The domain of the location variables D(Li) = L, ∀i
references a finite set of 6-DoF poses of interest in the workplace—in particular possible object
placements in containers and workpiece holders—in a common reference system. The domains
of the configuration variables D(CS

i ) = D(CG
i ) = C, ∀i is the set of configurations denoted by

the roadmap vertices.

Def 1. Formally, an OVC is a tuple

ω = (A,P,CS,CG,LS,LG, I,Cintra). (7.7)
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The variables Pj ∈ P have domains D(Pj) = P which represent the primitive actions. The
variables Ij ∈ I model the time interval for Pj .

When Pj is an extended task, the additional set of variables LG is used to model the goal
locations of the task. This is due to the fact that extended tasks, e.g., welding a seam, has
generally a different end configuration and location than it starts from. Extended tasks are also
often specified for a pair of start and goal configurations. Thus, the tuple ω contains the variable
sets CS and CG containing the start and goal configuration variables. The variable A with the
domain D(A) = A represents the active component to be used. The number of variables in
P,CS,CG,LS,LG, and I has to be equal for a valid OVC—for a pick and place task it will be 2
and for welding a single weld seam 1.

When we create an OVC, we further restrict the domain of some variables to model the task.
In particular, each Pj can be constrained to a specific primitive action to be executed. Similarly,
each Lj is typically constrained to one or a few specific locations. In the search for the optimal
solution, the solver assigns a single value to each variable and thus decides about the execution
details. Constraints between A,Pi, L

S
i , L

G
i , C

S
i and CG

i ensure that consistent values are taken.
In Cintra additional constraints on and between these variables can be specified. If the

restrictions apply only to a single variable, the domain of the variable can directly be reduced.
For example, specifying specific location combinations for all location variables can be done
with intra-OVC-constraints. Moreover, quantitative temporal constraints on the time intervals
may be given: The task durations are specified as constraints on the respective interval duration
d(Ij) depending on the value of the action variable Pj .

For the case that only confined tasks have to be scheduled, we do not need the start and goal
configuration variables CS and CG and can enforce LS

i = LG
i , ∀i. Then, we effectively get the

reduced version OVC definition as it was proposed in (Behrens, Lange, and Mansouri, 2019):

ω = (A,P,L, I,Cintra). (7.8)

The second component of the task model are the task constraints. The task model also allows
for arbitrary constraints between OVCs, named inter-OVC constraints Cinter. These constraints
are used to compose the whole use-case and we also call them (interchangeably) task composition
constraints. Typical examples are temporal constraints between OVCs (e.g., for synchronization
or ordering of OVCs or combinatorial constraints – e.g., to distribute m locations amongst n
OVCs). These task composition constraints will be further discussed in Sec. 7.3.4.

The last element of the task model are resources which describe abstract or physical objects
such as tools, workpiece holders, or robot grippers. A resource o can be reserved exclusively
for arbitrary time intervals. Typically, reservations are defined by referencing the start or end
variables of an interval variable of the OVC, which requires the resource.

7.3.3 Task Model – Notation for OVC Variables and Constraints

We introduce the notation used to reference the variables of an OVC and their domains. To
denote a certain variable of an OVC, e.g., the first start location LS

1 , we use a functional notation
or a superscript on the OVC name.

LS
1 (ω1) = ω

LS
1

1

Both denote the first start location variable of OVC ω1. The domain of this variable is referenced
by

D(ω
LS
1

1 ) = {1, 4, 34}. (7.9)

A constraint restricting the variable ω
LS
1

1 to a set of values is expressed using the following
notation:

ω
LS
1

1 ∈ {l1, l2, l3}. (7.10)
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The intervals are referenced similarly. For example,

I(ω1, i) = ωIi
1 (7.11)

denotes the i-th interval variable of OVC ω1. Durations of intervals are referenced by the
functional notation d(ωI3

1 ). The start of an interval is retrieved by S(·) and the end by E(·). A
StartsAfterEnd relation between two intervals I1 and I2 is then expressed by

S(I2) ≥ E(I1). (7.12)

If those two intervals must not overlap, we can use a constraint

S(I2) ≥ E(I1)
⋁︂

S(I1) ≥ E(I2) (7.13)

or equivalent
(S(I2) ≥ E(I1)) + (S(I1) ≥ E(I2)) = 1. (7.14)

A simple constraint
LS
2 (ω3) = LS

1 (ω4) (7.15)

enforces two variables to take equal values. The constraint solver not only checks if the con-
straints are satisfied after a value is assigned, but also propagates the decisions to other variables’
domains. In this case, LS

2 (ω3)) ∈ D(LS
2 (ω3))∩D(LS

1 (ω4)) and LS
1 (ω4) ∈ D(LS

2 (ω3))∩D(LS
1 (ω4))

must hold and thus can strongly shrink the domains of both variables.
As a shorthand notation to restrict several/all domains of the OVC variables, we list the

domains of each variable. The individual domains are grouped according to Eq. 7.7:

ω1 = ([r1, r2]⏞ ⏟⏟ ⏞
A

, [[pick]⏞ ⏟⏟ ⏞
P1

, [place]⏞ ⏟⏟ ⏞
P2

], [[l1, l2, l3]⏞ ⏟⏟ ⏞
L1

, [ldest]⏞ ⏟⏟ ⏞
L2

], [[tpick_min, tpick_max⏞ ⏟⏟ ⏞
I1

], [tplace_min, tplace_max⏞ ⏟⏟ ⏞
I2

]])

(7.16)

The values considered for A are r1 and r2. The rest of the provided tuples have two elements.
The corresponding elements form together a task specification: What should be done where and
how long? Specifically, r1 or r2 should pick something from l1, l2, or l3. The minimal time for
this operation in the schedule is tpick_min.

7.3.4 Task Model – Task Composition Constraints

In many robotic tasks, the subtasks are subject to constraints. We divide these constraints into
inter-OVC constraints and intra-OVC constraints. Intra-OVC constraints only affect a single task
directly and are already described in Sec. 7.3.2 and Sec. 7.3.3. In this section, we concentrate on
inter-OVC constraints (i.e., task composition constraints) which relate multiple subtasks to each
other and how these can be used to compose complex task networks. Inter-OVC constraints
connect two or more tasks by either temporal constraints or combinatorial constraints. As a running
example, we consider a task network as shown in Fig. 7.9. The task consists of 7 OVCs with
temporal dependencies and combinatorial constraints. The goal of the task is to drill two holes,
fill them with glue, insert a bolt in each, and finally place a bar onto the two bolts.

Temporal Precedence Constraints

Temporal precedence constraints are constraints, which define an order for the execution be-
tween individual tasks. As explained in Sec. 3.5.3, causal dependencies between tasks are
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Figure 7.9: Task precedence graph for a simple drill-bolt-pick-place use-case. Blue arrows show temporal
precedence constraints (StartsAfterEnd) between the associated task intervals. The red line
represents an AllDifferent constraint on the pick location variables for the bolts.

enforced using temporal precedence constraints. Therefore, the precedence constraints play an
essential role for many use-cases.

In the given example, many dependencies between subtasks are present. For example, glue
can only be filled into a hole after the hole is drilled. Furthermore, the glue cannot be filled
in after the bolt is inserted. The bar can only be placed when both bolts are already in place,
etc. These dependencies are translated naturally into precedence constraints on the level of
subtasks. The task interval of place task of the ωBar (see Fig. 7.9 on the right) has to start after
the end of the place bolt tasks and the pick bar task. Since the Connection Variables decide on
the order of the affected tasks, a (partial) ordering also has to be propagated to these variables.
Otherwise, the selected ordering could lead to infeasible interval scheduling problems, i.e.,
when ωBar is by the Connection Variable forced to precede ωBolt1 the temporal dependency
cannot be fulfilled.

It is difficult to formulate a single constraint to capture the effect of dependencies on the
Connection Variables. In the case that two tasks connected by a dependency are executed by
the same robot, the Connection Variable of the dependent task has to be bigger than the one of
the task it depends on (i.e., it has to connect the dependent task to a configuration which has a
higher index and therefore appears later in the motion series). This is not necessarily true for
tasks depending on tasks executed by another robot. If robot r1 executes a long-running task
early in his schedule, it is very probable, that an OVC executed by r1 has a lower value for the
corresponding Connection Variable than a task executed by robot r2 (which has a number of
short-running tasks in the beginning of the schedule).

To correctly enforce temporal dependencies among tasks executed by different robots, we
created a custom selection heuristic for the Connection Variables, which uses the task depen-
dency graph shown in Fig. 7.9. We discuss this variable selection heuristic in Sec. 7.5.3. Listing 5
shows how to add a precedence constraint on two tasks using the user API of the STAAMS
solver. First, a list with the respective OVC references are prepared (line 2). Then, a list with the
indices of the tasks inside each OVC is created (line 4). In line 6, the constraint type is selected
and added to the selected OVC intervals.
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1 # select the OVCs to constrain
2 ct_ovc_list = [ovc_dict['drill_1'], ovc_dict['glue_1']]
3 # select the intervals to constrain
4 intervals = [0, 0]
5 # add the constraint via the API and selecting the constraint type
6 PlannerServiceProxies.add_ovc_ct(ovc=ct_ovc_list,
7 interval=intervals,
8 ct_type=ConstraintType.StartsAfterEnd)

Listing 5: Adding a precedence constraint (StartsAfterEnd) on the intervals of the OVCs drill1 and glue1.

Combinatorial Constraints

Many tasks/OVSs have degrees of freedom to select different variants to fulfill the task. Given
a set of OVCs, not all combined task variants might be useful. In these cases, we must constrain
the set of variants from which we can select to only valid options. Therefore, we introduce
Combinatorial constraints. Among these constraints are for example the AllDifferent constraint or
the Table constraint, both of which we will describe in more detail in this section. Arafailova
et al. (2018) present a catalog of global constraints. A substantial selection of them is available
in state-of-the-art constraint solvers and thus can readily be used to describe subproblems
efficiently.

In the running example, two bolts have to be transferred from a source location to the
final locations. It is irrelevant for the final product, which bolt is mounted in which location.
However, the bolt-to-hole assignment can have a significant influence on the makespan or even
feasibility of the task, because conflicts between robots can be avoided by a suitable assignment
or the supporting movements are shorter. Therefore, the selection of the variant should be part
of the optimization. Additionally, the effort for specifying a task is lower, if fewer decisions
have to be fixed. However, we have to make sure that the selected solution is valid. Therefore,
in this example, the following AllDifferent constraint is added.
AllDifferent. To make sure that no bolt is assigned to multiple bore holes or no two bolts are
assigned to the same destination, we can add appropriate constraints to the constraint problem
to prevent solutions that contradict the real world. These constraints can connect for example
all OVCs which contain a task ‘pick up a bolt’ to ensure, that the bolt is always picked up from
a different location. Let ωBolt1 and ωBolt2 both consist of a pick task for a bolt from one of the
locations lsource = {lBolt1, lBolt2, lBolt3} and place it at ldest = {ldest1, ldest2}. Then, to prevent the
above-mentioned assignment problems, we add a constraint AllDifferent(LS

1 (ωBolt1), L
S
1 (ωBolt2)

and AllDifferent(LS
2 (ωBolt1), L

S
2 (ωBolt2)), where

D(LS
1 (ωBolt1)) = D(LS

1 (ωBolt2)) = λloc(lsource) corresponds to the locations lsource and
D(LS

2 (ωBolt1)) = D(LS
2 (ωBolt2)) = λloc(ldest) to locations ldest.

Table Constraint. For a given set of n variables, only a combination of values from a given set
of n-tuples shall be considered. For example, in the case that a line is to be drawn between
locations l1 and l2, we have to select values for start and end location (ls, le) from the set of 2
tuples: {(l1, l2), (l2, l1)}. This ensures that the variants (l1, l1) or (l2, l2) are not selected.

7.3.5 Motion Model

The motion model represents the series of effective and supportive motions of all active com-
ponents as motion series consisting of configuration variables and time interval variables. The
configuration variables take values in the domain of roadmap nodes and thus reference a robot
configuration. The time intervals describe the time of the supportive motions between config-
urations (via a path in the roadmap) and the time of the task execution (effective motions).
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Def 2. Hence, the motion series σa of an active component a is a sequence of m configura-
tion variables, m goal configuration variables and a sequence of m work intervals m− 1 travel
interval variables

σa = (CS ,CG, Iw, It),

where the domains D(C) = Ca, ∀C ∈ CS
⋃︁
CG are the nodes of the active component’s,

i.e., robots’, roadmap. The set of all motion series – one for each active component – is named
Σ.

The interval variables in Iw and I t are chained such that they cover the whole task execution
of the robot. This is entailed by the following constraints

S(Iw
1 ) = 0 (7.17)

E(Iw
i ) = S(I t

i) ∀i ∈ {1 . . .m− 1} (7.18)
E(I t

i) = S(Iw
i+1) ∀i ∈ {1 . . .m− 1} (7.19)

The interval variables Iw
i ∈ Iw model the time spent at configuration Ci—executing a task

or waiting to avoid collisions. The interval I t
i ∈ It denotes the traveling time between the

configurations CG
i and CS

i+1. We assume that the robot travels on the shortest path via roadmap
edges E from CG

i to CS
i+1. We find the shortest path in the roadmap according to the edge

weights denoting the length of the edge. In (Behrens, Lange, and Mansouri, 2019), we assumed
that the time to travel along an edge is independent of the overall path through the roadmap.
To make this assumption valid, the robot had to come to a stop in each node on the path. With
the travel time as edge weight wk, the shortest path between every pair of configurations can
be found using the Floyd-Warshall algorithm (Fredman, 1976). The duration of the traveling
interval I t

i is then
d(I t

i) =
∑︂

e∈Path
we. (7.20)

A constraint on each pair of CG
i , CS

i+1, and the respective interval duration d(I t
i) is enforcing

Eq. 7.20 as soon as CG
i and CS

i+1 are bound. The duration of the work interval Iw
i dependents on

the task fulfilled during the interval, i.e., the OVC which gets dispatched during the interval Iw
i .

In Sec. 7.3.6, we explain how tasks are connected to a certain place, i.e., a work interval with,
respectively, the configuration and goal variables, in a motion series. However, work intervals
are also facilitated to time-scale the overall execution of the active component. Therefore, the
task duration is only used as a lower bound for the duration.

S(I1ωi
) = S(Iwj ) (7.21)

E(I1ωi
) = E(Iwj ) (7.22)

d(I1ωi
) ≥ TASKDURATION (7.23)

The resulting slack is used to prevent collisions (as explained in Sec. 7.5.3) of conflicting intervals
(robot-robot collisions or mutually exclusive resource requirements).

In the case with only confined tasks, collisions between any two active components ai and aj
are prevented by a constraint requiring that pairs of conflicting joint configurations qi and qj ,
must not be assumed simultaneously. These collisions were in (Behrens, Lange, and Mansouri,
2019; Behrens et al., 2019) precomputed using a collision table. Note, that for longer motions,
each path segment was considered separately, which enables effective following behaviors. A
more general approach was taken for the case of extended tasks (see Sec. 7.3.7) facilitating the
volumetric space-representation (see Sec. 7.2), which were described in (Behrens, Stepanova, and
Babuska, 2020).
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7.3.6 Connection Variables

The task model does not contain any information about the actual joint configurations and thus
motions of the active components. Conversely, the motion model has no information on the
OVCs, primitive actions, locations, and resources (see Fig. 7.8). Yet, the two submodels are
linked in two ways: First, for each active component, the location mapping λloc,conf : (A,L)→ Cn
links the active component’s roadmap nodes C with the locations (see Sec. 7.3.1). That is, for
each location l ∈ L, it provides a set of the joint configurations ql ⊂ C that reach l. Second,
the Connection Variables link from the location variables of the task model to the configuration
variables of the motion model. Such a connection denotes that the configuration variable has to
be chosen such that the respective active component reaches the location given in the location
variable. There exists exactly one such connection per location variable. Configuration variables
not referenced by Connection Variables are used for evasive movements to avoid collisions and
deadlocks.

The key idea is that these connections are also CP variables. Therefore, we named them
Connection Variables. They can be considered as meta variables, as they specify to which
configuration variable to point to. Hence, formally, the domain of the Connection Variable
D(Xω,j) = [1, . . . ,m] for the location variable Lj of OVC ω is the index of the configurations
[C1, . . . , Cm] of the motion series σ of the active component A. We refer to this mechanism
as index-based. An assignment Xω,j = i states first that the i-th configuration variable Ci of
the motion series σ of active component A has to reach to the j-th location of ω, formally
Ci ∈ λloc,conf(Lj). In this way, the Connection Variables establish the execution order for the
OVCs assigned to an active component. Secondly, it links the respective task interval of ω to
the work interval Iw

i of σ. In that way, any constraints on either interval now have to hold for
the other one as well. These constraints typically regard the duration of the task or the timing
relative to other tasks or time points.

Connection Variables of ω always have to be strictly monotonic, i.e., Xω,j < Xω,j+1, since
the locations [L1, . . . , Ll] of ω have to be visited in this order. Yet, two OVCs for the same active
component may be interleaved (e.g., Xω1,1 = 3, Xω2,1 = 4, Xω2,2 = 5, and Xω1,2 = 6) if there
is no conflicting inter-OVC constraint or resource-constraint. Two Connection Variables must
never reference the same configuration variable.

7.3.7 Enforcing collision-free Schedules

Tasks executed by different robots in an overlapping part of the workspace cannot be executed
at the same time. In Fig. 7.10, two robots execute tasks, which potentially collide. The initial
configuration of the left robot is not compatible with the final configuration of the right robot.
Thus, in a valid solution, these task executions have to be scheduled to not overlap temporally.
We achieve this by adding temporal disjunctive constraints on the respective parts of the mo-
tion. In this Section, we describe which space is necessary to safely execute a motion under
kinodynamic considerations given a motion plan. Then, we will discuss different options, how
to implement the temporal disjunctive constraints with different granularities, and the effects
on the solution quality. Since the task variant is not known before the search process, but
decided on as part of the search, we can not add the final constraints a priori. We will describe
the procedure of subsequently adding the disjunctive constraint later in Sec. 7.5.5.

Space Reservation and Kinodynamic Considerations

We explore which space needs to be reserved for a robotic motion under the assumption that
we not only want a collision-free schedule, but also want to be able to stop each robot in case of
unexpected occupancy of a required section of the workspace. The robot is a dynamic system
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Figure 7.10: Two robots are executing extended tasks (e.g., painting). Here, both robots can work in
parallel, because the left robot left the space in the center of the workspace when the right
robot enters that space. This is only possible due to the beneficial selection of the execution
direction of each line. Collisions are prevented by temporal disjunctive constraints on
spatially overlapping motions.

with limited deceleration capabilities, such that it can not stop immediately. Thus, we need to
reserve enough space in the direction of the motion to enable an emergency stop.
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Figure 7.11: Space reservation intervals.

We have precomputed the voxelization of each robot configuration (cf. Sec. 7.2.1) in the
roadmaps (nodes and edges). For extended actions, we calculate the swept volume voxelization
similarly. The required space for a safe execution is not equal to the currently occupied space.
We assume an execution management system, which manages the reservations of the space
and resources. In the case that access to the requested resources can not be granted in time, the
robot has to be able to stop without leaving the currently reserved volume.

Fig. 7.12 shows a schematic of the occupied volumes of an extended task over time. To
account for kinodynamic constraints, we require that the robot always has enough free space in
the direction of the movement to perform an emergency stop. Note that, for example, between t1
and t2 the volumes V2−7 are reserved, but the actual motion only requires the volume V2 during
that interval. However, in the case of an emergency stop, the robot would decelerate maximally
on the given path and finally stop in the volume V7. If another robot would be allowed to enter
V3−7 between t1 and t2, the robots could collide. The overall stopping time Te is dependent
on the velocity of the joints ẋj and the acceleration limits aj,min ≤ ẍj ≤ aj,max. The minimal
stopping time for the joint j is tstop,j . The stopping time for the robot Te = maxj∈Joints tstop,j is
governed by the joint with the longest individual stopping time. Let Te(ti) be the time to break
to the full stop at time ti. Assuming a stopping maneuver governed by the joint with the longest
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Figure 7.12: Voxel occupancy over time for an extended task.

stopping time following the original path, the volume to be reserved is V r
i =

⋃︁
k∈K

Vk, where

K = {i, i + 1, ..., j}, j is determined by the condition that: tj − ti ≥ Tstop (see Fig.7.11). The
relevant representation for scheduling the motions is an array M of tuples qi = (ti, ti+1, V

r
i ).

The worst-case stopping time is robot-dependent. For the Čapek system, the stopping time
Te,max can be restricted to Te,max ≤ 0.5 s by selecting suitable speed and acceleration limits
for the overall robot operation. In the case of an emergency stop, the robot controller will
slow down the movement to a full stop while following the original path. We use a modified
trajectory controller (Svarny et al., 2019) to ensure this behavior. Thus, the actual motion is
always contained in the reserved space V r

i . This enables efficient use of the space as it is free to
be used by other robots/active components after the active component moves out of the given
region.

Refined intervals and Disjunctive Constraints

In the previous section, we abstracted the space requirements of task executions and supportive
movements to arrays M of tuples ϱi = (ts, te, V

i
occ), where ts and te are the start and end times

of the resource requirement Vocc. Here, Vocc denotes a set of voxels making up the volume that
we want to reserve for a safe motion execution. Since a robot always occupies some space, the
tuples ϱi cover the whole time of the motion. Note, this assumption will not hold for every
unary resource, but is rather a result that robots move continuously, i.e., without jumps.

We tested three different variants of temporal disjunction constraints, which vary in im-
plementation effort and computational complexity, and possibly solution quality/makespan.
Let M1 and M2 be two sequences of tuples ϱ. Two sequence elements ϱi and ϱj are spatially
overlapping when V i

occ

⋂︁
V j
occ ̸= ∅. We note this as ϱi † ϱj . In that case, we need to schedule

them temporally. We consider the following three methods:

1. Making the whole motions M1 and M2 temporally disjunct.

2. Making (ϱ1.ts, ϱ1.te) and (t1, t2|t1 = min
ϱ1†ϱ2,∀ϱ2∈M2

ϱ2.ts, t2 = max
ϱ1†ϱ2,∀ϱ2∈M2

q.te) disjunct (see

dashed blue border in Fig. 7.13).
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Task progress

Task progress

Figure 7.13: The constraint to avoid collisions checks pairs of tasks (effective or supportive motions) for
conflicting resource requirements (volumes) checks the refined intervals of the motions. Let
the green shaded intervals be spatially overlapping. Variant (2, blue) and (3, red) of interval
disjunctions are visualized. Variant (1) makes the whole motions temporally disjunct as
soon as a single spatial conflict is detected. Variant (2) groups conflict resolutions into larger
batches in order to reduce the number of constraints created. This trades off solution quality
vs. computational efficiency. Variant (3) leads to the addition of more small constraints, but
results in an overall less constrained problem.

3. Making every spatially overlapping refined interval disjunct (see Alg. 9 and red dashed
line in Fig. 7.13):

ϱ1 † ϱ2 → TemporalDisjunction((ϱ1.ts, ϱ1.te), (ϱ2.ts, ϱ2.te)).

While variant (1) is computationally lightweight, it is most restrictive in terms of solution
quality. It is also the easiest to implement. Variant (2) is the most difficult to implement, but
allows for efficient solutions in most cases. It is computationally a compromise between variants
(1) and (3). Variant (3) is easy to implement and restricts the solution quality the least. However,
it leads to an increased number of added constraints, which makes this variant computationally
expensive. We show an implementation of variant (3) in Alg. 9, i.e., how two motions Mown

and Mother are checked for collisions. For each pair of qi from motion series Mown and qj from
motion series Mother, a constraint that these two have to be temporally disjunctive is added.
Fig. 7.13 compares variants (2) and (3). In variant (2), a lot of constraints are subsumed in a
larger interval disjunction constraint, which leads to a lower computational load.

Algorithm 9 Check two motions for collisions and schedule
1: procedure CHECK_TWO_MOTIONS(Mown,Mother)
2: for each ϱ1 ∈Mown do
3: for each ϱ2 ∈Mother do
4: if COLLIDE(ϱ1, ϱ2) then
5: addConstraint(TemporalDisjunction((ϱ1.ts, ϱ1.te), (ϱ2.ts, ϱ2.te)))
6: return
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7.4 Examples for Task Modeling with OVCs

In this section, we formulate individual task examples (introduced in Sec. 3) using the proposed
OVC constructs (Sec. 7.3.2) and corresponding notation (Sec. 7.3.3). The modeling process
consists of two steps. First, we have to create the OVC variables for each task. This step
determines the decisions the solver shall consider for the optimization. Second, we have to
set/constrain the domains of the variables to make the whole constraint program reflect our
problem. The initial cross-product of all variable domains is the space of all solutions. We will
see how to add task constraints to enforce the required or foster beneficial behavior.

7.4.1 Palleting

The palleting use-case described in Sec. 3.1 is modeled by n OVCs – one for each goal location
that has to be filled with a part.

ωm = ([r1, r2], [[pick], [place]], [[l1, . . . , lk], [ldest,m]]) ∀m ∈ Z, 1 ≤ m ≤ n, (7.24)

where [l1, . . . , lk] are the initial locations of the parts and ldest,m denotes the m-th goal location
where a part shall be placed. To ensure that all pick tasks are executed at distinct locations, we
use the constraint

AllDifferent(LS
1 (ω1), . . . , L

S
1 (ωn)). (7.25)

Note that we create one OVC for each destination ldest,i and restrict the second location variable
L(ωi, 2) = ldest,i. It is not necessary and even harmful to model L(ωi, 2) similar to L(ωi, 1),
i.e., allowing all destination locations for L(ωi, 2). This is due to large symmetries, which are
avoided in our model.

7.4.2 Furniture-Assembly Use-Case

We will explore the definition of tasks to schedule using natural language and demonstration
in detail in Chapter 9. Here, we just note the basic concepts to show how formulating this type
of task works. The use-cases are inspired by furniture assembly tasks and consist of several
partially ordered subtasks. The tasks have some combinatorial degree of freedom, when only
the type of an object matters, but not its identity.

A part of the task might be described by the following sentence.
First glue a small bolt here [showing location/pose] and then within 20 seconds make a point here [showing
location] and then make a point here [showing location] in 2 seconds.
The key concepts used here are a composite task (glue a bolt), partial ordering (indicated by the
keyword then), and quantitative temporal relations (here ... then within 20 seconds ...). Tab. 7.2
shows the OVCs and constraints which model exactly the task described in the above sentence.

7.4.3 Motor-Assembly Use-Case

In the motor-assembly task, several window wiper motors need to be assembled. For each motor,
the electrical interface has to be mounted. This mounting process depends on the presence of a
cone-shaped tool. In this section, we show how to model this use-case for 3 motors, 3 brushes
(electrical interface units), two tools, and two robots. The problem can be modeled directly
using OVCs when only a single tool is available. It is similarly easy to model the usage of
multiple tools, if the number of manipulations for each tool is given. The difficulty arises from
the unknown number of OVCs needed for different variants of using the tools in the process.
However, in this section, we show how to capture the combinatorial substructure arising from
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Vars and Arrays

Var A P1 P2 LS
1 LS

2 I1 I2

OVCs
ω1 [r1, r2] [gluepoint] – [loc11] – – –
ω2 [r1, r2] [pick] [place] [loc2, . . . , loc7] [loc11] – –
ω3 [r1, r2] [gluepoint] – [loc12] – – –
ω4 [r1, r2] [gluepoint] – [loc15] – d(I1) = 2 s –

Constraints OVC1 OVC2 I1 I2 type param
ct1 ω1 ω2 1 2 StartsAfterEnd
ct2 ω2 ω3 1 2 EndsAfterEnd 20 s

Table 7.2: Furniture assembly OVCs

having multiple tools available using a circuit constraint and how to combine it with an OVC
based task formulation.

A brush has to be assigned to each of the motors. For a valid assignment, a one-to-one
relationship between each motor and a brush needs to be established. A tool has to be present
at the motor for the assembly of the brush. After the assembly, the tool has to be removed from
the motor and is available for the next assembly task or can be returned to a free tool storage
location. At the task start, both tools are located at their storage places and in the end the tools
have to be returned to either location. Thus, the tools have given start and end locations lSi , lGi
and the solver needs to decide on a tour yi ∈ Y for each tool, where Y is the set of all possible
tours. A tour yi is valid, if y1i ∈ lS and yni ∈ lG. For all other tour points yki ∈M |∀k : 1 < k < n,
where M is the set of motor locations, must hold. The tours of all tools may not overlap, i.e.,⋂︁

yi∈Y yi = ∅. Finding such tours corresponds to solving a multiple traveling salesmen problem
and can be modeled using the circuit constraint. The circuit constraint forces a set of variables
to adhere to a Hamiltonian Cycle. In the following, we will see how to design a graph such that
a Hamiltonian Cycle implies valid tours for the tools. As a bonus, we include the brush-motor
assignment into the same graph.

Informally speaking, the idea is to design a directed graph with vertices for the places where
a tool can be placed. A path starting at the initial tool location models a tour for that tool. The
path shall end at a tool storage. To model the tour of multiple tools, we can connect such paths
by introducing tool goal vertices for each tool location, which denote the same location and are
connected (via graph edges) to all other tool start vertices. From those start vertices, the tour of
the next tool can start. In this way, a Hamiltonian cycle models possible tours for all tools.

The key to include the assignment of brushes to motors is to include a vertex for each brush
in the graph and connect them with edges from the motor vertices. The brush vertices have
outgoing edges to all possible tool locations. Whenever the path passes a motor vertex, it has to
continue to a brush vertex, which then determines the brush to mount on the motor. Fig. 7.14
shows an example Hamiltonian cycle for the motor use-case and Fig. 7.15 shows the OVCs
derived from that cycle.

Now, we formalize the previously sketched idea. Let G be a directed graph G = {V,E},
where V is a set of vertices and E is a set of edges in this graph. We introduce constraint variables
for the motors {M1,M2,M3} = M and the brushes {B1, B2, B3} = B. Since the tools have to be
returned to either of the home locations, we introduce the tool start variables {TS

1 , T
S
2 } = TS

and tool goal variables {TG
1 , TG

2 } = TG. Each of these variables corresponds to one of the graph
vertices Vi: M = {Vi|i ∈ IM}, B = {Vi|i ∈ IB}, TS = {Vi|i ∈ ITS}, TG = {Vi|i ∈ ITG}. It has to
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T1S T1G T2S T2G

M1 M2 M3

B1 B2 B3

Figure 7.14: Circuit constraint for the motor-assembly use-case specifying the tool and brush assignments
and the task order. The task assignment is not determined, but that is what bare OVCs are
best suited for. We introduce variables for the motors {M1,M2,M3} = M and the brushes
{B1, B2, B3} = B. Since the tools have to be returned to either of the home locations, we
introduce the tool start locations {TS

1 , TS
2 } = TS and tool goal locations {TG

1 , TG
2 } = TG.

To allow only meaningful circuits, we have to set the domains of these variables as follows:
TS ∈ TG∪M , TG ∈ TS ,M ∈ B, andB ∈ TG∪M . A valid robot plan for the motor-assembly
use-case has always a Hamiltonian path through this graph and vice versa.

hold that IM ∩ IB ∩ ITS ∩ ITG = ∅ and V = TS ∪TG∪M ∪B (see Tab. 7.3). As stated before, the
domain of these variables marks all possible outgoing neighbors, therefore the assigned value
of the variable marks the next vertex in the path. To allow only circuits corresponding to the
modeled problem, we have to set the domains of these variables as follows: D(TS) = ITG ∪ IM ,
D(TG) = ITS , D(M) = IB , and D(B) = ITG ∪ IM . The constraint

circuit(V ) (7.26)

forces these variables to form a circuit. For explanations and examples of circuit constraints
and its propagation see (Francis and Stuckey, 2014). Fig. 7.14 shows a valid Hamiltonian path
and Tab. 7.3 lists the corresponding variable values. Note that this circuit also decides on the
brush-to-motor assignment and then indicates the necessary precedence constraints among
tasks using the same tool. Due to the selection of domains and the starting point at TS

1 , the path
has to at some point come back to TG

1 to go to TS
2 and start the tour determining the usage of

the second tool.
Now we connect these variables to eight OVCs. Five of which are modeling the transporta-

tion of the tools to different motors and to the home positions. The remaining three capture the
pick and place of the brushes. OVC ωB1 shall model the mounting of a brush on the first motor.
In the circuit, the brush for a motor is identified by the vertex in the path after the respective
motor. Thus, the array loc holds the actual location values and the vector V forms the circuit
(see Tab. 7.3). We can constrain the location variables of ωB1 accordingly (see Eq. 7.27-7.28).
The constraints for ωB2 and ωB3 are identical, but use index 5 and 6 instead.

LS
1 (ωB1) = locV4 . (7.27)

LS
2 (ωB1) = loc4. (7.28)

The OVCs for moving the tools ωT i are defined by the edges from each possible tool location
TS ∪M . For k ∈ M the second successor in the Hamiltonian path identifies the tool target
location:

LS
1 (ωT i) = lock, (7.29)
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Figure 7.15: An assignment for the circuit constraint in Fig. 7.14 determines the location variables for all
OVCs and the ordering constraints. This is not trivial to model only with OVCs as the tour
of the tools cannot be captured easily. However, OVCs are powerful enough to model all
valid assignments in the single tool case.

Vars and Arrays

Index 0 1 2 3 4 5 6 7 8 9

V
Name TS

1 TS
2 TG

1 TG
2 M1 M2 M3 B1 B2 B3

Value 4 6 1 0 7 8 9 5 2 3

loc lT1 lT2 lT1 lT2 lM1 lM2 lM3 lB1 lB2 lB3

Table 7.3: Variables in the circuit constraint for the motor-assembly use-case

LS
2 (ωT i) = locVVk

. (7.30)

For k ∈ TS the successor in the Hamiltonian path is the goal of the tool placement:

LS
1 (ωT i) = lock, (7.31)

LS
2 (ωT i) = locVk

. (7.32)

A crucial part in the motor-assembly use-case is the timing, i.e., that the tool has to be on the
motor while the brush is being mounted. We enforce this by precedence constraints on the
timing of the brush mounting and tool placing and picking. We can extract the precedence
constraints from the circuit variables V (cf. Tab. 7.3). Fig. 7.15 shows the OVCs including
the required precedence constraints. Note, since we have two tools available, the precedence
constraints partition the OVCs in two separated groups. This grouping does not determine
which task is performed by which robot. The robots are able to share the tasks of both groups.
However, while this can be utilized for effective parallelization, it also creates dependencies
between the robots and thus can introduce idle time, if one robot is not able to meet the
schedule. For a centralized system in a controlled environment, this will not be a big issue.
However, having one tool per robot enables the creation of two (on the task level) independent
schedules.
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7.4.4 Molding Use-Case

In the molding use-case, two actions have to be coordinated for an electrical check (see Chap. 3.3).
This task is modeled by two OVCs: ωfixture for holding the part into the fixture and ωpush to
push the button for starting the check. ωpush has one location variable constrained to the button
location (i.e., L1 = lButton). ωfixture has three location variables constrained to the pick location
of the object, the fixture location, and the destination container. To synchronize the two OVCs,
we constrain the push interval (I1 of ωpush) to be within the fixture interval (I2 of ωfixture).

ωpush =([r1, r2], [[push]], [[lButton]])

ωbox =([r1, r2], [[pick], [hold], [place]], [[lBox1], [loutlet], [lBox2]])

S(I(ωbox, 2)) ≤S(I(ωpush, 1))

E(I(ωpush, 1)) ≤E(I(ωbox, 2)

d(I(ωpush, 1)) =Ddispense

7.4.5 Extended Task Modeling

We develop a short example for modeling extended tasks. We model a use-case where one
robot deposits material (additive manufacturing). The other robot will apply a coating layer
(see Fig. 7.16). Each task is modeled using one OVC. The tasks have each two variants: Material
deposition and coating can be executed in either direction. Extended task variants are defined
by a tuple (CS , CG, cal), where CS and CG are the constraint variables for the start and goal
configurations, and cal is a callable program executing the task. An arbitrary number of these
can be combined in an OVC to form an extended task. The solver will then select one of the
alternatives to fulfill the task. A simple programming example for such an OVC modeling the
deposition of material along a line, which can be executed from each end, is created as follows:

ovc_dict['deposit_1'] = TaskCreator.make_alt_line_action('r1_arm',
start=['start_4', 'dest_4'],
goal=['dest_4', 'start_4'],
vel=[0.1,0.1])

The method make_alt_line_action wraps the generation of two alternatives by leading the
end-effector along a line from either end configuration (start1 and dest1). This is done using
constrained motion planning, where the end-effector tip is restricted to follow the direct line
between both boundary configurations. For each motion plan, the resource requirements in
terms of voxel indices and the corresponding timing are calculated. The solver is restricted to
select from one of the alternatives using a table constraint.

(ωA
deposit1, ω

C1
S

deposit1, ω
C1

G
deposit1, ω

P 1

deposit1) ∈ {(r1, cstart1 , cdest1 , ps→d), (r1, cdest1 , cstart1 , pd→s)}
(7.33)

Let the first motion be the depositing of material in the additive manufacturing scenario. In
the second step, each line of deposited material has to be coated. The coating task is created
similarly:

ovc_dict['coat_1'] = TaskCreator.make_alt_line_action('r2_arm',
start=['start_4', 'dest_4'],
goal=['dest_4', 'start_4'],
vel=[0.2,0.2])

Coating has to happen after depositing. We encode this with a precedence constraint on the
OVCs ωdeposit1 and ωcoat1 as follows:
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Figure 7.16: For an additive manufacturing task, the robot on the right needs to deposit material along a
line from start4 to dest4 or vice versa. Then the robot on the left applies a finishing coating
on the material. Both robots can work in either direction. The STAAMS solver finds the
optimal combination and timing to finish the task as quickly as possible.

ct_ovc_list = [ovc_dict['deposit_1'], ovc_dict['coat_1']]
intervals = [-1] * len(ct_ovc_list)
PlannerServiceProxies.add_ovc_ct(ovc=ct_ovc_list,

interval=intervals,
ct_type=ConstraintType.StartsAfterStart)

We create a list with the OVC references and a list with interval indices (−1 references the last
interval) as preparation. These parameters specify the OVCs and the respective intervals of
them to cast the constraint on. In the call, we then select the constraint type which should be
added to them. In this case, A StartsAfterStart relation is selected. This allows the coating
task to start as soon as the depositing robot left the required space.

7.5 Solving STAAMS Problems

In this section, we first formulate the makespan as a constraint variable to use it as an optimiza-
tion criterion. Then, we explain the search strategy for solving STAAMS problem. The search
strategy consists of a variable and a value selection heuristic.

7.5.1 Constraint-Based Formulation of Makespan as Solution Quality

Integral measures take the whole solution/schedule into account and condense it to a single
number. Popular in manufacturing, scheduling, and operations research is the makespan
measure.

Def 3. The measure makespan m is defined as the time difference between the start and the
end of a production step. Since the motion series starts at time S(Iw1 ) = 0, the makespan can be
expressed as

m = max
σ∈Σ

E(Iwl ), (7.34)

where E(Iwl ) is the last interval of the motion series σ. Σ is the set of all motion series in the
problem. We need to formulate the optimization goal in terms of constraint variables. In the
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case of multiple cooperating agents, the makespan is determined by the agent finishing last.
Therefore, we create a constraint variable M with domain D(M) = {0, . . . , tmax} (tmax is an
upper bound which will not restrict the optimal solution) and add a constraint:

E(σIwlast) ≤M,∀σ ∈ Σ (7.35)

for each motion series σ. In the search strategy, which will be explained in Sec. 7.5.3, M has the
last position and will get the minimum domain value assigned.

7.5.2 Horizon Variables

Initially, we do not know the optimal horizon for every active component, i.e., the number
of configuration variables needed. Therefore, we integrate an iterative deepening approach
directly in our model. For each active component a, we create a constraint variable H named
horizon. We prevent any movements after the H-th configuration in the motion series of a by
constraining all configurations Ci = CH , ∀i > H to be equal. Small horizon values generally
render the problem unsatisfiable, while large values bloat the search space unnecessarily and
may cause superfluous motions. A lower bound for H is the number of all location variables
of the OVCs assigned to the corresponding active components. Therefore, the placement of the
horizon variables in the search strategy is important, which is explained in the Sec. 7.5.3.

7.5.3 Search Strategy

A constraint satisfaction solver computes one or more variable assignments, i.e., solutions that
each satisfy all constraints. Such solvers usually interleave a backtracking search with constraint
propagation. In the backtracking search, variables are selected according to a variable-ordering
heuristic, and values for the variables are chosen based on a value-ordering heuristic. Then, the
solver propagates this decision by checking every constraint involving the selected variable for
an effect on other variables and applies that effect on the possible values of the affected variables,
i.e., it reduces the individual domains of the affected variables. This often helps pruning large
parts of the search space. Once a decision leads to an empty domain, a previous decision must
have rendered the partial assignment infeasible (or the problem as a whole is infeasible), so
the solver backtracks to the previous decision. In this way, a constraint programming solver
explores the search space.

In constraint programming, many problem instances are easy to solve. However, some
searches take an enormous amount of backtracks to find a solution. The reason lies in the fact
that early bad decisions would need a large number of backtracks before they are reconsidered.
This leads to the so-called heavy tail behavior (Gomes, Selman, and Crato, 1997). In the case
of good variable-value selection, the remaining search process involves only relatively few
backtracks. To escape the heavy-tail searches, we employ a Luby restart strategy (cf. Luby,
Sinclair, and Zuckerman, 1993) with the number of failures as the restart criterion. The Luby
restart scaling factor is empirically set to 5, which leads to a restart of the search after 5 times as
many failures as the original Luby sequence dictates. A restart technically undoes all decisions
and starts the search from the beginning. The restart strategy has to be applied in combination
with search randomization. Search randomization means that some decisions in the search
are taken non-deterministically. This enables to quickly rewind bad decisions and to take a
different, hopefully better path through the search tree.

Variable Ordering. Every variable models a decision and some decisions depend on other
decisions. We therefore group the variables according to their decision category in batches.
The batches are then ordered according to their dependencies. Specifically, the decisions to be
taken are:
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1. the task variant,

2. the task allocation,

3. the task ordering,

4. the configuration selection for each robot (determines also travel times),

5. and the time-scaling of the trajectories (determining waiting times).

Effectively, the selection of the task variant (e.g., assignment of a part to its destination) and
the task allocation (assignment of a task to a robot) together define which tasks are executed
on which robot. Then, the order of the tasks for each robot has to be determined. This has to
happen in accordance with the temporal dependencies (as described in Sec. 7.3.4). After the task
ordering, the configuration variables in the motion series can be searched on (if multiple options
are available). When all configurations are known, the traveling times and space occupations
are determined and are added as constraints to the model during the search. At this stage, only
the time interval variables of the resources, OVCs, and motion series have to be decided upon.
As the time interval variables of the resources are connected to the OVCs, which in turn are
linked to the motion series by the Connection Variables, the solver has to decide about the time
scaling of the motion series. More precisely, the solver has to decide about the waiting times
Iw
1 , . . . , IwH of each motion series. The time scaling allows to prevent collisions, resolve resource

conflicts, and satisfy any inter-OVC constraint (e.g., synchronization or ordering). In general,
no superfluous waiting times should be added to optimize the makespan. By solving this time-
scaling problem as a final step, we obtain the timed motion plans for all active components.

The Connection Variables constitute a special case in our model. Due to their index-based
mechanism, the constraint information from the motion model to the task model and vice versa
cannot be propagated until decisions on the involved Connection Variables have been made.
The Connection Variables require to first decide on the active component variables A and the
location variables Li. In our use-cases, searching (1) on the location variables (and other task
variant variables), (2) on the active component variables, (3) on the Connection Variables,
(4) on the horizon variables, and then (5) on the configuration variables of the motion series
yielded reliably good solutions within a few seconds planning time. This order makes sure that
all constraints are added to the model before any time is spent on the actual motion scheduling.

However, our approach allows the user to customize or further refine the search strategy.
This includes the behavior within those five variable batches or the overall order, which is
further discussed in Section 7.7. Note that we employ our task dependency decision strategy as
explained in Sec. 7.3.4, which randomly chooses a Connection Variable without unscheduled
dependencies for the next decision in the search. This means that the corresponding task can
be scheduled immediately without leading to precedence constraint violations. We choose
random variables from the other batches to ensure that the above-mentioned restart strategy is
effective.

Value Selection. For each selected variable, the solver has to assign a value from the
variable’s domain. In the case of the Connection Variables (4) and horizon variables (3), we
use a minimum value heuristic to foster short motion series. For the task variant (1), the task
allocation (2), and the configuration variables (5), we use a random value selection heuristic as
there is no clear preference for these variables.

7.5.4 Making Consistent Decisions in the Presence of Precedence Constraints

As discussed above, we avoid long and inefficient schedules by assigning the minimal value from
the connection variables’ domain. By selecting the variables randomly, every order is possible.
This is great, because we do not want to exclude good and creative solutions. However, in
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Algorithm 10 Selecting a random task without unscheduled dependencies.
1: procedure NextVar(AllTasks, TaskDependencies)
2: noDep← ∅ ▷ Initialize set of tasks w/o dependencies
3: for each v ∈ AllTasks do
4: if isScheduled(v) then
5: continue ▷ Already scheduled tasks may not be selected
6: isIndependet← True
7: for each dependencyTask ∈ TaskDependencies(v) do ▷ Check each dependency
8: if isNotScheduled(dependencyTask) then ▷ v has unscheduled dependencies
9: isIndependet← False

10: break
11: if isIndependent = True then
12: noDep← noDep ∪{v}
13: if ∥noDep∥ = 0 then
14: return failure ▷ Report failure if no possible task was found
15: return x ∈R noDep ▷ Select and return a random element of noDep

the presence of precedence constraints, we must exclude value combinations for Connection
Variables which would enforce orderings which conflict with the set of precedence constraints
(as discussed in Sec. 7.3.4). Therefore, we build an acyclic directed graph G = (V,E) from
the precedence constraints, where V represents the tasks and the edges in E represent the
dependencies (see Fig. 7.9). An edge from v1 to v2 means that v1 depends on v2. Thus, v2 has to
be completed before v1 can start. To propose a new decision to the solver, we collect all vertices
from G which have no or only already scheduled dependencies. To decide on a Connection
Variable, which is not yet assigned and has no open dependencies, we go through all vertices
vi ∈ V which are not yet bounded and check if they have outgoing edges to tasks with unbound
Connection Variables (i.e., a task which was not scheduled yet). If this is not the case, we add vi
to the pool of candidate variables. At the end, we select randomly from this pool and assign the
minimum value to the variable. Alg. 10 shows the filtering for this selection as pseudocode. By
employing this technique, we prevent all infeasible states in the search coming from Connection
Variables contradicting temporal dependencies. This is obvious for tasks assigned to the same
active component, but it is also true for tasks assigned to different active components. By the
introduction of waiting times during the interval scheduling, the precedence constraints can
be satisfied. This option can be infeasible if too tight deadlines exist, which prevent sufficient
waiting times.

7.5.5 Collision Check During Search

In the search process, the individual task variants are selected and assigned to a robot. A certain
slot in the execution sequence (using the Connection Variables) is used. From that, the required
supportive movements emerge. Each newly determined task and each supportive movement
has to be checked against all other already scheduled movements of the other robot.

We created a constraint, which runs the procedure CHECK_FOR_CONFLICTS in Alg. 11
to check if a newly determined motion is potentially colliding with any already determined
motion by another robot. To cover all robot-robot pairs and be independent of the variable
ordering in the search, we add this constraint for every combination of active components:

CR = {(rown, rother)|R×R,where rown ̸= rother},

where R = {r1, r2} is the set of robots in the use-case.
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Algorithm 11 Detecting Collisions when new Variables get Bound
1: procedure CHECK_FOR_CONFLICTS(var, σown, σother)
2: work← ∅
3: travel← ∅
4: if adjacentworkslotbound(var, σown) then
5: work← getWorkRepr(var, σown)

6: if adjacenttravelslotbound(var, σown) then
7: travel← getTravelRepr(var, σown)

8: for each rep ∈ GETBOUNDTRAVEL(σother)
⋃︁

GETBOUNDWORK(σother) do
9: if work ̸= ∅ then

10: CHECKANDSCHEDULEMOTIONS(work, rep)
11: if travel ̸= ∅ then
12: CHECKANDSCHEDULEMOTIONS(travel, rep)
13: return

The procedure CHECK_FOR_CONFLICTS in Alg. 11 has a newly bound variable var, a
motion series σown, and a motion series σother as arguments. The configuration variable var
is part of the motion series σown. Line 4 and 6 check, if the adjacent effective motion and/or
supportive are already fixed. If that is the case, we save the space-resource requirements to a
variable work/travel. Then, we loop through all bound motions rep of σother (line 8) and check
work and travel against rep using Alg. 9, which is described in Sec. 7.3.7.

7.6 Implementation

An implementation of the solver including a minimal setup for the remaining system is available
on github1. We published this code to accompany the STAAMS solver paper (Behrens, Lange,
and Mansouri, 2019). The system is based on ROS and the motion planning framework MoveIt.
It is composed of three main nodes: (i) a planner node, (ii) a motion dispatcher node, and (iii) a
scene manager node.

The planner node encapsulates the constraint solver. It offers a service-based interface to
define planning problems (adding task poses, OVCs, and constraints) as well as controlling the
planning process (start, stop, reset). Furthermore, the node will extend or build the roadmap for
each robot. The node publishes solutions via ROS messages and logs them for meta-evaluation.
Data, such as basic roadmaps including space occupancy information, is persisted in a Lightning
Memory-Mapped Database (LMDB) between runs.

The motion dispatcher manages the execution of robot motions according to robot schedules
received as messages from the planner node. The used algorithm is explained in Chap. 8. The
JointTrajectoryAction is used to control supportive motions (between activities). The activities are
given as user-defined scripts, which are activated by the motion dispatcher when appropriate.

The scene manager provides information about all objects available in the workspace. This
information could be collected using a perception module, but in our case the scene manager
actually holds the ground truth scene description. Perception is out of the scope of this thesis.

We wrapped the ROS service calls to operate the planner in convenient Python functions.
This enables to define planning problems concisely using the ROS API. A short-lived problem
definition node will make several such function calls as shown in Listing 6 and finally trigger
the planner node to start the planning process.

1https://github.com/JKBehrens/STAAMS-Solver

https://github.com/JKBehrens/STAAMS-Solver
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1 TaskCreator.make_alt_line_action('r1_arm',
2 start=['dest_8', 'dest_6'], goal=['dest_6', 'dest_8'],
3 vel=0.1, loc_dict=loc_dict,
4 robot_info=robot_info)

Listing 6: Adding a line task, which can be executed from either direction. TaskCre-
ator.make_alt_line_action creates a robot control script for each alternative activity. Then
the resource profiles are calculated and communicated to the planner. loc_dict holds the
mapping from location names to integer values, that are used in the solver to represent the
location. The robot_info object makes information about the robot available in a standardized
format such that the STAAMS solver can access it.

7.7 Experimental Results

We showed a set of problem formulations for the STAAMS solver using OVCs in Sec. 7.4. This
illustrates the kind of problems that can be solved and the effort needed to specify STAAMS
problems. In this section, we will review the solutions (we described the schedule quality criteria
in Sec. 2.5.11 and the experimental set in Chap. 6), compare approaches from the literature and
evaluate the computational performance (Sec. 7.7.1) and the scalability (Sec. 7.7.2). We made a
screening to test a range of different search strategies in Sec. 7.7.3. The modularity of the model
allows porting of use-cases to other robot platforms (see Sec. 7.7.5). In Sec. 7.7.6, we evaluate
the solver’s performance on task networks including extended tasks. There, we also show the
impact of refined scheduling resolution and the effect of allowing the solver to optimize the
ordering and alternative tasks.

7.7.1 Comparison of our CP-Based Solver with Pure Time-Scaling

Figure 7.17: Sorting scenarios (a)-(c) and makespan-vs-planning-time plots. Red lines show the
makespan over planning time for a random fixed order of execution (cf. Kimmel and Bekris,
2016). The blue lines depict the makespan, when we let the solver decide on the order. A
lower bound for each problem – obtained by ignoring collisions (relaxation of the problem)
– is plotted in light blue, Blue Objects are dropped into a container by the left arm at the
left destination (green), and vice versa for the red objects. (a) 12 objects with high conflict
potential, (b) as (a) but with eight uncritical objects more to allow for efficient scheduling.
(c) A randomly chosen instance with 24 objects and much interaction

Time-Scaling is an approach to coordinate two robots by modulating their velocity along
a given path. We compare with time-scaling as baseline. We modeled three instances of the
sorting use-case with increasing number of objects from 12 to 24 and varying degree of conflict
between the two arms (see Fig. 7.17). Then, we compared our approach against the theoretical
lower bound obtained by ignoring collisions between the manipulators as well as against the
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Figure 7.18: In this diagram, the solution quality (makespan) divided by the lower bound (which ignores
collisions between the manipulators) is shown for different problem sizes and different stages
in the search. The vertical lines in the right half of the figure indicate cases in which no
solution was found within the budgets of 10 or 30 sec.

method by Kimmel and Bekris (2016), which time-scales the trajectories of both manipulators to
prevent collisions. We mimic their solver by using a randomized but fixed order of collecting the
objects and leave only the scheduling to our solver. The results are visualized in Fig. 7.17(a-c).
The diagrams show plots of the makespan (as quality measure) over the time spent to solve the
instance (stopped after 100 s) for ten different fixed order runs (red) and ten runs with order
optimization (dark-blue). Our solver produces the first solutions sometimes as fast as in 0.1 s
and usually converges within 3 s on the instances shown. By optimizing the order, our solver
consistently outperforms the fixed order runs – or reaches the same performance in the rare
case that by chance a very good order is selected. Since both approaches utilize some random
decisions, the plotted outcomes visualize a distribution. With this in mind, it becomes very
clear that our STAAMS solver provides much more consistent and higher-quality results. In
scenario in Fig. 7.17 (b), the solver’s results get very close to the theoretical lower bound (light
blue). Interestingly, it takes only 7 s more to handle eight additional objects in Fig. 7.17 (b)
compared to Fig. 7.17 (a).

7.7.2 Scalability

To evaluate the scaling properties of our approach, we ran a series of 80 experiments similar
to scenario (b) with a time limit of 180 s. Starting from the twenty parts depicted in Fig. 7.17b,
we added for each experiment two extra parts to the scene – one for each arm – up to 200 parts
in total. In Fig. 7.18, the normalized makespan, i.e., the makespan divided by the theoretical
lower bound, is plotted over the problem size for the first solutions, the best solutions, and
computing time budgets ranging from 10 s to 60 s. The solution quality for the first solution
ranges approximately from 1.1 to 1.37 normalized makespan (solutions with a normalized
makespan of approximately 2 can be constructed), which rapidly improves with the following
solutions to finally settle around 1.1 normalized makespan.

Our solver computes high-quality solutions even for large problem instances in a few seconds
or tens of seconds. Please note that the high scalability compared to ITAMP planners stems from
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two facts: First, STAAMS solving does not require to decide about the actions to be executed but
rather to complete and optimize a given abstract plan (here modeled by OVCs) only. Second, in
our motion model, we limit the motions to stick to predefined roadmaps.

7.7.3 Custom Search Strategies
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Figure 7.19: Makespan vs. planning time for different search strategies on a 25-OVC task (a). Aggregated
plot over 125 experiments showing the influence of the search strategy on the solution quality
after 100 s for different problem sizes (b).

In Fig. 7.19 (b), we compared four strategies, which are compliant with the rules explained
in Sec. 7.5, with a general-purpose baseline strategy. For the baseline strategy, variables were
selected using a minimum domain heuristic, while values were selected randomly. We ran
a total of 125 experiments for 100 s each. With each strategy, we solved five differently sized
problems (5−25OVCs). Each of these experiments were executed five times with varied random
seed for the solver. Fig. 7.19 (a) shows how the five strategies perform over time on a problem
with 25 OVCs – it can be seen that the strategy makes a significant difference in the convergence
speed. With these experiments, we show that although solutions can be found with the baseline
strategy, specific search strategies are necessary to achieve good solutions in acceptable solving
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time. In our use-cases, all custom strategies delivered comparable performance after 20−30 s
of search (see Fig. 7.19 (a)). However, the differences for short solving times clearly show the
benefit of employing a suitable search strategy.

7.7.4 Search Randomization

Our search strategy relies on randomization and restarts to not get stuck after early bad decisions
and to avoid trashing and local minima. When we seed the solver with a certain random seed,
the search process is deterministic2. To showcase the solver performance for different constraint
versions and in different scenarios, we compare the evolution of the solution quality for different
random seeds over the course of the search. Fig. 7.20 shows the makespan over the planning
time for four use-cases and two different versions of the collision avoidance constraint. The
spread of the solution quality over time gives an estimate how the solver converges over similar
use-cases. Note, with the correct random seed, the solver would always make the right/optimal
decision on which variable to select and which value to assign. The optimal solution would
be found almost instantly. However, there is no point in tuning the random seed for a certain
use-case as the optimal random seed for one case might be particularly bad for another instance.
The restarts effectively are like a search with a new random seed.

7.7.5 Portability

Flexibility and portability of our modeling language are validated through several experiments
on different simulated robot platforms (see Fig. 7.21). The task models, i.e., the sets of OVCs,
that have been used to perform pallet emptying on the KaWaDa Nextage and KUKA LBR
iiwa platforms3 are identical. The differences are:4 The robot model (MoveIt (Coleman et
al., 2014) robot configuration to access motion planning, kinematic calculations, and collision
checking); a seed robot configuration (as required by the Inverse kinematics (ik) solvers); a
"tuck" robot configuration (in which the arms do not obstruct each other’s workspaces); the
names of kinematic chains, end-effectors, and the base frame; the static scene collision layout
(represented in meshes or primitive shapes; and the locations of the workpieces. With this
information and scripts in place, our system automatically creates roadmaps, collision tables,
and name-location-configuration mappings.

7.7.6 Extended Task Use-Cases

We evaluate our approach on multiple use-cases of varying complexity - cutting, additive
manufacturing, spot welding, and inserting and tightening bolts where multiple tasks by dual-
arm robot have to be performed (see Fig. 7.22). For cutting and welding, the robots have the
same capabilities and for additive manufacturing and bolt tightening they do not. Extended
tasks are in some use-cases combined with confined tasks (bolt tightening, spot welding).

The makespan vs planning time for individual found solutions is compared to the lower
bound (not avoiding collisions). For each of the use-cases we compare multiple variants to
show how the solver can handle the constraints imposed. These include comparisons to single
arm performance (for tasks with shared capabilities), to arms which cannot execute potentially
colliding motions simultaneously, enabling variants by starting point selection, automated
allocation of tasks to individual arms, following/not following partial ordering constraints of
tasks (e.g., first deposit material, then put coating). We show the final makespan, time to the first
solution, the number of solutions found, and the improvement of the final solution compared to

2Slight timing differences are possible depending on other processes on the computer.
3We like to thank the researchers of the Robotic perception group (ROP) at the Czech Institute of Informatics,

Robotics and Cybernetics (CIIRC CTU) for providing the KUKA simulation environment.
4The code and setup details are available at https://github.com/JKBehrens/STAAMS-Solver

https://github.com/JKBehrens/STAAMS-Solver
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the initial solution–time to the first solution shows how quick an executable solution is available.
The final makespan is important for the repeated tasks. The mean and standard deviation (in
brackets) over 10 executions with varied random seeds are shown.
Cutting Showcases - (SC1) Making 8 line cuts (4 in the shared workspace), (SC2) making 11
line cuts (7 in the shared workspace). We compare results in Table 7.4 for the case where no
alternative start location can be selected (No alt.) to the case when selection is enabled (Alt.start).
We present a lower bound (Col.) on the optimal makespan, where we relax the problem by
dropping the collision avoidance constraint. An upper bound is constructed by restricting
the solver to only utilize a single arm. We can see that the overall makespan is improved by
parallelization with two arms (No alt.) and further by utilizing the option of selecting a starting
location for each line (Alt). This allows to optimize the traveled distances for the robots, but
also can help to avoid collisions.

SC
1

Col. 1 arm No alt Alt.start
Fin. makespan [s] 23.2(0.0) 49.4(3.8) 29.3(0.0) 23.28(2.0)
Time to 1st sol. [s] 0.02(0.02) 1.04(0.14) 1.03(0.21) 0.90(0.18)
# sol. (500 sec.) 6.3(1.2) 6.4(1.7) 3.0(1.9) 6.4(1.6)
Improvement [%] 35(4) 26(8) 12(8) 35(4)

SC
2

Fin. makespan [s] 26.4(1.6) 52.6(1.9) 43.6(2.0) 38.0(3.3)
Time to 1st sol. [s] 0.02(0.02) 1.60(0.23) 1.53(0.30) 1.44(0.16)
# sol. (500 sec.) 10.2(2.4) 7.3(1.9) 7.7(4.0) 7.8(2.4)
Improvement [%] 49(4) 26(5) 27(13) 34(9)

Table 7.4: Cutting tasks with alternative starting locations.

Additive Manufacturing Showcases (SC3) material has to be deposited and coated along mul-
tiple short lines, (SC4) material has to be deposited along a single long line. The starting location
can be selected, but depositing has to precede coating. We compare the cases when we allow
collisions (Col.), where the arms cannot execute potentially colliding motions simultaneously
(No par.), and the case with free order (No order) to the solution respecting the order of material
application (Order). The results are shown in Tab. 7.5. The planner is able to find a solution
respecting the order constraints while improving the overall makespan compared to the case
when the two arms cannot move simultaneously. Since the tasks in SC3 are all located in a
small region, the time both robots can work in parallel is limited. (SC4, SC5, and SC6) consist
of longer extended tasks where the proposed method is able to better exploit the time-space
occupancy of the tasks (Order (No Par.) vs. Order).

SC
3

Col. Order (No par.) Order No order
Final makespan [s] 42.2(2.1) 77.9(3.4) 77.8(3.6) 77.1(3.4)
Time to 1st sol. [s] 0.03(0.04) 1.2(0.2) 12.5(10.3) 5.0(3.2)
# sol. (500 sec.) 10.5(1.4) 8.1(3.5) 5.2(1.9) 4.3(1.8)
Improvement [%] 38(3) 20(8) 17(4) 17(10)

SC
4

Final makespan [s] 20.5(0.0) 31.6(0.0) 28.5(0.0) 28.5(0.0)
Time to 1st sol. [s] 0.001(0.01) 0.53(0.05) 0.8(0.7) 1.0(0.9)
# sol. (500 s) 1.0(0.0) 1.8(0.8) 3.7(1.25) 1.8(0.8)
Improvement [%] 0(0) 8(7) 5(5) 5(5)

Table 7.5: Additive manufacturing (given order of extended actions).

Showcases Combining Confined and Extended Tasks In (SC5), a pair of spot welding stitches
has to be done before a weld seam can be applied. In (SC6), the bolts are inserted by the first
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arm, then the second arm is tightening them. The performance is compared in Tab. 7.6 to
allowed collisions (Col.), the arms not working simultaneously (No par.), and the case when the
ordering constraint is omitted. The biggest improvement compared to No par option is seen for
SC6.

SC
5

Col. Order (No par.) Order No order
Fin. makespan [s] 62.5(0.3) 90.8(1.1) 83.4(2.2) 79.4(3.4)
Time to 1st sol. [s] 0.03(0.04) 2.3(1.4) 16.2(19.2) 2.25(0.8)
# sol. (500 sec.) 11.9(4.2) 7.3(3.1) 4.7(2.0) 6.0(2.0)
Improvement [%] 32(8) 22(4) 22(4) 29(3)

SC
6

Final makespan [s] 51.4(0.0) 74.8(0.0) 55.0(0.0) 51.0(0.0)
Time to 1st sol. [s] 0.03(0.02) 1.10(0.12) 1.11(0.05) 1.14(0.11)
# sol. (500 sec.) 6.0(2.1) 5.5(2.0) 5.5(1.7) 4.3(2.0)
Improvement [%] 19(9) 7(4) 19(9) 3(2)

Table 7.6: Tasks combining confined and extended actions.

The makespan was reduced compared to the initial solution within 500 seconds for SC1, SC2,
SC3, SC4, SC5, and SC6 by 35.53%, 34.66%, 16.98%, 5.38%, 22.24%, and 18.71%, respectively.



7.7. Experimental Results 123

100 101 102

Planning Time [s] (log)
70

75

80

85

90

95

100

105

M
ak

es
pa

n 
[s

]

No Par.
Order

100 101 102

Planning Time [s] (log)
28

30

32

34

36

38

M
ak

es
pa

n 
[s

]

No Par.
Order

100 101 102

Planning Time [s] (log)

55

60

65

70

75

80

85

M
ak

es
pa

n 
[s

]

No Par.
Order

101 102

Planning Time [s] (log)

80

90

100

110

120

M
ak

es
pa

n 
[s

]

No Par.
Order

Figure 7.20: Diagrams comparing the makespan over planning time for ten different random seeds and
two different collision constraint versions: No Par makes whole intervals (for tasks and
motions) disjuntive, while Order schedules prevents the co-occurence of conflicting sections
of motions.
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Figure 7.21: A task – cleaning up the table – deployed on a KaWaDa Nextage robot (left) and a pair of
KUKA LBR iiwa robots (right).
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Figure 7.22: Use-cases: (from left to right) SC1) cutting example - multiple line cuts have to be per-
formed; SC2) cutting example in closer cooperation; SC3) additive manufacturing - arm 1 is
depositing material on multiple places and arm 2 is covering it with coating; SC4) additive
manufacturing - one arm is slowly depositing material along a long path, the other is coating
it; SC5) spot welding - arm 1 is making stitches on multiple places, arm 2 is making a weld
seam; SC6) bolt insertion - arm 1 is inserting bolts, arm 2 is tightening them (see video at
http://behrens-jan.de/phd-thesis-mat/).

http://behrens-jan.de/phd-thesis-mat/
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Chapter 8

Execution Engine for Dispatching
Multi-Robot Schedules

We will sketch the approach how we execute the schedules generated by the STAAMS solver on
real or simulated robots. Executing the schedules has to happen synchronously on every active
component. In Sec. 8.1, we describe the dispatching of the schedule to the active components
and a simple deviation correction scheme. In Sec. 8.2, we detail a method to safely stop the
robot during a trajectory execution or to transfer to another time parameterization of the same
trajectory. This is useful in case we would need an emergency stop or to readjust to the original
schedule by speeding up or slowing down as required.

8.1 Execution Engine for STAAMS Schedules

8.1.1 Schedules and Subtasks

A schedule s = (α1, . . . , αk) for an active component is a series of subtasks. Subtasks are
tuples α = (qs, qe, ts, te, p), where qs and qe denote starting and goal configurations in terms of
roadmap nodes, ts and te denote the planned starting and goal times of the task, and p denotes
the task description (a RobotAction object). This description contains a callable function, which
takes control over the robot and executes the task (will be explained in Sec. 8.1.1). In short, it
assumes the robot to be in configuration qs and leaves the robot in qe when the execution ends.
The execution duration is te − ts, but due to communication overhead it could slightly exceed
the estimate.

A valid schedule meets the following conditions:

• The active components must start in the expected configuration for a deterministic ex-
ecution of a motion. Any deviation would require a different motion and thus would
need motion planning (non-deterministic time for planning and execution of the plan). A
valid schedule consists of a continuous series of subtasks. Specifically, the next task starts
where the previous task left off, i.e., qi+1

s = qie must hold.

• A schedule can only be executed without accumulating delays, if ti+1
s ≥ tie holds for every

task. Otherwise, the active component would still be busy executing an old task when the
schedule already requires to work on a new task.

• The RobotAction provides a control program for the active component, which takes over
control over the active component in a starting configuration qs. The program controls the
movement of the active component between qs and ending configuration qe. The duration
taken for the task should not exceed te − ts.

We distinguish supportive robot motion and user-defined tasks as elements of the robot sched-
ules introduced in Sec. 5.1.1, which we describe in the following two paragraphs.
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1 def reverse_plan(plan):
2 new_plan = RobotTrajectory()
3 new_plan.joint_trajectory.header = plan.joint_trajectory.header
4 new_plan.joint_trajectory.joint_names = plan.joint_trajectory.joint_names
5 i = len(plan.joint_trajectory.points) - 1
6 te = plan.joint_trajectory.points[-1].time_from_start
7 while i >= 0:
8 tp = JointTrajectoryPoint()
9 tp.positions = plan.joint_trajectory.points[i].positions

10 tp.time_from_start = te - plan.joint_trajectory.points[i].time_from_start
11 tp.velocities = tuple((-1) *
12 np.array(plan.joint_trajectory.points[i].velocities))
13 tp.accelerations = tuple((-1) *
14 np.array(plan.joint_trajectory.points[i].accelerations))
15 new_plan.joint_trajectory.points.append(tp)
16 i -= 1
17 return new_plan

Listing 7: Reversing motion plan.

Moving Between Roadmap Nodes

Supportive motions, i.e., motions to move the robot between the effective motions, are planned
using the roadmap for the respective active component. Each supportive motion is composed
of the motion plans corresponding to the (shortest) path through the roadmap connecting the
given roadmap nodes (see Fig. 8.1). The lookup of the shortest path uses the all pairs shortest
path table (as explained in Sec. 2.2.2). Every such path segment is represented by a subtask
in the schedule. qs and qe are the intermediate roadmap nodes delimiting the segment. The
starting time ts depends on the position in the schedule and is equal either to the end of the last
path segment or the planned starting time of the whole supportive motion. The end time te is
calculated by accumulating the duration of the previous segments. The motion plan adjunct to
the edge between the nodes qi and qj in the roadmap is suitable to transfer the active component
from one node qi to the node qj . A motion plan from qj to qi with the same duration and reversed
spatio-temporal profile can be easily created from the attached motion plan. Listing 7 shows a
function to reverse a motion plan.

User-Defined Tasks – Robot Actions

For planning purposes, the STAAMS solver presented in the previous chapter facilitates the
spatio-temporal profile (time-dependent occupancy of space). However, a control procedure
for the execution of the task is required. It orchestrates motions, end-effector activations, sensor
measurements, etc. The control program is expected to:

1. start from a start configuration qs and terminate at qe, and

2. comply with the spatio-temporal profile used during for planning (deterministic duration
te − ts and occupation of a subset of the allocated space).

We manage the representation of user-defined task using a RobotAction class. This class is
the blueprint for all robot tasks. The user defines the tasks to be executed by subclassing the
RobotAction class and overriding the function getCallable. This function accepts the handle to
control the active component, the end-effector, and any other controller interface needed for the
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Figure 8.1: Motions between distant roadmap nodes are composed by following a path through the
roadmap graph.

task. It creates and returns a callable, which is ready to run without any further arguments.
When called, this callable will start the action execution and terminate without a return value
when the execution is finished.

The RobotAction class also manages all sorts of data required for execution such as motion
plans (time parametrized paths for each DoF), description text for logging purposes, and color
information for visualization.

Waiting Tasks

The schedules can contain explicit waiting tasks, where the active component is expected to
remain still in a given configuration. This can be necessary to prevent collisions or satisfy
ordering constraints. The waiting tasks come in three useful variants:

• Wait for a given period.

• Wait until a given point in time.

• Wait for one or more events and optionally some time afterwards.

Logically, the start and ending configurations are equal (qs = qe) and fit to the neighboring
subtasks in the schedule. The different variants are realized by the RobotAction p.

8.1.2 Execution Resources

Each subtask consists of a control program, which takes control over the active component,
executes part of the schedule, and finally returns control over the active component. It is
essential that each active component can only be controlled by a single controller at each
moment. Conflicting commands must be prevented. We therefore use a multi-threading lock
for each active component (and potentially other shared resources). A lock has two states: It can
be locked or unlocked and offers the functions acquire, release, and locked. acquire will change the
state of the lock to locked and return True, if the state was unlocked. Otherwise, False is returned.
The function release changes the state of the lock from locked to unlocked, if called from the thread
which previously acquired the lock. locked returns the state of the lock, i.e., True for a locked lock
and False otherwise. We create such a lock before the execution starts. Before a controller can
take control over an active component, the lock must be acquired.
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8.1.3 Space

The shared part of the workspace can be divided into a finite number of subsets, i.e., the
voxelization described in Sec. 7.2. To guarantee a collision-free execution of set of schedules, we
can manage the access to the voxels centrally (like air-space controllers). During the execution
the resources required in the near future are reserved (locked) and freed (released) when they
are not needed anymore, i.e., the active component moved on. For this to be sound, the
schedules may not have any holes, but must define the waiting times between task executions
(tsi+1
s = tsie ).

The task controllers have to:

• report the progress during task execution,

• reserve space/resources needed for the upcoming motion,

• free space not needed anymore, and

• pause the execution in time when the required resources are not granted.

Algorithm 12 Motion Dispatcher
1: procedure DISPATCH_SCHEDULE(S = {s1, . . . , sk})
2: tstart ← now()
3: ∆t = 0
4: while ∃||si|| ≥ 1 do ▷ Execute as long as at least one schedule has tasks
5: telapsed ← now()− tstart
6: t← telapsed −∆t
7: for each s ∈ S do
8: a← ActiveComponent(s)
9: while not LOCKED(a) do

10: (qs, qe, ts, te, p)← s1 ▷ select the first task from schedule
11: if ts > t then
12: break ▷ no action is ready to be executed
13: if ts = te then
14: popleft(s)
15: continue ▷ skip unused waiting interval
16: if ACQUIRE_LOCK(a) then ▷ acquire the lock for the active component
17: ∆t← ∆t+ t− ts ▷ account for delays when starting other tasks
18: EX_TASK_IN_THREAD(p) ▷ start to execute task asynchronously
19: popleft(s) ▷ the task is either a move or a general task
20: break
21: else
22: break ▷ lock could not be acquired; break loop to check next schedule
23: return

8.1.4 Execute Task Sequences Synchronously

In a perfect world, the schedule si = (α1, . . . , αk) for every active component ai would trigger
each task when the time since schedule start has reached each task’s start time. Under the
assumption that the plan contains no co-occurrence of conflicting configurations, the execution
will be collision-free. Moreover, the precedence constraints would be satisfied. However, if it
comes to delays in the task execution of an active component,
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1. the active component cannot start the next task in time,

2. other active components without delay could collide, and

3. precedence constraints on the task level could be violated.

Even in a nearly perfect simulated environment, we observe small delays in the execution
that are mainly caused by the communication overhead and non-deterministic code execution
times (e.g., motion planning). We assume that these delays are small, which is confirmed
by our observations. A single delay will not lead to any of the above-mentioned problems.
Nevertheless, it must be prevented that these delays accumulate. Therefore, we implemented
the following two measures to prevent the delays from accumulating or causing other damages:

• Whenever a task is started, the wall time is corrected to the start time of the task. Task
delays are then propagated to the other active components and the schedule stays locally
consistent.

• Before a task is started or the task execution occupies more space/resources, the resources
have to be granted by a central dispatcher.

Alg. 12 shows the dispatching of a set of schedules. First tstart and the correction time ∆t are
initialized (line 2− 3). The main loop (line 4− 22) runs as long as any of the schedules has tasks
left. Inside the loop, telapsed and t are calculated, which are the elapsed time since the start and
the corrected time, respectively. t is the reference time which we use to decide whether a task
is ready to be executed. We iterate through all schedules s ∈ S (line 7) and when the active
component a (line 8) is not locked, we enter the innermost loop (line 9− 22). Here (line 10), we
consider always the first task in the schedule s characterized by a tuple (qs, qe, ts, te, p). In the
case that the starting time ts is in the future (line 11 − 12), we break the inner loop and check
other schedules. The schedule can contain waiting tasks (qs = qe and ts ̸= te) with constant
space occupancy and unused movement tasks (qs = qe and ts = te). The latter one is just
discarded (line 13 − 15) and the next task is considered (continue). The former one is like a
normal task, but will just not move the active component.

In all other cases, a task shall be executed and we acquire the lock for the active component
(line 16), correct the timing adjustment (line 17), and start the task execution in a new thread
(line 18). This procedure is not blocking, but returns immediately. The started task is discarded
and the inner loop is broken (line 19− 20). Now, tasks for the next schedule are considered. In
the improbable case that the active component a is locked, the other schedules are considered
immediately (line 22).

8.2 Robot Motion Control

The high-level schedule execution controller from the previous section relies on the ability
to execute trajectories for multiple joints reliably and, in case of unexpected events, prevent
collisions by safe stopping and speed scaling behaviors. The work presented in this section was
originally done for a use-case where a robot should adjust its speed of motion depending on
the human’s and robot’s relative motions (Svarny et al., 2019), but has also its importance for
the safe and coordinated execution of schedules for multiple robots.

A proven regime for free-space motion is a cascaded control architecture of position control
and trajectory control. On the lower level, a position controller (usually a PID controller with
high gains) controls the motor currents or joint torques to track a given joint position. The result
is a very stiff arm that moves quickly to the goal configuration and stays there until a new goal
is given. An overlayed trajectory controller determines these goals such that the arms follow
a given trajectory. A trajectory specifies the motion of a robot along a path with timing. This
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also implies velocity and acceleration over time. A typical trajectory representation consists of
a series of joint trajectory points. A joint trajectory point is a set of joint positions, speeds, and
accelerations. The trajectory controller uses spline interpolation to fit these points smoothly
into a trajectory and generates the goal values for the position controller based on these splines.
As typical for a cascaded control scheme, the underlying controllers have to work orders of
magnitude faster. The trajectory has to be smooth because the maximum joint torque and
velocity are physically limited. It has to be ensured that the commanded movements do not
exceed any limits to prevent the robot from damage. However, if the trajectory requires higher
acceleration or velocity, it is impossible to track the trajectory with the robot.

8.2.1 Online Adaptation of the Speed of Robot Motions

Changing conditions can require an immediate change of the robot motion. For example, the
presence of a human restricts the maximum allowed speed to limit the possible damage resulting
from a collision. Moreover, the arrival time at some goal configuration can be controlled by
the movement speed. In case of a delay of a required precondition (e.g., the arm has not yet
reached the given position, the reserved space can not yet be freed, etc.), the movement speed
can be reduced to delay the arrival time.

We assume the following scenario: A system monitor observes the system state and decides
to limit the speed of motion or halt the motions completely when necessary. This signal can be
sent anytime and then the robot should react as quickly as possible. Since robots commonly
have physical limits on the acceleration/actuation, stopping cannot be instantaneous. Instead,
we will calculate a trajectory that:

• fits smoothly to the current motion,

• does not exceed the acceleration limits of any joint, and

• continues to follow the original path.

While the first two points are hard conditions and obvious requirements, we want to motivate
the third point. Following the original path has the advantage that the behavior is more
foreseeable and resuming the motion does not require new motion planning. However, this
comes at the price of a slightly longer motion (in space) until the robot is stopped, as the joint
velocities are required to keep their planned ratios (otherwise the robot leaves the trajectory).
The stopping time is not influenced by this, as it only depends on the joint with the longest
stopping time.

From the moment on, when the signal to reduce the speed is received, the robot should
reduce the speed while following the old path. We show later how to calculate a stopping
trajectory for any robot state (joint position, velocity, and acceleration). Finding the point in time
and the corresponding robot state is not trivial, since the calculation of the stopping trajectory
takes some computational time and is only valid for a given robot state. If the robot passes the
reference state before the new trajectory is commanded, the robot can become unstable. That
means, the controller tries to meet every specified point of the trajectory and uses (quintic)
splines for that. For degenerated cases, the robot will make unacceptable motions to meet the
conditions. To avoid this, we must select a time point and according robot state at which we will
have the stopping trajectory available (later than the computation time), but as soon as possible
to ensure a quick reaction. Fig. 8.2 visualizes these times.

In the following, we consider two cases: (i) stopping the motion, and (ii) changing the
execution to another time parametrization of the same path. Case (ii) is the generalization of
case (i).
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time [10 ms]tstate tsignal treftn tn+1

Computation time dcalc

Reference state time tref

Figure 8.2: Visualization of time point relations for the emergency stop behavior. The robot receives at
tsignal the request for an emergency stop. To smoothly control the stopping behavior, we must
calculate a deceleration trajectory. This is a boundary value problem, i.e., we need to know
a reference state for the calculations. The computation takes at most dcalc. That means, we
select a reference time tref ≥ tsignal + dcalc. The robot will start the deceleration at tref .

Extreme Acceleration/Deceleration Case – Emergency Stop

Stopping the robot’s motion as quickly as possible is an important asset. We first identify a
future (respecting the computation time of our method) robot state and the time when the robot
will pass it. We synthesize a trajectory from that reference state to a standstill state utilizing the
maximum deceleration capabilities of the robot. The following points in time and duration are
important when dealing with the trajectory controller:

• ts is the start of the original trajectory,

• tnow current time,

• ∆t = tnow − ts is the time since the start of the trajectory execution,

• dcompute is the worst case computation time of the algorithm described in the following,

• tref is the time since trajectory start for the selected reference state xref .

We identify a future state xref with tref >= ∆t+dcompute. The state is comprised of joint positions
s0, velocities v0, and accelerations a0. The goal is to stop the robot, i.e., the velocities ve = 0 and
accelerations ae = 0 become zero. The desired changes in velocity for every joint are given by:

∆v = ve − v0

The stopping time of the motion te is determined by the fastest joint. We have to consider joint
motions in both directions. We arrange the joint acceleration limits as diagonal matrices for the
maximum acceleration and maximum deceleration.

Amax =

⎡⎢⎣amax,1 0 0

0
. . . 0

0 0 amax,n

⎤⎥⎦ , Amin =

⎡⎢⎣amin,1 0 0

0
. . . 0

0 0 amin,n

⎤⎥⎦ (8.1)

te = max(||A−1
max∆v||∞, ||A−1

min∆v||∞), (8.2)

where amax,i and amin,i are the maximum and minimum acceleration limits for i-th joint. Note
that in the case when the robot is stopped, i.e., all joints are stopped, te would be zero. This
special case has to be detected as no further calculations are required. To facilitate the maximum
breaking capability, we model the joint position as second-order polynomial:

s(t) = b0t =
b1

2
t2 + s0
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The velocities and accelerations are thus given by polynomials of first order and a constant
value:

v(t) = b0 + b1t,

a(t) = b1.

The polynomial parameters b0 and b1 are calculated from the boundary conditions using the
following formulas.

b0 = v0,

b1 = (teI)
−1∆v.

All trajectory points can be calculated by evaluating the above equations for a suitable discretiza-
tion of times between zero and te. The new trajectory can be commanded, which stops the robot
motion in the minimal possible time while not violating the robot’s dynamic constraints. The
robot moves in the same direction as the reference state during the deceleration. The actuator
of the critical joint will be saturated. The other joints will decelerate such that they reach ve and
ae at time te.

Figure 8.3: Stopping motion using the trajectory controller. Originally planned (dots) and executed
(crosses) velocity (blue) and position (green) of joint 2. The stopping was triggered at the
time 0.4 s by human entering the safety zone. Red area highlights the stopping period - robot
stops from the full speed of 1 rad/s in approx. 0.39 s. The red vertical line marks the arrival of
the stopping signal and the blue vertical line (0.02 s later) marks the worst-case computation
termination time of the new trajectory.

This breaking behavior yields the shortest stopping time possible, but will for general
trajectories slightly deviate from the original path. For point-to-point movements in free space,
this stopping strategy will remain on the planned path. Figure 8.3 shows the planned joint
velocity and position, the stopping plan, and the measured joint velocity of the real robot.

Speed-Scaling on Path

In contrast to the extreme deceleration case, speed scaling deals with the task to change the
velocity of the current trajectory to another time parametrization without violating the accel-
eration limits of any joint. In this case, we also require to stay on the original path. To stay
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on the planned path, we keep the original discretization of the path and adjust only the ve-
locity, accelerations, and timing to shift from one time parametrization to the other. The path
is given by points xi in the joint-space. Hence, the velocities ẋi between xi and xi+1 must be
proportional to the distance to travel: ẋi = λ∆xi. λ is a scaling factor with the unit s−1 and
∆xi = xi+1− xi is the length of each joint motion. The accelerations ẍi have to follow the same
ratio. In short, the manipulator moves in the direction of the next trajectory point with the
maximum deceleration/acceleration in that direction until the desired speed is reached or the
point is passed. In the first case, the motion is continued at the desired speed. In the latter case,
it might be necessary to adjust the direction of the movement.

Depending on the two time parametrizations, each joint has either to accelerate or decelerate
to meet the new trajectory. Note that we understand under deceleration that the new time
parametrization dictates a smaller absolute velocity for each joint. Accelerations are defined
accordingly. However, the joint angles of the robot can have positive or negative values as the
direction of the joint angles is in principle arbitrary. We solve the problem in one forward pass
through the trajectory by comparing the original trajectory with the desired one and the fastest
adaptation from the first to the latter. Fig. 8.4 shows the original trajectory and the resulting
trajectory including the transition to the new time parameterization.

We assume again the velocity to be piecewise linear between the trajectory points:

ẋ(t) = ẋi + ai(t− ti), ∀t ∈ [ti, ti+1].

By integrating this equation from ti to ti+1, we can gain a quadratic equation with only the time
ti+1 as unknown:

xi+1 − xi =

∫︂ ti+1

ti

ẋ(t)dt =

∫︂ ti+1

ti

ẋi + ai(t− ti)dt,

xi+1 − xi = (ti+1 − ti)ẋi +
a

2
(ti+1 − ti)

2.

We substitute ∆x = xi+1 − xi and ∆t = ti+1 − ti and gain

0 =
a

2
∆t2 +∆tẋi −∆x,

which we can solve to

∆t1,2 =
−ẋi ±

√︂
ẋ2i − 2a∆x

a
.

This equation has two solutions and we are interested in the smallest positive of them.
The important consideration is to not violate the acceleration and jerk limits. In the forward

pass, we know the current position, velocity, and acceleration. We know only the position of
the next point. By comparing the original trajectory and the new time parameterization, we
can recognize if the robot should decelerate or accelerate. Both trajectories are assumed to be
feasible for the robot. Thus, as soon as the robot reaches a state of the new trajectory, it can
simply follow the new trajectory. To reach such a state, it shall decelerate/accelerate on the path
within the acceleration and jerk limits until it can smoothly follow the new trajectory. Let ẋnewi+1

be the target velocities at the next trajectory point and ẋmerged
i the velocities at the current point.

The average velocity between xi and xi+1 (for piecewise linear velocity) is:

ẋmean
i ↦→i+1 =

ẋmerged
i + ẋnewi+1

2
.

We check, if the robot can actually reach the state (xnewi+1 , ẋ
new
i+1 , ẍ

new
i+1 ) without violating the

dynamic limits using the formulas above. The duration to travel the distance to the next
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trajectory point is:

∆t = ti+1 − ti =
∆x

ẋmean
i ↦→i+1

.

The theoretically required acceleration can then be calculated by:

ẍi ↦→i+1 =
ẋnew
i+1 − ẋmerged

i

∆t
.

This acceleration vector can violate the acceleration and jerk limits. Let jmax and jmin be the
vectors of acceptable jerk limits (...x). Then we can derive boundaries for the set of acceptable
accelerations ẍi+1 as follows:

ajerkmax = ẍ+∆t · jmax

ajerkmin = ẍ−∆t · jmin

For accelerating joints with a high acceleration in either direction, it might be that ajerkmax and
ajerkmin are both positive or negative. Thus, it might happen that an immediate acceleration
in the opposite direction is not possible, but, first, the acceleration must be reduced before
the deceleration can start. Without jerk limitation, an intolerable jerk would happen in the
beginning of the deceleration. The jerk bounds are then combined with the general acceleration
bounds:

max (ajerkmin,amin) ≤ a ≤ min (ajerkmax,amax).

We calculate a scaling factor λ which takes into account every joint’s acceleration and the limits
above. With the scaled ẍi+1, we solve the quadratic equation above and get for each joint up to
two solutions. For not moving joints, the equations do not make sense and we filter the results
out for these. For the other joints, we are looking for the maximum of the smaller positive
solutions, which are in theory equal for every moving joint. Given the time of reaching the next
trajectory point ti+1, we can determine the acceleration

ẍi = 2 · ∆x− (xi̇ )

∆t2
,

and the velocity
ẋi+1 = ẋi + ẍi ·∆t.

The procedure sketched above is executed for every trajectory point until the robot can
follow the new trajectory. Usually the new trajectory can not be reached instantly, but it rather
takes 0.3 s to 0.6 s to reach the new trajectory.

With this procedure, we can merge the two time parametrization. This is useful for changing
the speed of the robot motion during execution. The runtime is very fast and bounded by the
length of the path. Given two feasible trajectories, the procedure will generate a connection
while saturating at least one actuator. With this fast adaptation, every motion state can be
reached in fractions of a second. Fig. 8.4 shows the joint positions, velocities, and accelerations
for a simple point-to-point trajectory. At t = 0.7 s the speed is commanded to be reduced to
20%. The procedure generates a deceleration motion to connect to the new slower motion. At
t = 1.3 s, the transition is completed and the motion follows the new trajectory.

8.3 Experimental Results

The execution of a multi-robot schedule is based on triggering the motions and actions for each
actor when (a) the start time has approached and (b) the required resources can be allocated.
Delays can be caused by actions and motions taking longer than assumed. Delays affect the
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Figure 8.4: The original plan (plan 0) and new plan (plan 1) for joint 2 is shown. Velocity (vel), position
(pos), and accelerations (acc) values are visualized. The vertical red line marks the arrival of
the speed change request. The blue line marks the reference state from which the deceleration
will start. The red shaded area marks the duration of the trajectory change since the change
signal.

execution of later actions by occupying resources longer than expected. To keep also the logical
structure of the schedule intact, the reference time is continuously adjusted according to the
delay. Fig. 8.5 shows for a typical execution the reference time over the wall time. Over time,
the execution gets more delayed when the action execution takes longer than expected (see the
little setbacks of the schedule reference time).
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Figure 8.5: The execution of a schedule on the simulated Čapek system was recorded. The plot shows
the progression in the schedule over the wall time. In the ideal case, the execution would
resemble the diagonal line (dashed), but due to uncertainties in the execution, a delay is
accumulated, i.e., the schedule progress is slower than planned and the execution line is
below the diagonal. In Alg. 12, the reference time is t = telapsed − ∆t, as shown in line 6.
The delay ∆t is updated every time a system component starts a motion (either supportive
or effective).
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Chapter 9

Multi-Modal Robot Programming – the
UI

Simultaneous task allocation and motion scheduling problems can be fluently specified by
natural language and demonstrations. A system demonstrating this concept was explained in
(Behrens et al., 2019). We describe the integration of the STAAMS solver (Behrens, Lange, and
Mansouri, 2019) with a multi-modal user interface. The language components are not part of
the contribution of this thesis, but are described to provide better insight and understanding of
the connection between the solver and the specification system. The content of this chapter shall
be seen to contribute to the specification phase, as described in Chap. 5. Fig. 9.1 illustrates the
information flow of the described system part from sentences and demonstrations to a OVC-
based STAAMS problem description and finally robotic motions according to an optimized
robot schedule.

9.1 Motivation

Multi-modal robot programming with natural language and demonstration is a promising tech-
nique for efficient teaching of manipulation tasks in industrial environments. In particular, with
modern dual-arm robots designed to quickly take over tasks at typical industrial workbenches,
the direct teaching of task sequences hardly utilizes the robots’ capabilities. We therefore pro-
pose a two-staged approach that combines natural language instructions and demonstration
with simultaneous task allocation and motion scheduling based on the STAAMS solver intro-
duced in Chapter 7. Instead of providing a task description and demonstration that are replayed
to a large extent, the user describes the tasks to be scheduled with all relevant constraints and
demonstrates relevant locations relative to workpieces and other objects. We thereby enable
the system to optimize the allocation of tasks and the sequencing. In addition, the transfer to
different robotic platforms becomes easier. The advantages for the user are twofold:

1. Use of the modality which suits best for each concept (demonstrations for geometric
locations and language for ordering constraints).

Planning and Execution

Demonstration
Time synchronization

Parsing
Abstract representation

of language

Pose extraction

Extraction
of rules

Robot description 
World setup  

Robot setup

Multi-Modal Input Planning Problem Specification

OVC planner

Motion Dispatcher

Plan for trajectories 
ordering of actions

assignment of resources

Move robot

Set of instructions
Λ

"First glue a small bolt here then
make a point....".

OVC STAAMS
description 

set of constraints

storages
description

set of OVCs

set of locations

Figure 9.1: Overview of the system.
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2. Ability to specify problems sequentially, instead of solving the complicated and intercon-
nected problems.

Both reduce the mental burden of the user drastically (as shown by our user studies in Sec. 9.3.2).
However, the interaction of the human with the system has to happen in an interleaved sequen-
tial manner. This is a major difference to our former approach (Behrens, Lange, and Beetz, 2017;
Behrens, Lange, and Mansouri, 2019), which specify first all ground values, then the variables,
and last constraints on the variables. The interactive teaching process requires continuous pro-
cessing of natural language and captured motions. As soon as a coherent and minimal task
element is recognized and disambiguated, it is added to the task representation in the solver.
Elements of the task representation can be referenced by the instructor (e.g., to add ordering
constraints between two tasks), which therefore needs to be constantly up-to-date. This implied
a major change in the solver software, but it also enabled to give immediate feedback, in case
the user specification becomes inconsistent or infeasible.

As a first type of constraints, sequencing constraints were selected to be supported by the
system. Sequencing constraints

• are naturally expressed in natural language,

• appear frequently in assembly tasks, and

• pose a challenge for non-unit-time schedules with multiple actors.

The sequencing constraints complicate the search process significantly: They require the timing
of the involved tasks to comply to some restrictions, and while the exact timing is undecided
for a long time during the search, the ordering decisions using the connection variables can
effectively lead to infeasible subproblems. Thus, the sequencing constraints must already be
considered in that search phase. Since there is no easy propagation for this constraint, we
designed a search strategy using a dependency graph derived from the sequencing constraints
(see Sec. 7.5.4).

The benefit of using our system is twofold:

• With explicitly stated constraints on the partial ordering of tasks, the solver allocates the
tasks to the robot arms and schedules them in time while avoiding self-collisions and
reducing the makespan in our experiment by 33%.

• The linguistic concepts of naming and grouping enable systematic reuse of subtask en-
sembles. The proposed approach is evaluated on four variants of a gluing use-cases from
the furniture assembly domain in user studies with ten participants. In these user studies,
we observed a speed-up for the task definition of more than 6 times compared to a textual
specification of the planning problems using the Python-based planner API.

Manufacturing tasks for dual-arm robots in industrial use-cases are prime examples for the
need for integrated task and motion planning (ITAMP) due to the great state space of high
DoF systems on task and motion levels. Despite the great advances in ITAMP in recent years
(e.g., Ghallab, Nau, and Traverso, 2014; Dantam et al., 2018), relevant tools generally require
a deep understanding of the underlying planning mechanisms and they may undisputedly be
referred to as expert tools. Multi-modal methods based on natural language and demonstration
are a promising approach to bring such advanced planning techniques to the shop floor. We
hypothesize that multi-modal methods lower the inhibition threshold for the use of planning
techniques and reduce the mental burden of the robot programmer/instructor.

Most works in the active research fields of robot learning from demonstration and multi-
modal robot programming start with the learning/teaching of a directly executable plan and
then consider generalization and transferability to related scenarios. Only very few works
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Figure 9.2: Illustration of the running example of gluing bolts into a board. On the left hand side,
the instructor demonstrates poses for the application of glue on a white board using a glue
gun while explaining the corresponding tasks and constraints in natural language. From
this input, a planning problem specification expressed by Ordered Visiting Constraints is
generated (Behrens et al., 2019). After solving this planning problem for two manipulators,
the task is performed in simulation as depicted on the right hand side.

(e.g., Suddrey et al., 2016; Ekvall and Kragic, 2008) propose multi-modal techniques for the
specification of planning problems and then employ a planner – fed with further information
on the scenario – to retrieve an executable plan. Therefore, we propose a multi-modal input
method for a subclass of ITAMP problems as explained next.

Example. As a running example, we consider a showcase of furniture construction depicted in
Figure 9.2: In this showcase, glue has to be applied into the holes of a large board and then the
corresponding bolts have to be picked up and inserted. The order, in which the glue is applied
and in which the bolts are inserted, can be chosen by the planner to optimize the makespan.
Furthermore, the allocation of these tasks to the two robot arms is subject to optimization.
The working ranges of the arms have to be considered and collision-free trajectories have to be
planned.

Even this small example exhibits a substantial combinatorial complexity given by the Carte-
sian product of possible task sequences and task allocations to the robot arms. The complexity
is further increased by alternative joint configurations to reach the desired poses, alternative
paths between these configurations, and possible time-scaling of the trajectories.

At the same time, this example illustrates some typical characteristics of industrial work-
places and manufacturing tasks. Two key characteristics are:

• The task decomposition is already decided upon at the design time of the workpieces.

• The workspace is largely unobstructed and there exists a collision-free subset that does not
alter over time and allows to reach all relevant locations with at least one robot arm. As
a consequence, ITAMP for dual-arm robots in such scenarios boils down to simultaneous
task allocation and motion scheduling (STAAMS).

Details on these characteristics and STAAMS as well as a description of our STAAMS solver
based on constraint optimization (Behrens, Lange, and Mansouri, 2019) can be found in Chap-
ter 7. The solver processes STAAMS problems that are formulated using an abstraction called
Ordered Visiting Constraints (OVCs). An OVC models in an effective and robot-agnostic way
a sequence of actions to be executed by a manipulator at different locations. Ordering and
temporal constraints within and between OVCs can be specified as well as resource constraints
on tools, workpiece holders, etc. In addition, bimanual tasks can be modeled.
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The proposed multi-modal method combining natural language and demonstration for the
specification of STAAMS problems using OVCs (Behrens et al., 2019) advances the state-of-the-
art in the following ways:

1. A flexible grammar for specifying OVCs with corresponding ordering and temporal con-
straints. An important feature of this grammar is the option of interleaved teaching of task
templates with the overall problem specification, which can be even faster than one-shot
learning of a directly executable plan.

2. Integrated mechanisms based on pointing gestures and natural language to define loca-
tions, poses and even polygonal places.

3. Suitable abstractions for translating an OVC-based STAAMS problem specification to a
different workplace and robot setup.

4. Lowered inhibition threshold and reduced mental burden during task demonstration
using the proposed method compared to textual programming of STAAMS problems
using a Python-based OVC API, as indicated by our user study.

The relevant related work was already discussed in Sec. 4.4. The OVC formalism and the
corresponding STAAMS solver were explained in Chapter 7.

The remainder of this chapter is organized as follows: Section 9.2 describes how OVC-based
STAAMS problem specifications are obtained from natural language and demonstrations, with
details on language processing, simultaneous identification of locations, teach-in of individual
tasks, and task templates and linguistic specification of constraints. Section 6.3 already de-
scribed the implementation and setup of our system. Section 9.3 reports on the experimental
results and the efficiency gain by using the STAAMS solver and the ease-of-use as measured by
our user studies.

9.2 Specifying OVC Scheduling Problems by Linguistic Input and
Demonstration

We propose an architecture to enable using natural language and simultaneous demonstration
to specify a STAAMS problem. From the natural language input, we extract action types and
constraints to subsequently transform them to an OVC-based task definition. To process the
linguistic input, we use a custom context-free grammar. The grammar contains production rules
(see Fig. 9.3) for multiple syntactic categories (e.g., noun phrases, verb phrases, prepositions,
constraint relations, etc.). We first parse each sentence using a recursive descent parser to retain
the tree structure and abstract meaning of the sentence according to the production rules of
the grammar. By analysis on this tree, we extract information about tasks and constraints (e.g.,
temporal constraints, temporal intervals, types of actions, etc.). Each sentence can be:

1. a definition of new task template (AG),

2. a definition of locations (a storage (HS)),

3. a grouped task (GO), or

4. multiple grouped tasks joined by relations (e.g., first, then, before, after).

Relations (REL) can contain additional temporal constraints (e.g., within 5 seconds). Using the
relations (REL), we extract the relevant ordering constraints. Task templates are defined in a
hierarchical way so they can cover either an unordered set of subtasks or an ordered set of
subtasks joined by relations. Each of the individual tasks (O) is describing a task performed in
a given location with the possibility of adding time constraints on the length of the task.
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Figure 9.3: A sample of our grammar including multiple production rules.

9.2.1 Locations

Locations are 6-DoF poses of an appropriate end-effector in the reference system of the work-
piece. Their unique names are either given during the linguistic instructions or created au-
tomatically, when no name is provided. Locations can be added to the system in two ways:
First, by implicit definition during task demonstration, using a location denominator like here.
For example, the instruction “Glue a point [here]” will lead to adding a location with values
extracted from the current glue gun pose. Implicit poses are stored relative to the workpiece.
Second, locations can be added by explicit definition for later use. It is possible to define refer-
ence frames during the location definition to enable different arrangements of parts in the final
robot setup.

A storage S is a set of locations relative to its own coordinate frame. Individual locations
l ∈ S are obtained from demonstrations. The name of the storage is defined in the corresponding
utterance after the keyword showing. The origin o of the coordinate frame is evaluated from
n edge points (ei) coordinates which are also extracted from demonstration: o =

∑︁n
1 ei/n.

The corresponding utterance in natural language is: “Showing [Small bolt storage] corner [here]
corner [here]... location [here] location [here]...”

All locations (L) and storages (S) are stored in dictionaries with unique names as key. This
allows later referencing to the locations and storages using their names. Additionally, we use a
last-in-first-out data structure to track the order of added locations. This enables, for example,
linguistic references to previously added locations without knowing their name like “First glue
a point [here] and then place a bolt to [the same location]” leads to the creation of a location loc1,
which is, after the insertion in our bookkeeping, recalled for a place action by using the order
of insertion. Future references to locations and storages are more naturally performed using
the name – e.g., “Pick a bolt from the small bolt storage” corresponds to the action pick(bolt, l)
(see Section 9.2.2). This pick action can be executed on any location l ∈ Si, where Si represents
a small bolt storage.

9.2.2 Teach-In of New Tasks

Our system allows the teaching of two types of tasks. Simple tasks and task templates, which are
a set of simple tasks and constraints:
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Simple task A task a is a tuple: a = (name, type, object, location, time constraint), where name is
a unique name of the task, type represents an action primitive or a simple/single task such as
{glue, pick, place, make, ...} , object∈ {ADJ + [point, it, bolt,...]}, location∈L and time constraints
T = (min,max). The utterance describing a task has the following format:

<Type><Object><Location><Time constraints>
“Glue a small bolt here within 5 seconds”

“Pick up a big bolt from the big bolt storage.”

Fig. 9.4 shows a simple example of such a sentence. Each single task or a sequence of tasks,
which requires to be performed by the same arm (e.g., a Pick and Place action) is represented
by a single OVC (see Eq. 7.8).

O
LV NP

DET N P DET POSmake
a point at the border

Figure 9.4: A simple task: gluing a point in a given location.

Task Template A task template AG is a set of OVCs and constraints saved as a template for
future reuse. The creation of such a template is triggered whenever a set of demonstrated
tasks (e.g., “Glue a point here then pick up a small bolt from a small bolt storage and place it to the same
location.”) is followed by “This task is called [glue a small bolt]”. After the task template is created
and named, it can be reused by using its name in the same way as a simple types of tasks (e.g.,
“First [glue a small bolt] here then glue a point here.”) (see Fig. 9.7 (top)). When the task is reused,
the template is copied, filled with the location parameters from the current demonstration, and
appended to the task description.

9.2.3 Ordering and Temporal Constraints

Our approach supports voice entry for ordering constraints (a subset of Allen interval algebra
(Allen, 1983)) of OVCs as well as quantitative temporal constraints between OVCs. (Note that
the actions within an OVC are always ordered sequentially.)

Inter-OVC ordering constraint Ordering constraints are indicated in the abstract represen-
tation of a sentence by a subtree ‘REL’ (REL = {first, then, before, after}) or ‘RELP’ (RELP =
<REL><Time constraint>). An example is: “First glue a point [here] then within 5 seconds first glue
a point [here] then pick a small bolt and place it to the same location.” These constraints are trans-
ferred to the OVC planner as a set of StartsAfterEnd Constraint (see Eq. 9.1 and Section 9.3.1).
As can be seen, our system can also handle nested (additional constraints within an already
open constraint) and join ordering constraints. A join constraint First [X] then [Y] then [Z] (e.g.,
“First glue a big bolt [here] then glue a small bolt [here] then make a point [here].”) is transfered to two
StartsAfterEnd constraints: StartsAfterEnd(OV C1, OV C2) and StartsAfterEnd(OV C2, OV C3),
where OV C1, OV C2 and OV C3 correspond to task X, Y and Z, respectively.

addOvcCt(StartsAfterEnd, (OVCi,OVCj)) (9.1)
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Intra-OVC Ordering Constraint refers to a constraint on the ordering of two or more succes-
sive tasks that must be processed by the same robot. A typical application example is pick and
place, where the pick task induces that the place task of the same object will be performed with
the same robot, creating an OVC of two consecutive locations. An example for an OVC with
such a constraint is the sentence “First pick a bolt from [L] and then place it to [L].”. Here, [L] is
a placeholder for a location or set of location. Words like ”here” or ”there” will be resolved to
single locations, while the names of storages are resolved to lists of locations. Eq. 9.2 shows the
resulting OVC specification, where [L] was already resolved to unique locations.

addOVC((r1, r2), (pick,place), ((loc17), (loc2)),
((2.0, 7.0), (1.5, 10.0)))

(9.2)

Intra-OVC Temporal Constraints refers to a time constraint corresponding to the parameter
I in an OVC (see Eq. 9.3) defining the length of the action (e.g., the gluing of a point has to be
performed in approximately 2 seconds to apply a correct amount of glue). These are indicated
within an action as an optional time constraint - e.g., “Glue a point [here] for 2 seconds.” (resulting
duration for I will be 2 s – see Eq. 9.4).

ω = (A, [P1, ..., Pl], [L1, ..., Ll], [I1, ..., Il], Cintra). (9.3)

addOVC((r1, r2), (glue), ((loc17)), ((2.0, 2.0))) (9.4)

Inter-OVC temporal constraints These constraints are in the sentence indicated as an addi-
tional time parameter within a relation ‘RELP’ and are passed to the OVC planner as a parameter
T in StartsAfterEnd constraint (see Eq. 9.5) - e.g., “First pick a small bolt then within 5 seconds place
a big bolt.”.

addOvcCt(EndsAfterEnd, 5s, (OVCi,OVCj)) (9.5)

9.2.4 Editing OVC-Based STAAMS Problem Specifications

The linguistic instructions from the input are processed to retain a list of named locations,
a list of named storages, a list of named task templates, a named list of OVCs, and a list
of temporal constraints. The algorithm’s output is tailored for the OVC-solver, but is also
saved as a formatted text file. This file can be parsed by the solver to create and solve the
planning problem. Before that, advanced users can edit this file to add further or more complex
constraints, which were impossible to explain by natural language.

9.3 Experimental Results

For the evaluation, we defined four showcases illustrated in Fig. 9.6. These showcases are
based on the running example introduced in the Sec. 9.1. The complexity of the STAAMS
problem is increasing with each showcase and thus the difficulty of the linguistic constructs
to be used by the instructor. In detail, the showcases are: (1) Demonstration of the points
for the application of glue without any constraints. (2) Introduction of ordering constraints
between some of these glue points. (3) Introduction of task templates for the insertion of bolts
and temporal constraint between glue application and the bolt insertion. (4) Combination of
ordering constraints between glue points and temporal constraint on bolt insertion.

Figure. 9.5 illustrates the significant benefits of STAAMS optimization in this example. In
showcases 1 and 2, the OVC-based STAAMS solver reduces the makespan by 41% and 33%,
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Figure 9.5: Makespan vs. solving time for showcase 2 (gluing action in given locations with constraints on
the the ordering) compared to the showcase 1 (dropping the ordering constraints), single-arm
execution, and single-arm execution in the demonstrated order.

respectively, compared to a typical fixed task order given by an instructor - namely the order
used for multi-modal problem specification. Even for a single-arm robot, the STAAMS solver
reduces the makespan by 9%. This optimization is legitimate, because the constraints are
explicitly specified in the verbal instructions. In the following, we explain a typical OVC
representation of showcase 4 (see Fig. 9.6), present the results of our user study conducted on
ten participants (seven novice and three trained), and finally discuss the translation to different
workspaces.

9.3.1 OVC Problem Representation Example

Type of the task: Group of ordered simple tasks and tasks templates a1, ..., an (showcase 4, see
Fig. 9.6)
Sentence: First glue a small bolt here [showing location/pose] and then within 20 seconds make a point
here [showing location] and then make a point here [showing location] in 2 seconds.
OVC representation:

O1 = [[LA,RA], (gluepoint), [loc11]]

O2 = [[LA,RA], (pick, place), [[loc5, ..., loc10], loc11]]

O3 = [[LA,RA], (gluepoint), [loc12], (1.7, 2.3)]

StartsAfterEnd(O1, O2)

StartsAfterEnd([O1, O2], 20)

L = {’loc1’ : poseStamped, ..., ’loc12’ : poseStamped}
HS = {’small bolt storage’ :
{corners = [loc1, ..., loc4],

locations = [loc5, ..., loc10]}}
AG = {’glue a small bolt’ :

[Ot, Ot+1], StartsAfterEnd(Ot, Ot+1)}
L - location dictionary
HS - storage dictionary
AG - tasks templates dictionary
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a) b)

c) d)

Figure 9.6: Showcases: (a) demonstration and (b) abstract visualizations of showcase 2 and (c,d) showcase
4: Showcase 2 is a partially ordered set of point tasks (gluing a point), Showcase 4 represents
a partially ordered set of ‘gluing a point’ tasks, ‘gluing a small bolt’ task (green circle) and
‘gluing a big bolt’ task(orange squares). The task templates ‘gluing a small bolt’ is visualized
in Fig. 9.7 (top).

9.3.2 User Studies: Ease of Use and Benefits of Multimodality

To evaluate the ease of use of our system conveyed by the features described in Section 9.2.2,
we conducted a user study with seven novice users. We provided them with an instructional
video1 (8 min. in duration) of our system and a list of linguistic constructs they can use. We
explained to them that their linguistic input has to be accompanied by a physical demonstration
and that the location references should roughly occur at the same time and in the same order
as the linguistic description. As a part of the instructional video, we showed three simple
examples with increasing complexity. Users then had to fulfill all given tasks. Mistakes were
corrected immediately. We measured the number of trials to achieve a successful specification
and the time required for individual showcases (see Table 9.1). The average time per single
OVC or constraint definition for all showcases was between 1 to 3 s.

We performed user studies with seven novice users and three trained users to compare
teaching using our multi-modal input method with the conventional textual specification. The partici-
pants were asked to specify the showcase 3 using the simplified textual notation similar to the
STAAMS solver’s Python API. We provided the users with a visual diagram of the showcase
(see Fig 9.6) including the location names necessary to specify the task. Thus, assuming the
locations are already known to the system. This enables the user to concentrate on the task
of specifying OVCs and constraints. The experiment with this simplification was used to find

1Video available at http://behrens-jan.de/phd-thesis-mat/

http://behrens-jan.de/phd-thesis-mat/
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Figure 9.7: (a) A task template “glue a small bolt” described by a sentence “First glue a point here then

pick a bolt from a small bolt storage then place it to the same location”. (b) Resulting tree
(abstract representation of sentence) gained from parsing the sentence “First glue a small bolt
here then within 5 seconds make a point here for 2 seconds.” The task template “glue a small
bolt” is reused in this sentence.

Table 9.1: Ease of use evaluation on 4 showcases (7 novice users).

Showcase SC1 SC2 SC3 SC4
# of actions 23 29 61 68

# Trials to success 1 2.4 2 1
Time (novice) [s] 37± 13 70 ± 7 158± 34 173 ± 5

Time per action [s] 1.6 2.4 2.59 2.54

a lower bound on the time needed for the textual specification of the showcase (see results in
Table 9.2).

The usage of templates reduced the time for the multi-modal task specification by 17% and
48% (novice and trained users) compared to the specification without templates. Overall, the
proposed multi-modal method was approximately 8x quicker than the textual specification
method. As can be seen in Fig. 9.8, the definition of task templates takes significant time for
novice users in the beginning of the demonstration, but allows more than 25% reduction of
the time for item definition. Trained users specify new templates very effectively. All users
reported that using templates was very convenient and they would not like to use a system
without this feature.

Table 9.2: Benefits of multi-modality (7 novice, 3 trained users).

SC3 Multi-modal spec. (our) Textual
spec.

speed-up

Time [s] Templates No tem-
plates

Novice 158 ± 34 186 ± 23 911 ± 242 (6.4±3.1)x
Trained 59 ± 4 113 ± 12 540 ± 36 (9.2±0.2)x
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Figure 9.8: Cumulative time per OVC/constraint vs. number of defined OVCs/constraints in showcase 3
for seven untrained (average and standard deviation) and trained users with/without using
action templates. It can be seen, that using task templates significantly reduces the time for
the overall task specification for all users alike.

9.3.3 Translation to Different Workspaces

The demonstration of the task is generally not executed in the robot’s workspace and should
be transferable to other workspaces. To solve and execute a previously given task with a robot
in a different workplace setup, the reference frames of the workpieces and storages have to be
detected (e.g., by an RGB-D sensor overlooking the workspace) or defined manually. However,
the placement of the workpieces is not trivial. First, all poses need to be reachable by at least
one robot with the right capabilities for the task. A gluing task, for example, requires that
a robot with a glue gun can reach the location to execute the task. For a given placement it
is possible to check this condition in a time linear to the number of locations, but finding a
feasible placement automatically is not straight forward. This is due to the binary feedback that
is provided by common inverse kinematic solvers (solution for pose found/not found). From
this, it is not possible to deduct how to shift the workpiece to make this location reachable. In
general, the placement also has an impact on the achievable plan quality, i.e., how effectively
the robot operation can be optimized for a given placement. This, however, is out of the scope of
this thesis. Instead, we developed a simple method to validate a given placement by checking
and visualizing the reachability for every location on the workpiece.
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Chapter 10

Conclusions

In this thesis, we narrowed the gap between product design and efficient production. The
automatic generation of optimized robot programs is the key tool. We achieved this by integrat-
ing scheduling and motion planning into one formalism, which outperformed the decoupled
approaches significantly. Our proposed Simultaneous Task Allocation And Motion Scheduling
(STAAMS) solver can help to reduce the setup times of new production facilities. It can also
help to make existing plants more flexible. We embedded our solver into a system for specifi-
cation, optimization, and execution of industrial manufacturing tasks. We see our contribution
as an enabler for mass customization. Companies with a highly flexible production system can,
for example, react to orders from customers, i.e., produce directly to their specifications. SMEs
with ever-changing products can easier robotize their production. External events like the
COVID-19 pandemic can also spark the demand for certain products (face-masks, disinfection
chemicals, etc.) such that a change in production might be worthwhile or obligatory.

We made several contributions beyond the state-of-the-art:

• In Chap. 7, we proposed a CP-based scheduling system composed of a general task descrip-
tion language and a flexible multi-robot model. A constraint solver is used to optimize the
makespan or other costs of the robot’s operation while allocating and scheduling all tasks.
Our approach is globally optimal (within the given discretization) and probabilistically
(resolution) complete (if a solution exists, we will find it eventually). The solutions are
guaranteed to be executable, i.e., the tasks are fulfilled, the robot schedules are collision-
free, and the motions are feasible. With this contribution, we answer the first research
subquestion, namely, how high-level manufacturing logic and low-level robot control can
be integrated into an optimization formalism to produce valid robot schedules.

• In Chap. 8, we presented an algorithm suitable to coordinate the execution of any schedule
produced by our scheduling system. It accounts for minor execution uncertainties (e.g.,
caused by communication overhead). However, it expects deterministic execution of the
subtasks. We showed how a multi-robot schedule can be, under certain assumptions, be
safely deployed on a multi-robot system. This answers the second research subquestion.

• In Chap. 9, we showed that we could specify problems for the previously described solver
using natural language and demonstration. This illustrates how the use of advanced
planning and scheduling techniques can be simplified and made ready for widespread
adoption. Thus, it would be an asset for SMEs or anyone who wants to use a (collabo-
rative) robot as a tool for frequently changing tasks. We identify natural language and
demonstrations with a tracked handheld tool as useful modalities for specifying manufac-
turing tasks, which answers the last research subquestion. In the future work, this might
be extended with a graphical user interface and other live feedback for the user, which
was out of the scope of this thesis.
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Overall, our results show that our proposed system can improve the efficiency of manufacturing
plants and especially the process of setting up new plants. This answers the main research
question. We provide prototypical implementations of wide parts of the system to the public1.

Despite the positive results presented in each part of the thesis, there are limitations to
the current applicability of the system in productive setups. One limitation is the open-loop
execution of the activities. Actually, most automation systems work largely in this way, but more
flexible systems of the future will need to close the loop (e.g., by visual servoing) to achieve
robustness without excessive process tuning by engineers. However, such processes will show
higher uncertainty, which should be considered throughout.

10.1 Future Work

The results reported in this thesis are in essence tools to program robots faster and gain better
performance. However, the system could be extended in a few dimensions to make it more
general, faster, and easier to use.

The central part is the proposed STAAMS solver, which takes a (robot agnostic) task de-
scription and necessary information about the robot to create an optimized schedule. In this
thesis, we assume that tasks are specified using a set of (arm) trajectories of which one must
be executed (alternatives). From these trajectories, the occupied volume per trajectory segment
is calculated and used for the scheduling. To make the results more general, we want to add
support for tasks with uncertain trajectories. This is important to accommodate, for example,
reactive control strategies such as force-controlled assembly tasks or visual servoing tasks.

The STAAMS solver is based on constraint programming. We implemented a search strat-
egy facilitating randomization and Luby restarts (Luby, Sinclair, and Zuckerman, 1993), which
is known to alleviate the heavy-tailed behavior of backtracking searches (e.g., caused by trash-
ing due to early wrong decisions). Additionally, we grouped the variables into semantically
coherent batches and order these to let the solver follow the problem hierarchy when solving
the problem. We performed empirical tests, which confirmed that the influence of such an
ordering is substantial. Our search strategy performs well on a wide range of test problems.
However, we cannot claim that we found the best strategy, and nothing prevents our solver
from exploring the same search branch again or that the same failure is found again. Thus, we
believe that the efficiency of our solver could be improved by two complementary approaches:

• In learning-based approaches, the solver can facilitate discovered facts. Therefore, the
solver will record the conflicts it encountered during the search. These can be exploited
to find combinations of variables and values, which inevitably lead to a failure (i.e.,
empty domains). These sets are called no-goods (Lecoutre et al., 2009) and basically are
redundant constraints, which may help the search by preventing the rediscovery of the
no-goods in the next search branch, i.e., by adding no-goods to the original problem, we
can prevent making the same mistakes again. The price of this is that more constraints
have to be handled and checked by the solver, which increases the complexity of constraint
propagation.

• Another approach to make CP more efficient takes the problem structure into account
(looking ahead). Causal graphs have been used to find and exploit tractable structures
in constraint networks (Dechter, 2006). One example are cycle-cut-sets: a set of variables
which when defined remove all cycles from the constraint network and make it thus
solvable without backtracking, i.e. in polynomial time. In general, the term backdoor
describes the distance to a problem which is solvable in polynomial time (Dechter, 2006;
Kronegger, Ordyniak, and Pfandler, 2019).

1All materials available at http://behrens-jan.de/phd-thesis-mat/

http://behrens-jan.de/phd-thesis-mat/
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These ideas might help to make STAAMS solving more efficient. Either we discover better
search strategies by analyzing the problem structure or by proving and using new facts about
the problem at hand during the search.

The proposed execution framework works in a completely deterministic environment, which
is enough to evaluate our solver or to create robot schedules for industrial production scenarios.
However, a layer of robustness can be added to the system by facilitating reactive behavior con-
trol and monitoring. This would allow to operate safely also in more stochastic environments.
Additionally, the schedules should allow some flexibility for the execution engine (as discussed
in (Cashmore et al., 2019)). This blends in nicely with the late-commitment strategy popular in
CP.

The input for our STAAMS solver consists of a set of activities (represented by Ordered
Visiting Constraints, etc.) together with constraints describing the task logic (e.g., glue has to
be applied before a bolt is inserted). The task specification allows for a lot of flexibility, which
is used for optimization (e.g., task variant selection, task allocation, task ordering). Instead of
creating this task representation by hand, it might be useful to generate it from a goal state (e.g.,
an IKEA chair is assembled). This could be done by connecting a partial order planner like
UCPOP or POPF (Coles et al., 2010).

Extending our multi-modal programming work, i.e., defining STAAMS problems using
natural language and demonstrations, can be done in several ways. First of all, the definition
process would benefit from more interactivity. The system could run the STAAMS solver as
soon as a valid problem definition is reached and show the resulting schedules and statistics to
the user. Closing the feedback loop to the user by such a visual user interface and a dialogue
system, would enable the user to recognize and correct errors directly during demonstration.
The understanding and situational awareness could also be improved. We would like to include
hand and finger gestures and detect tools from RGB-D data to make the demonstrations more
natural and avoid the usage of an external tracking system. Thirdly, we would extend the system
to teach more artifacts to the system. This includes additional task types with more/different
parameters, but also preferences, optimization criteria, constraints, heuristics, etc.

10.2 Closing Thoughts

Coordinating multiple robots is a problem with many different facets, which are conventionally
represented with separate formalisms and reasoned upon in separate sequential procedures.
The result from each procedure is taken as input for the next step. Clearly, this can lead to a
very inefficient situation (especially when many early decisions lead to failures in subsequent
steps).

To alleviate this, we represent combinatorial decisions (task allocation, ordering), robotic
motions (effective and supportive motions), temporal planning (multiple actors working in par-
allel, task durations), temporal profile of space occupancy, manufacturing tasks, etc. in one
formalism based on constraint programming. All knowledge is represented in the same frame-
work and the propagation of information is at the core of constraint programming. Because of
that, it was possible to integrate the above-mentioned heterogeneous planning and scheduling
problems as a constraint program and achieve superior communication among the subprob-
lems. This enables not only finding schedules for a given problem, but also the optimization of
different quality criteria (makespan, sum of costs. etc.).

Our approach supports also a descriptive specification of the problem. It gives rise to many
definition methods (e.g., through natural language and demonstrations or by a partial order
planner). Especially, our approach allows to specify the task requirements independently in
a descriptive way (e.g., separate task and robot descriptions foster modularity and thus, for
example, transferring tasks to different robots).
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