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Zusammenfassung

Diese Dissertation befasst sich mit einer approximativen Methode, genannt “Expectation
Propagation”, zur Inferenz über a posteriori Wahrscheinlichkeitsverteilungen, welche aus
der Bayesschen Formulierung von nicht-linearen inversen Problemen entstehen. Die
Methode berechnet sehr effizient Approximationen von a posteriori Erwartungswert
und Kovarianz, welche die Lösung des inversen Problems zusammen mit quantifizierten
Unsicherheiten darstellen. Sowohl theoretische Eigenschaften des iterativen Algorithmus
als auch eine effiziente Implementierung für inverse Probleme eines projektiven Typs
werden diskutiert. Die Methode wird anhand von zwei typischen inversen Problemen mit
Sparsity-Bedingungen illustriert: elektrischer Impedanztomographie mit dem vollständigen
Elektrodenmodell und inverser Streuung mit Nahfeld-Messungen. Numerische Ergebnisse
für beide Problem basierend auf experimentellen Daten werden präsentiert und mit den
Ergebnissen einer Markov Chain Monte Carlo Methode verglichen. Die Resultate zeigen,
dass Expectation Propagation akkurat und hocheffizient ist.
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Abstract

In this thesis, we study a fast approximate inference method based on a technique called
“Expectation Propagation” for exploring the posterior probability distribution arising
from the Bayesian formulation of nonlinear inverse problems. It is capable of efficiently
delivering reliable posterior mean and covariance estimates, thereby providing a solution
to the inverse problem together with quantified uncertainties. Some theoretical properties
of the iterative algorithm are discussed, and an efficient implementation for an important
class of problems of projection type is described. The method is illustrated with two typical
nonlinear inverse problems, electrical impedance tomography with complete electrode
model and inverse scattering, under sparsity constraints. Numerical results for both with
experimental data are presented, and compared with those by a Markov chain Monte
Carlo method. The results indicate that the method is accurate and computationally
highly efficient.
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CHAPTER 1

Introduction

In this work, we study a statistical method, Expectation Propagation (EP), for inferring
the mean and covariance of posterior distributions arising in the Bayesian formulation of
either linear or nonlinear inverse problems. In contrast to popular Markov chain Monte
Carlo (MCMC) methods [Gilks et al., 1996, Liu, 2008], the EP is far less computationally
demanding (by a factor of 100 to 1000) and highly parallelizable, yet with little compromise
in accuracy [Opper and Winther, 2005]. To the best of our knowledge, we are the first to
apply EP to nonlinear inverse problems constrained by a partial differential equation.
The Bayesian approach has received increasing attention in recent years due to its

distinct features [Kaipio and Somersalo, 2005] compared to conventional deterministic
inversion techniques. In this work, we are interested in the fast exploration of the resulting
Bayesian posterior. First, briefly recall the fundamentals of the Bayesian approach. The
Bayesian formulation is a way to capture an (inverse) problem and additional information
in mathematical/statistical terms. To exemplify this, let us consider the inverse problem
of Electrical Impedance Tomography.

Electrical Impedance Tomography (EIT) is an imaging modality to recover an image of
the electric conductivity inside an object by measurements on its surface. To this end,
multiple electrodes are attached to the object, electric current is injected through the
electrodes and the resulting potentials are measured on the same electrodes at the same
time. This is repeated for different patterns of electric current, which we suppress for
notational simplicity. The potentials on all electrodes for all injected current patterns
are recorded in the vector U ∈ Rm. The conductivity inside the object is a function
on the domain of the object. We here use the discretized conductivity σ ∈ Rn from a
Finite Element Method. We can then define a mapping F from a conductivity σ inside
the object to the potentials U by means of an elliptic partial differential equation. See
section 6.1 and appendix B for details on EIT and the mathematical formulation.

The first substantial Bayesian modeling in EIT imaging was presented by Nicholls and
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1. Introduction

Fox [Nicholls and Fox, 1998] and [Kaipio et al., 2000]. In particular [Kaipio et al., 2000]
applied the Bayesian approach to EIT imaging, and systematically discussed various
computational issues. [West et al., 2004] studied the Bayesian formulation in medical
applications of EIT, with an emphasis on incorporating explicit geometric informa-
tion, e.g., anatomical structure and temporal correlation. The proper account of dis-
cretization errors and modeling errors has also received much recent attention; see e.g.,
[Arridge et al., 2006, Nissinen et al., 2008]. In [Dardé et al., 2013] the body shape is ap-
proximated simultaneously with the conductivity. We refer to [Watzenig and Fox, 2009]
for an overview of the status of statistical modeling in EIT imaging.

Due to noise in the measurements and other errors, we assume that the actual measure-
ments U δ are contaminated by additive noise ζ, such that U δ = F (σ) + ζ. We further
assume that ζ follows an independent and identically distributed Gaussian distribution
with zero mean and inverse variance α. This is a quite common assumption and usually
not too far from reality. The Gaussian model is often justified by appealing to the central
limit theorem. See chapter 6 for a check of this assumption.
Then the likelihood function p(U δ|σ) reads

pU |Σ(U δ|σ) ∝ e−
α
2
‖F (σ)−Uδ‖22 .

The likelihood function encodes the probability to measure U δ provided that the conduc-
tivity is σ.
We emphasis that this formulation works for any problem that can be encoded into a

(nonlinear) equation
F (σ) = U δ, (1.1)

because no special structure of F has been assumed. In chapter 6, we will evaluate
Expectation Propagation with two different applications, each providing a different
operator F .
The second ingredient of the Bayesian formulation is the prior distribution p(σ). It

encodes our a priori knowledge, e.g. physical constraints, on the sought-for conductivity
distribution σ. The main role of the prior p(σ) is to regularize the ill-posedness inherent to
the model (1.1) so as to achieve a physically meaningful solution [Franklin, 1970]. Hence
the effect of the prior p(σ) is pronounced for ill-posed and under-determined problems;
its influence will vanish for a well-posed, invertible F as the noise-level tends to zero.
There are many possible choices of the prior distribution p(σ), depending on the desired
qualitative features of the sought-for solution: globally smooth, sparse (with respect to
a certain basis), blocky and monotonic. One popular choice is the smoothness prior
p(σ) = N(x,m0, C0) based on a Gaussian distribution with mean m0 and a certain
covariance C0.
In the case of EIT, there are multiple a priori information.
First, the conductivity is point wise non-negative due to physical constraints. Mathe-

matically, the forward model (6.1) degenerates if the conductivity tends to zero. Thus
we enforce strict positivity on the conductivity σ, i.e. on each component of its linear
discretization, using a probability given by the characteristic function χ[Λ,∞](σi) with a
small positive constant Λ.
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1. Introduction

Second, we assume that the conductivity consists of a known (but possibly inhomoge-
neous) background σbg ∈ Rn plus some small inclusions. As is now widely accepted, one
can encapsulate this “sparsity” assumption probabilistically by using a Laplace prior on
the difference σ − σbg of the sought-for conductivity σ from the background σbg:(

λ
2

)n
e−λ‖σ−σ

bg‖1 ,

where λ > 0 is a scale parameter, playing the same role of a regularization parameter
in regularization methods. Intuitively, the 1-norm ‖x‖1 =

∑
|xi| penalizes many small

deviations from σbg stronger than a few big deviations, thereby favoring small and localized
inclusions. We would like to note that in order to enhance the cluster structure of typical
inclusions, one may also incorporate a smooth prior, which would also fit the presented
framework nicely. A different approach to sparsity in the Bayesian formulation can be
found in [Kolehmainen et al., 2012].
Together, we arrive at the prior distribution

p(σ) =
(
λ
2

)n
e−λ‖σ−σ

bg‖1
n∏
i=1

χ[Λ,∞](σi).

To combine the likelihood distribution with the prior distribution, we take advantage
of Bayes’ theorem

p(σ|U δ) =
p(U δ|σ)p(σ)

p(U δ)
,

which is the namesake for the Bayesian formulation. The distribution p(σ|U δ) is called
posterior distribution and provides us with the probability of the sought-for conductivity σ
given the measured U δ. The nominator p(U δ) is usually hard to come by, but fortunately
constant for a fixed measurement U δ. We hide this constant inside the proportionality of

p(σ|U δ) ∼ e−
α
2 ‖F (σ)−Uδ‖22e−λ‖σ−σ

bg‖1
n∏
i=1

χ[Λ,∞](σi). (1.2)

The Bayesian formulation is very flexible and can be used for a multitude of problems.
Different noise models, such as impulsive, salt-and-pepper, Poisson or Gamma noise
instead of Gaussian noise are possible. The choice of common prior distributions is even
larger: Normal distributions, sparsity-enforcing Laplace distributions, box-constraints,
(anisotropic) smoothness, total variation, etc.

It is usually impossible to explore or visualize the complete posterior distribution,
because the unknown, here the conductivity σ, is very high-dimensional and evaluation of
the posterior distribution is costly. Instead of exploring the full posterior distribution, one
then has to resort to extremal or summarizing information. Based on the EIT problem,
one may ask: Which conductivity can best explain my measured data? This corresponds
to the mathematical problem of finding the maximizing σ of the posterior p(σ|U δ), called
the maximum a posterior (MAP) estimate, i.e. the conductivity with maximal probability
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1. Introduction

under the measurements. The maximizer σMAP of (1.2) is given by

σMAP = arg min
σ>Λ

1
2‖F (σ)− U δ‖22 +

λ

α
‖σ − σbg‖1

and leads to the fruitful field of Tikhonov regularization and optimization techniques.
See [Gehre et al., 2012] for details regarding Electrical Impedance Tomography in the
Tikhonov setting. However, it only yields information about one point estimate from an
ensemble of many equally plausible explanations, and further, it completely ignores the
uncertainties associated with a particular solution.
Another summarizing question arises: What is the average of all conductivities ex-

plaining my data and how different are they? For the first part of this question, the
average or mean conductivity can be calculated by m =

∫
Rn p(σ|U

δ)σ dσ. This estimate
is called conditional mean (CM) in contrast to the MAP estimate. It is an overlay
of all conductivities weighted by their respective probabilities so that more probable
conductivities will be dominant in the resulting mean. The second part of the question,
about uncertainty, is closely related to the mathematical concept of covariance, which can
be calculated by C =

∫
Rn p(σ|U

δ)(σ−m)(σ−m)t dσ. The covariance matrix contains the
variance, amongst others, which summarizes how far the different reasonable conductivities
are spread out, weighted by their respective probability. If the variance is high, very
different conductivities are reasonable candidates, i.e. our level of certainty about the
conductivity is low. If the variance is low, all candidates conductivities are quite alike and
we have a good picture on how the true conductivity looks like. In the above formulation,
the variance is mainly influenced by the inverse noise level α, the strength of our prior
knowledge λ and the structure of the EIT operator F , which carries more information
about conductivity near electrodes.
To shed some light on the differences between MAP and CM estimates, one can use

the Bayes cost formalism [Lehmann and Casella, 1998]. We just introduced the two
estimators ΨCM(U δ), yielding the conditional mean of the conductivity for data U δ, and
ΨMAP(U δ), yielding the MAP estimate of the conductivity. The Bayes cost of an estimator
Ψ is defined by ∫ ∫

L(σ,Ψ(U δ))p(U δ|σ) dU δp(σ) dσ,

where L defines a cost functional comparing the exact unknown with the result of the
estimator. The estimator Ψ is called a Bayes estimator of the cost function L, if it
minimizes the Bayes cost. The CM estimator ΨCM is the Bayes estimator for the cost
function L(u, ũ) = ‖u− ũ‖22. Previously, the MAP estimator has only been regarded as
the asymptotic Bayes estimator of the cost function

Lε(u, ũ) =

{
0 ‖u− ũ‖∞ ≤ ε
1 otherwise

for ε → 0. It seems that just recently, a proper cost function has been discovered,
which has the MAP estimator as its Bayes estimator. It is based on Bregman distances.
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1. Introduction

An article is still in preparation, but information may be found on the websites of the
authors M. Burger and F. Lucka. In summary, both the CM and MAP estimates are
theoretically optimal for a certain cost function. We focus on the CM problem, because
the covariance, which is only available in that context, carries important information to
quantify uncertainty.
Numerically, the computation of the conditional mean m and covariance C

m =

∫
Rn
p(σ|U δ)σ dσ

C =

∫
Rn
p(σ|U δ)(σ −m)(σ −m)t dσ

is intractable by means of classical numerical quadrature rules, except for the case of very
low-dimensional problems, e.g., n = 1, 2. Instead, one can either resort to sampling through
Markov Chain Monte Carlo (MCMC) methods [Gilks et al., 1996, Liu, 2008], or (deter-
ministic) approximate inference methods, e.g., variational approximations [Beal, 2003,
Jin, 2012]. The MCMC constructs a Markov chain with the posterior distribution as its
stationary distribution, and draws samples from the posterior by running the Markov
chain, from which the sample mean and sample variance can be readily computed. In
principle, the MCMC can be made arbitrarily accurate by running the Markov chain long
enough. However, generally the convergence of the MCMC chain is nontrivial to diagnose
and an accurate estimate would require a fairly large number of samples, which unfortu-
nately is usually very expensive. This is especially true for inverse problems modeled by
partial differential equations, where each sample invokes evaluating the likelihood function
and thus one solution of the PDE. Two MCMC methods are presented in chapter 4 and
serve as a ground truth to compare Expectation Propagation against.

Approximate inference methods often approximate the posterior with computationally
more tractable distributions, typically involving a sequence of more tractable optimiza-
tion/integration problems. The accuracy of approximate methods depends crucially on
the adopted simplifying assumptions, but generally cannot be made arbitrarily accurate.
Nonetheless, often they can offer a reasonable approximation within a small fractional of
computing time needed for the MCMC, and therefore have received increasing attention
in practical applications.
In this work, we study the EP method [Minka, 2001a, Minka, 2001b] for numerically

exploring the posterior distribution. It is of deterministic optimization nature. Algorith-
mically, it iteratively adjusts the iterates within the Gaussian family by minimizing the
Kullback-Leibler divergence and looping over all the factors in likelihood/prior in a manner
analogous to the classical Kaczmarz method for solving linear systems of equations. The EP
generally delivers an approximation with reasonable accuracy [Opper and Winther, 2005]
while being faster than MCMC methods by a factor of up to 1000.

Our main contributions are as follows. Theoretically, we discuss well-definedness of
the EP method in the multi-dimensional case (Theorem 3.3.4), which extends a known
result [Seeger, 2008]. We provide additional theoretical insight into the algorithm for some
problems with special structures. Algorithmically, we propose a coupling of the EP method
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with an iterative linearization strategy to handle nonlinear inverse problems. Further,
numerical results for two representative nonlinear inverse problems, Electrical Impedance
Tomography (EIT) with real experimental data on a water tank and Inverse Scattering,
under sparsity constraints, will be presented. To the best of our knowledge, this represents
the first application of the EP method to PDE-constrained inverse problems. Finally, we
devise an automated and computationally efficient rule to choose necessary regularization
parameters by coupling the Maximum-Likelihood principle with Expectation Propagation.

In chapter 2, we recall some preliminary results and necessary statistical concepts. Chap-
ter 3 motivates and introduces Expectation Propagation, spells out the implementation for
posterior distributions of the from (1.2), and provides theoretical results on convergence
of EP. The MCMC method for comparison of computational time and accuracy of EP
is introduced in chapter 4. In the following chapter 5, a heuristic choice of the prior
parameter λ is presented and realized by means of EP. Chapter 6 provides numerical
results for two popular nonlinear inverse problems, Electrical Impedance Tomography
with the Complete Electrode Model and Inverse Scattering with near-field measurements,
from experimental data. The results of Expectation Propagation are compared to those
of MCMC methods. The final chapter 7 summarized the main points of this thesis and
provides an outlook into further topics.
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CHAPTER 2

Preliminaries

In this part, we recall several preliminary results on probability theory and related subjects
[Feller, 1968, Feller, 1971, Chung, 1974].

2.1. Probability distributions

A probability distribution over a measure space X assigns a probability to each subset of
X.

Definition 2.1.1 (Probability distribution). A measure µ on a Borel measurable space
X is a probability distribution, if

µ(X) = 1.

Many probability distributions can be described by a density function.

Definition 2.1.2 (Probability density function). Let µ be a probability distribution on
X. If

µ(A) =

∫
A
p(x) dx

for all A ⊂ X, then p : X → [0; 1] is the unique probability density function (pdf) of µ.

The Radon-Nikodym theorem gives a characterization of the existence of a density
function [Shilov et al., 1977].

If we know a probability density function only up to a multiplicative constant, we call
it unnormalized or normalizable.

Definition 2.1.3 (Unnormalized probability density function). We call p : X → R an
unnormalized probability density function, if p∫

X p(x) dx
is a probability density function.

7



2. Preliminaries

Especially when
∫
X p(x) dx = 0 or

∫
X p(x) dx =∞, p is not an unnormalized probability

density function.
To summarize the shape of a probability density function, we will use mean (or expected

value) and covariance.

Definition 2.1.4 (Expectation). Let p be an (unnormalized) probability density function
and f : X → Rn. We call

E
p
[f(x)] =

∫
X p(x)f(x) dx∫
X p(x) dx

the expectation of f under p, if the integrals exist.

In the following sections, the measure space X is Rn. The expectation Ep[x] is called
the mean or expected value of the probability density function p and

Var
p

[x] = E
p
[(x− E

p
[x])(x− E

p
[x])t] = E

p
[xxt]− E

p
[x] E

p
[x]t

denotes the covariance matrix of p.

Lemma 2.1.5 (Linearity of expectation). The expectation operator E is linear, i.e.

E
p
[Ax+ b] = AE

p
[x] + b

for any probability density function p : Rn → R, matrix A ∈ Rn×n and vector b ∈ Rn.

The covariance matrix is symmetric and positive definite, which is ensured by the next
lemma.

Lemma 2.1.6. Let p : Rn → R be a probability density function with a support of positive
measure. If the variance Varp[x] exists, then it is positive definite.

Proof. It suffices to show vt Varp[x]v > 0 for every nonzero vector v ∈ Rn. Let U = {x ∈
supp(p) : vt(Ep[x]−x) 6= 0}. The complement set supp(p)\U = {x ∈ supp(p) : vt(Ep[x]−
x) = 0} lies in a co-dimensional one hyperplane in Rn, thus it has only zero measure.
This together with the positive measure assumption of the support supp(p), the set U has
positive measure. Therefore, vt Varp[x]v ≥ 1∫

p(x) dx

∫
U p(x)(vt(Ep[x]− x))2 dx > 0.

2.2. Normal distribution

The normal distribution, also called Gaussian distribution, is the most common probability
distribution. It is extremely important in statistics and has applications well beyond.

Definition 2.2.1 (Normal distribution). Let m ∈ Rd and C ∈ Rd×d be symmetric positive
definite. Then a random variable X is said to follow the normal distribution with mean
m and covariance C if its probability density function is given by

N(x,m,C) =
1

(2π)
d
2 (detC)

1
2

e−
1
2

(x−m)tC−1(x−m).

8



2. Preliminaries

The next result asserts that the product and the ratio of two normal distributions
remains a normal distribution (up to a multiplicative constant). The proof follows from
direct computation, and hence is omitted.

Lemma 2.2.2. Let ma,mb ∈ Rd, and Ca, Cb be symmetric positive definite matrices in
Rn×n. Then there is some constant c1 > 0, such that

N(x,ma, Ca) ·N(x,mb, Cb) = c1N(x,mc, Cc)

for all x ∈ Rn with

Cc = (C−1
a + C−1

b )−1

mc = Cc(C
−1
a ma + C−1

b mb).

If additionally C−1
b − C

−1
a is positive definite, then

N(x,mb, Cb)

N(x,ma, Ca)
= c2N(x,md, Cd)

with some constant c2 > 0 and

Cd = (C−1
b − C

−1
a )−1

md = Cd(C
−1
b mb − C−1

a ma).

A product of a normal distribution with a positive function is called “tilted normal
distribution”. It turns out that the mean and covariance of a tilted normal distribution
can be alternatively characterized by the gradient and Hessian of EN(x,m,C)[f(x)].

Lemma 2.2.3. Let N(x,m,C) be a normal distribution over Rn and f ∈ C1(Rn) a
positive function. Then mean mf and covariance Cf of the unnormalized tilted distribution
f(x)N(x,m,C) are given by

mf = E
N(x,m,C)f(x)

[x] = C

(
∇m log E

N(x,m,C)
[f(x)]

)
+m,

Cf = Var
N(x,m,C)f(x)

[x] = C

(
∇2
m log E

N(x,m,C)
[f(x)]

)
C + C.

Proof. Let Z = EN(x,m,C)[f(x)]. Then we show the first assertion by

∇mZ =
1

Z

∫
∇m

1

(2π)d/2
√
|C|

e−
1
2

(x−m)tC−1(x−m)f(x) dx

=
1

Z

∫
1

(2π)d/2
√
|C|

e−
1
2

(x−m)tC−1(x−m)C−1(x−m)f(x) dx

= C−1

(
E

N(x,m,C)f(x)
[x]−m

)
.
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The second last equation follows from [Petersen and Pedersen, 2008][eq. 86]. For the
second assertion, we derive

∇m (∇mZ)t = ∇m
1

Z

∫
1

(2π)d/2
√
|C|

e−
1
2

(x−m)tC−1(x−m)f(x)(x−m)tC−1 dx

=
−∇mZ
Z2

∫
1

(2π)d/2
√
|C|

e−
1
2

(x−m)tC−1(x−m)f(x)(x−m)tC−1 dx

+
1

Z

∫
1

(2π)d/2
√
|C|

e−
1
2

(x−m)tC−1(x−m)f(x)C−1(x−m)(x−m)tC−1 dx

− 1

Z

∫
1

(2π)d/2
√
|C|

e−
1
2

(x−m)tC−1(x−m)f(x)C−1 dx

= −C−1 E
N(x,m,C)f(x)

[x−m] E
N(x,m,C)f(x)

[x−m]tC−1

+ C−1 E
N(x,m,C)f(x)

[(x−m)(x−m)t]C−1 − C−1

= C−1 E
N(x,m,C)f(x)

[(x−mf )(x−mf )t]C−1 − C−1.

2.3. Laplace distribution

Another popular choice for noise and prior distributions is the Laplace distribution. There
are multiple ways to define the Laplace distribution in the multi-dimensional setting
[Eltoft et al., 2006, Kotz et al., 2001]. We follow the path of using the 1-norm as multi-
dimensional generalization of the absolute value function in the style of l1-penalization.

Definition 2.3.1 (Laplace distribution). A d-dimensional random vector X is said to
follow the Laplace distribution with mean µ ∈ Rd and scale λ > 0 if its probability density
function is given by

Laplace(x, µ, λ) =

(
λ

2

)d
e−λ‖x−µ‖1

where ‖x‖1 =
∑d

i=1 |xi|.
Its probability density function is depicted in fig. 2.1.
The Laplace noise model is especially suited to data with a significant amount of

outliers due to its salient robustness [Clason and Jin, 2012]. Used as a prior distribution,
it propagates sparsity. It is well known that penalizing with the 1-norm promotes vectors
with less but higher entries over vectors with many but small entries. The 1-norm can be
viewed as a convex relaxation of the 0-“norm”, ‖x‖0 = |{i : xi 6= 0}|, which counts the
number of non-zero entries.

Lemma 2.3.2 (Moments of Laplace distribution). The mean and covariance of a Laplace
distribution with mean µ ∈ Rd and scale λ > 0 are given by

E
Laplace(x,µ,λ)

[x] = µ

10





CHAPTER 3

Expectation Propagation

In this chapter, we describe the expectation propagation (EP) algorithm for approximate
Bayesian inference. We begin with the basic theory, and then discuss some properties.

3.1. Idea

The goal of the EP algorithm [Minka, 2001a, Minka, 2001b] is to construct a Gaussian
approximation p̃(x) to a generic probability density function p(x). This allows to infer ap-
proximately about the structure of p. To this end, we first factorize the target distribution
p(x) into

p(x) =
∏
i∈I

ti(x),

where I is a finite index set for the factors, which is often omitted below for notational
simplicity. The specific way to choose the factorization is dependent of the application.
We will comment on this issue in chapter 6. Then a Gaussian approximation t̃i(x) to
each factor ti(x) is sought after by minimizing the difference between the following two
distributions ∏

j

t̃j(x) and ti(x)
∏
j 6=i

t̃j(x)

for every i ∈ I. Following [Minka, 2001a], we measure the difference between two probabil-
ity distributions p and q by the Kullback-Leiber divergenceDKL(p, q) [Kullback and Leibler, 1951]
defined by

DKL(p, q) =

∫
p(x) log

p(x)

q(x)
dx.

In view of Jensen’s inequality Ep[φ(Y )] ≥ φ(Ep[Y ]) for convex φ, the Kullback-Leibler
divergence DKL(p, q) is always nonnegative. To see this, set φ(t) = − ln t and Y = q

p .

12



3. Expectation Propagation

Then DKL(p, q) = Ep[φ(Y )] ≥ φ(Ep[Y ]) = 0 follows. It vanishes if and only if p = q almost
everywhere. However it is not symmetric and does not satisfy the triangle inequality,
and thus it is not a metric. The Kullback-Leibler divergence DKL(p, q) measures the
information loss when p is approximated by q; it is used in many other approximations,
see [Beal, 2003, Jordan et al., 1999] and sec. 3.8.
Specifically, we update the factor approximation t̃i(x) by

t̃i = arg min
q̃ Gaussian

DKL

ti∏
j 6=i

t̃j , q̃
∏
j 6=i

t̃j

 . (3.1)

Intuitively, the goal of the update t̃i(x) is to “learn” the information contained in the
factor ti(x), and by looping over all indices, hopefully the essential characteristics of the
posterior p(x) are captured. We observe that even though each update involves only a
“local” problem, the influence is global due to the presence of the term

∏
j 6=i t̃j(x). Before

proceeding to the derivation of the precise update formulas, we would like to mention
that there are possible choices other than the Kullback-Leibler divergence, e.g., the
symmetrized Kullback-Leibler divergence and α-divergence. We refer interested readers
to [Minka, 2005] for insightful expositions on their differences.

3.2. Minimizing DKL and basic algorithm

The central task in the EP algorithm is to compute the minimizers to the Kullback-
Leibler divergences, i.e., Gaussian factors t̃j(x). To this end, we first consider the general
problem of minimizing the Kullback-Leibler divergence DKL(q, q̃) between a non-Gaussian
distribution q(x) and a Gaussian distribution q̃(x) = N(x,m∗, C∗) with respect to q̃,
which is shown in the next result. We note that the minimizer q̃ is completely determined
by the mean m∗ and covariance C∗.

Theorem 3.2.1. Let q be a probability distribution with a finite second moment, m∗ =
Eq[x] and C∗ = Varq[x]. Then there exists a minimizer to

min
q̃ Gaussian

DKL(q, q̃)

over any compact set of Gaussians with a positive definite covariance. Further, if
N(x;m∗, C∗) belongs to the interior of the compact set, then it is a local minimizer.

Proof. The existence follows directly from the compactness assumption, and the continuity
of Kullback-Leibler divergence in the second argument. Let q̃(x) = N(x,m∗, C∗). The
divergence DKL(q, q̃) can be expanded into

DKL(q, q̃) =

∫
q(x) (log q(x)− log q̃(x)) dx

=

∫
q(x)

(
log q(x) + d

2 log 2π − 1
2 log |C∗−1|

13



3. Expectation Propagation

+1
2(m∗ − x)tC∗−1(m∗ − x)

)
dx.

We first compute the gradient ∇m∗DKL(q, q̃) of the divergence DKL(q, q̃) with respect to
the mean m∗ of the Gaussian factor q̃(x), i.e.,

∇m∗DKL(q, q̃) =

∫
q(x)C∗−1(m∗ − x) dx

and set it to zero to obtain the first condition

Eq[x] = m∗. (3.2)

Likewise, we compute the gradient∇PDKL(q, q̃) ofDKL(q, q̃) with respect to the precision
P = C∗−1

∇PDKL(q, q̃) =

∫
q(x)

(
−1

2P
−1 + 1

2(m∗ − x)(m∗ − x)t
)

dx,

where we have used the following matrix identities [Dwyer, 1967]

∂

∂A
log |A| = A−1, xtAx = tr(Axxt) and

∂

∂A
tr(AB) = Bt.

The gradient∇PDKL(q, q̃) vanishes if and only if the condition C∗ = Eq[(x−m∗)(x−m∗)t]
holds. Together with the condition on the mean m∗, cf. (3.2), this is equivalent to

Varq[x] = C∗. (3.3)

Now the second assertion follows from the convexity of the divergence in the second
argument and the assumption that N(x;m∗, C∗) is an interior point of the compact
set.

Remark 3.2.2. Gaussian distributions have positive definite covariance matrices, which
can be equivalently characterized by having only positive eigenvalues. A compact subset,
as required by the theorem, can be constructed by bounding the eigenvalues from above and
below. In practice, the bounds can be chosen large enough so their influence is negligible.

Remark 3.2.3. The Hessian ∇2
m∗DKL(q, q̃) of the divergence DKL(q, q̃) with respect to

the mean m∗ is given by

∇2
m∗DKL(q, q̃) = C∗−1

∫
q(x) dx = C∗−1.

Using the matrix identity [Dwyer, 1967] ∂A−1

∂A = −A−t ⊗ A−1, where ⊗ denotes matrix
Kronecker product, we deduce that the Hessian ∇2

PDKL(q, q̃) is given by

∇2
PDKL(q, q̃) =

∫
−1

2q(x)(−P−t ⊗ P−1) dx = 1
2P
−t ⊗ P−1 = 1

2C
∗ ⊗ C∗.

14



3. Expectation Propagation

Note that C∗ ⊗ C∗ is positive definite if and only if C∗ is positive definite. Similarly, we
derive that ∂2DKL(q,q̃)

∂P∂m∗ = 0. Consequently, the total Hessian ∇2
m∗,PDKL(q, q̃) is given by

∇2
m∗,PDKL(q, q̃) =

[
C∗−1

1
2C
∗ ⊗ C∗

]
.

This indicates that the minimality of the pair (m∗, C∗) is ensured if C∗ is positive definite.

The system (3.2)–(3.3) constitutes the complete set of conditions for uniquely deter-
mining the Gaussian approximation q̃ given the target distribution p. The method is
called Expectation Propagation (EP) because it propagates the expectations of x and
xxt under the true distribution p to the Gaussian approximation p̃, which is equivalent to
conditions (3.2)–(3.3).
According to Theorem 3.2.1, the minimization problem associated with the Kullback-

Leibler divergence requires evaluating the mean (3.2) and covariance (3.3) with respect
to a certain probability density function, which in turn involves computing (possibly
very high-dimensional) integrals. When applied to concrete problems, the numerical
tractability of these integrals relies crucially on the specific structure of the factors {ti}i∈I .
One such case will be discussed in Section 3.5, where the integrals can be reduced to
a low-dimensional case, which can then be realized with either analytical or numerical
techniques.
Now we can state the basic EP algorithm for approximate Bayesian inference of the

posterior distribution p(x) =
∏
i∈I ti(x). The complete procedure is listed in Algorithm 1.

The stopping criterion at Step 7 can be based on monitoring the relative changes of the
approximate Gaussian factors t̃i.
There are different ways to choose the initial distributions for t̃i. We use a local

Gaussian approximation t̃i(x) = N(x,Eti [x],Varti [x]). If, for example, the i-th factor is a
d-dimensional Laplace distribution ti(x) = Laplace(x, 0, λ) (see definition 2.3.1), then we
choose t̃i(x) = N(x, 0, 2

λ2 ).

Algorithm 1 Approximate the posterior p(x) =
∏
i ti(x) by p̃(x) =

∏
i t̃i(x) with

Gaussian factors {t̃i}.
1: Start with initial distributions {t̃i}
2: while not converged do
3: for i ∈ I do
4: Calculate cavity distribution p̃\i =

∏
j 6=i t̃j .

5: Find the minimizing normal distribution q̃ of DKL(tip̃
\i, q̃)

6: Update t̃i = q̃
p̃\i

7: end for
8: Check the stopping criterion.
9: end while
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3. Expectation Propagation

3.3. Basic properties of EP algorithm

In general, the convergence of the EP algorithm remains fairly unclear, and nonconvergence
has been observed for a naive implementation of the algorithm, especially for the case
that the factors are not log-concave, like the t likelihood/prior. In this section, we collect
some results on the convergence issue.

Our first result concerns with the exact recovery for Gaussian factors within one step.

Proposition 3.3.1. Let the factors {ti}i∈I be Gaussian. Then the EP algorithm converges
after updating each factor approximation once with the limit t̃i = ti, i ∈ I.

Proof. By the definition of the EP algorithm, the ith factor t̃i is found by
arg minq̃ GaussianDKL

(
ti
∏
j 6=i t̃j , q̃

)
. Due to the Gaussian assumption on the factor ti,

the choice q̃ = ti
∏
j 6=i t̃j is Gaussian and it minimizes the Kullback-Leibler divergence

with a minimum value zero, i.e., t̃i = ti. Clearly one sweep exactly recovers all the
factors.

The next result shows the one-step convergence for the case of decoupled factors, i.e.,
tj(x) = tj(xj) with the partition {xj} being pairwise disjoint. It is an analogue to the
Gauss-Seidel iteration method for a linear system of equations with a diagonal matrix.
We will provide a constructive proof, which relies on Theorem 3.4.2 below, and hence it is
deferred to section 3.7.

Proposition 3.3.2. Let q(x) =
∏
ti(xi), and {xi} form a pairwise disjoint partition

of the vector x ∈ Rn. If the factors t̃i(x) are initialized as t̃i(x) = t̃i(xi) then the EP
algorithm converges after one iteration and the limit iterate {t̃i} satisfies the moment
matching conditions (3.2)–(3.3).

A slightly more general case than Proposition 3.3.2 is the case of a linear system with
a “triangular-shaped” matrix instead of an block-diagonal one. Then one naturally would
conjecture that the convergence is reached within a finite number of iterations. However,
it is still unclear whether this is indeed the case.

The following proposition shows that the EP approximations are invariant under linear
transformation. That is, transforming the original problem by a change of basis transforms
the EP approximation in the same way.

Proposition 3.3.3 (Invariant under linear transformation). Let p(x) =
∏
ti(x) and

q(x) =
∏
ti(Ax) be unnormalized probability density functions over Rn, where A ∈ Rn×n

has detA = 1. Then

E
p
[x] = AE

q
[x]

Var
p

[x] = AVar
q

[x]At.

Let the initial factor approximations be t̃0i (x) = N(x, 0, I) and s̃0
i (x) = N(x, 0, (AtA)−1)

and denote by p̃(x) =
∏
t̃ni (x) and q̃(x) =

∏
s̃ni (x) the respective approximations computed
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3. Expectation Propagation

by EP after n ≥ 0 iterations. Then

E
p̃
[x] = AE

q̃
[x]

Var
p̃

[x] = AVar
q̃

[x]At.

Proof. The first two statements are well-known and only provided for convenience. Their
proof is

E
q(x)

[x] =

∫ ∏
ti(Ax)x dx =

∫ ∏
ti(y)A−1y dx = A−1 E

p(y)
[y]

Var
q(x)

[x] =

∫ ∏
ti(Ax)xxt dx =

∫ ∏
ti(y)A−1yytA−t dx = A−1 Var

p(y)
[y]A−t

by substituting Ax = y. For the last two statements, we first prove that s̃j(x) = t̃j(Ax)
holds after each update. The initial factors already fulfill this condition. Now consider
the update of factor s̃i. Let s̃\i =

∏
j 6=i s̃j be the cavity distribution including all other

factors. The updated factor s̃i is a quotient of two normal distribution

s̃i(x) ∝
N(x,Eti(Ax)s̃\i(x)[x],Varti(Ax)s̃\i(x)[x])

s̃\i(x)
.

By lengthy but basic calculations following lemma 2.2.2, we obtain s̃i(x) = t̃i(Ax) and
thereby q̃(x) = p̃(Ax).

The next result shows the well-definedness of the EP algorithm for the case of log-
concave factors. The result is essentially [Seeger, 2008, Theorem 1], but slightly extended
below in that it specifies more clearly the conditions and applies to the multivariate case.

Theorem 3.3.4. Let the factors {ti} in the posterior
∏
i∈I ti(x) be log-concave, uniformly

bounded and have support of positive measure. If the factor covariances {Ci} of the
approximations {t̃i} are initialized to be positive definite, then the next EP update is
computable (in exact arithmetic), and the factor covariances {Ci} remains positive semi-
definite.

Proof. We proceed by induction over the iterations and denote with an subscript \i quan-
tities of the so-called cavity distribution t̃\i =

∏
j 6=i t̃j . By the positive definiteness of the

factor covariances {Ci}, the covariance C\i of the cavity distribution t̃\i is positive definite.
Next we show that the partition function Z =

∫
N(x,m\i, C\i)ti(x)dx is log-concave in

m\i. To see this, by a straightforward computation, we deduce that N(x,m\i, C\i) is
log-concave in (x,m\i). Using Lemma 2.4.2, N(x,m\i, C\i)ti(x) is log-concave in (x,m\i)
by the log-concavity of ti(x), and thus Lemma 2.4.3 implies that Z is log-concave in m\i,
and ∇2

m\i
logZ is negative semi-definite.

Now by Lemma 2.2.3, the covariance C of N(x,m\i, C\i)ti(x) is given by

C = C\i

(
∇2
m\i

logZ
)
C\i + C\i

= L\i

(
I + Lt\i

(
∇2
m\i

logZ
)
L\i

)
Lt\i.
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where L\i is the Cholesky factor of C\i such that L\iLt\i = C\i. Meanwhile, by the
boundedness of factors ti, the covariance

Z−1

∫
N(x,m\i, C\i)ti(x)(x− E[x])(x− E[x])t dx

exists, and further, in view of Lemma 2.1.6 and the assumption on ti, it is positive definite.
Since the Hessian ∇2

m\i
logZ is negative semi-definite, C − C\i = C\i

(
∇2
m\i

logZ
)
C\i

is also negative semi-definite, i.e., for any vector w, wtCw ≤ wtC\iw. Now we let
w̃ = C

1
2w. Then ‖w̃‖2 ≤ w̃tC−

1
2C\iC

− 1
2 w̃ for any vector w̃. By the minmax charac-

terization of eigenvalues of a Hermitian matrix, λmin(C−
1
2C\iC

− 1
2 ) ≥ 1. Consequently,

λmax(C
1
2C−1
\i C

1
2 ) ≤ 1, and equivalently ‖w̃‖2 ≥ w̃tC

1
2C−1
\i C

1
2 w̃ for any vector w̃. With

the substitution w = C
1
2 w̃, we get wtC−1w ≥ wtC−1

\i w for any vector w, i.e., C−1 − C−1
\i

is positive semi-definite. The conclusion follows from this and the fact that the inverse
covariance of the factor approximation t̃i is given by C−1 − C−1

\i .

Remark 3.3.5. Theorem 3.3.4 only ensures the well-definedness of the EP algorithm
for one iteration. One might expect that in case of strictly log-concave factors, the well-
definedness holds for all iterations. However, this would require a strengthened version of
the Prékopa-Leindler inequality to preserve strict log-concavity under marginalization.

3.4. Mean and covariance under linear transformation

The crucial point of developing an applicable EP algorithm is to derive computationally
convenient formulas for the mean and the covariance under the product density, according
the moment matching conditions (3.2) and (3.3). This is (fortunately) the case of
projections; see the following lemmas. This section will lay the theoretic foundation which
the next section can build the specialized EP algorithm upon.
One salient feature of these results is to transform the apparent intractable high-

dimensional integrals into low-dimensional ones, which renders their numerical evaluation
amenable with standard quadrature rules.
We will see that the mean and variance of the n-dimensional product density

t(Ux)N(x,m,C) can be expressed in terms of the k-dimensional (k � n) product
density t(s)N(s, Um,UCUT ).
The first result is concerned with the normalizing constant of the product densities,

which are, in fact, equal.

Lemma 3.4.1. Let m ∈ Rn, C ∈ Rn×n symmetric positive definite and U ∈ Rk×n (k ≤ n)
have full rank. Then there holds∫

Rn
t(Ux)N(x,m,C) dx =

∫
Rk
t(s)N(s, Um,UCUT ) ds.
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Proof. Let T ∈ Rn×n be a bijective completion of U with positive determinant, i.e.,

Tx =

(
s = Ux
r = Rx

)
:= x̂

for some R ∈ R(n−m)×n. Then we have the following elementary identity

1

(2π)
n
2

√
|C|

e−
1
2

(m−x)tC−1(m−x) =
1

(2π)
n
2

√
|C|

e−
1
2

(Tm−Tx)t(TCT t)−1(Tm−Tx)

= det(T )N(Tx, Tm, TCT t).

Consequently,∫
Rn
t(Ux)N(x,m,C)dx =

∫
Rn
t(Ux)|T |N(Tx, Tm, TCT t)dx

=

∫
Rn
t(s)N(x̂, Tm, TCT t)dx̂.

Next we split the normal distribution N(x̂, Tm, TCT t) into

N(x̂, Tm, TCT t) = N(s, Um,UCU t)N(r, m̂(s), Ĉ),

with
m̂(s) = Rm+RCU t(UCU t)−1(s− Um),

Ĉ = RCRt −RCU t(UCU t)−1UCRt.
(3.4)

Therefore,∫
Rn
t(Ux)N(x,m,C)dx =

∫
Rk
t(s)N(s, Um,UCU t)

∫
Rn−k

N(r, m̂(s), Ĉ)drds

=

∫
Rk
t(s)N(s, Um,UCU t)ds.

The next lemma is the main result of this part: it contains explicit formulas for
computing the mean and covariance under the product density.

Theorem 3.4.2. Let C ∈ Rn×n and U ∈ Rk×n (k ≤ n) be of full rank, and UCU t in-
vertible. Then the mean m∗ = Et(Ux)N(x,m,C)[x] and covariance C∗ = Vart(Ux)N(x,m,C)[x]
are given by

m∗ = m+ CU t(UCU t)−1(m− Um)

C∗ = C + CU t(UCU t)−1(C − UCU t)(UCU t)−1UC,

with

m = E
t(s)N(s,Um,UCUt)

[s]

C = E
t(s)N(s,Um,UCUt)

[(s−m)(s−m)t] = Var
t(s)N(s,Um,UCUt)

[s].
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Proof. We first consider the unnormalized integral for the mean∫
Rn t(Ux)N(x,m,C)xdx. Using the completion T of U and the splitting (3.4), we can

write

T

∫
Rn
t(Ux)N(x,m,C)xdx =

∫
Rn
t(Ux)|T |N(Tx, Tm, TCT t)Txdx

=

∫
Rn
t(s)N(x̂, Tm, TCT t)x̂dx̂

=

∫
Rk
t(s)N(s, Um,UCU t)

∫
Rn−m

N(r, m̂(s), Ĉ)x̂drds

=

∫
Rk
t(s)N(s, Um,UCU t)

(
s

m̂(s)

)
ds

=

( ∫
Rk t(s)N(s, Um,UCU t)sds∫

Rk t(s)N(s, Um,UCU t)(Rm+RCU t(UCU t)−1(s− Um)) ds

)
.

After dividing this equation by
∫
Rn t(Ux)N(x,m,C)dx on the left-hand-side and∫

Rk t(s)N(s, Um,UCUT ) ds on the right-hand-side (equal by lem. 3.4.1), we arrive
at

T E
t(Ux)N(x,m,C)

[x] =

(
Et(s)N(s,Um,UCUt)[s]

Rm+RCU t(UCU t)−1(Et(s)N(s,Um,UCUt)[s]− Um)

)
.

The (unique) solution Et(Ux)N(x,m,C)[x] of this matrix equation is given by

Et(Ux)N(x,m,C)[x] = m+ CU t(UCU t)−1( E
t(s)N(s,Um,UCUt)

[s]− Um).

We turn to the unnormalized integral for the covariance. With a change of variable, we
deduce that

T

∫
Rn
t(Ux)N(x,m,C)(x−m∗)(x−m∗)tdxT t

=

∫
Rn
t(Ux)|T |N(Tx, Tm, TCT t)(Tx− Tm∗)(Tx− Tm∗)tdx

=

∫
Rn
t(s)N(x̂, Tm, TCT t)(x̂− Tm∗)(x̂− Tm∗)tdx̂

=

∫
Rk
t(s)N(s, Um,UCU t)

∫
Rn−m

N(r, m̂(s), Ĉ)(x̂− Tm∗)(x̂− Tm∗)tdrds

=

∫
Rk
t(s)N(s, Um,UCU t)(

(s− s̄)(s− s̄)t (s− s̄)(m̂(s)− r̄)t

(m̂(s)− r̄)(s− s̄)t Ĉ + (m̂(s)− r̄)(m̂(s)− r̄)t

)
ds,

where we used the splitting of the matrix (x̂ − Tm∗)(x̂ − Tm∗)t (with s̄ = Um∗ and
r̄ = Rm∗) into

(x̂− Tm∗)(x̂− Tm∗)t =

(
(s− s̄)(s− s̄)t (s− s̄)(r − r̄)t
(r − r̄)(s− s̄)t (r − r̄)(r − r̄)t

)
.
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It follows from (3.4) and Lemma 3.4.2 that

m̂(s)− r̄ = (UCRt)t(UCU t)−1︸ ︷︷ ︸
:=L

(s− m̄).

and Um∗ = m giving

T

∫
Rn
t(Ux)N(x,m,C)(x−m∗)(x−m∗)tdxT t

=

∫
Rk
t(s)N(s, Um,UCU t)

(
(s−m)(s−m)t (s−m)(s−m)tLt

L(s−m)(s−m)t Ĉ + L(s−m)(s−m)tLt

)
ds.

Dividing, again, this equation by
∫
Rn t(Ux)N(x,m,C)dx on the left-hand-side and∫

Rk t(s)N(s, Um,UCUT ) ds on the right-hand-side (equal by lem. 3.4.1), leads to

T E
t(Ux)N(x,m,C)

[(x−m∗)(x−m∗)]T t =

(
C C̄Lt

LC Ĉ + LCLt

)
with C = Et(s)N(s,Um,UCUt)[(s− s̄)(s− s̄)t], i.e. the covariance C∗ = Et(Ux)N(x,m,C)[(x−
m∗)(x−m∗)] fulfills(

UC∗U t UC∗Rt

RC∗U t RC∗Rt

)
=

(
C CLt

LC Ĉ + LCLt

)
.

The unique solution to the equation is given by

C∗ = C + CU t(UCU t)−1(C − UCU t)(UCU t)−1UC,

which can be verified directly termwise. This shows the second statement.

3.5. EP with projections

Now we address the question of computing the moments in system (3.2)-(3.3) and
developing an applicable EP scheme for the approximate inference of the posterior
distribution p(x). We assume that, apart from the Gaussian factor t0(x) (which may be
degenerated to t0 ≡ 1), each factor involves a probability density function of the form
ti(Uix), i.e.,

p(x) = t0(x)
∏
i

ti(Uix), (3.5)

where the matrices Ui have full row rank, and can represent either the projection onto
several variables or linear combinations of the variables. This occurs quite often in practice,
e.g., in robust formulation with the Laplace likelihood and total variation prior. This
represents an important structural property, and should be utilized to design efficient
algorithms. The goal of this section is to derive necessary modifications of the basic EP
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3. Expectation Propagation

algorithm and to spell out all the implementation details, following the very interesting
work [van Gerven et al., 2010].

In our computations, we skip the factor t0 since t̃0 = t0 is already known. The apparent
dimensionality of each factor ti(Uix) is that of x, which can be fairly large. Fortunately,
the effective dimensionality is only that of Uix, which can be far smaller.

In this context, it is helpful to work in the following alternative representation G of the
normal distribution

N(x,m,C) ∝ e−
1
2

(x−m)tC−1
i (x−m)

∝ e−
1
2
xtC−1x+xtC−1m ∝ G(x,C−1m︸ ︷︷ ︸

h

, C−1︸︷︷︸
K

).

In the following, m and C denote parameters of the N(·) representation and h and K,
called offset and precision, denote parameters of the G(·) representation.

Following the EP algorithm, it turns out that the Gaussian factor approximations t̃i(x)
have the special structure

t̃i(x) = G(x, U tihi, U
t
iKiUi), (3.6)

where hi and Ki are parameters to be updated iteratively by EP. This special structure
of the factor approximations is not an assumed simplification, but a direct consquence of
the problems (3.5) structure.
One distinct feature of the representation is that the tuple (Ki, hi) is very low-

dimensional: Its dimension is given by the number of rows of Ui, which is usually much
smaller then the number of columns. The full approximation p̃(x) = p0(x)

∏
i t̃i(Uix) is a

normal distribution with parameters

K = K0 +
∑
i

U tiKiUi and h = h0 +
∑
i

U tihi,

where (K0, h0) is the parameter tuple of the Gaussian base t0.
The inner loop in Algorithm 2 is an exemplification of that in Algorithm 1 by explicitly

spelling out the minimization step of the Kullback-Leibler divergence.
First, we compute the mean m\i and covariance C\i of the cavity distribution

p̃\i(x) = N(x,m\i, C\i) =
p̃(x)

t̃i(Uix)

=
G(x, h,K)

G(x, U tihi, U
t
iKiUi)

= G(x, h− U tihi,K − U tiKiUi),

which results in covariance
C\i = (K − U tiKiUi)

−1

and mean
m\i = (K − U tiKiUi)

−1(h− U tihi).
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3. Expectation Propagation

Next we ought to compute the minimizer q̃(x) = N(x;m∗, C∗) of DKL(ti(x)p̃\i(x), q̃(x)),
which boils down to computing mean m∗ and variance C∗ of ti(Uix)p̃\i(x) (thm. 3.2.1).
Following theorem 3.4.2, those computations can be transformed to

m∗ = m\i + C\iU
t
i (UiC\iU

t
i )
−1(m− Uim\i︸ ︷︷ ︸

m̂\i

)

C∗ = C\i + C\iU
t
i (UiC\iU

t
i )
−1(C − UiC\iU ti︸ ︷︷ ︸

Ĉ\i

))(UiC\iU
t
i )
−1UiC\i,

with

m = E
t(s)N(s,m̂\i,Ĉ\i)

[s]

C = Var
t(s)N(s,m̂\i,Ĉ\i)

[s].

The quantities m and C are computed semi-analytically (see appendix A). With m∗ and
C∗ at hand, we update t̃i to the new factor approximation t̃∗i (x) = G(x;Uih

∗
i , UiK

∗
i U

t
i ) ∝

q̃(x)

p̃\i(x)
leading to

UiK
∗
i U

t
i = (C∗)−1 − (C\i)

−1

=
(
C\i + C\iU

t
i Ĉ
−1
\i (C − Ĉ\i)Ĉ−1

\i UiC\i

)−1
− (C\i)

−1

= −(C\i)
−1C\iU

t
i Ĉ
−1
\i C

−1Ĉ−1
\i UiC\i(C\i)

−1

= −U ti Ĉ−1
\i [(C − Ĉ\i)−1 + Ĉ−1

\i ]−1Ĉ−1
\i Ui

= U ti (C
−1 − Ĉ−1

\i )Ui,

where we used Woodbury’s formula [Woodbury, 1950]

(A+WCV )−1 = A−1 −A−1W (C−1 + V A−1W )−1V A−1. (3.7)

Comparing left-hand-side and right-hand-side we obtain

K∗i = C
−1 − Ĉ−1

\i

and by similar derivation

h∗i = C
−1
m− Ĉ−1

\i m̂\i.

We see that the special form of the updated factor

t̃∗i (x) = G(x, U tih
∗
i , U

t
iK
∗
i Ui),

follows directly from the structure of the problem (3.5) and is not imposed artificially.
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3. Expectation Propagation

The update of K∗i is implemented as a Cholesky up/downdate to the Cholesky factor of
K. For example, computing the Cholesky factor L̂ of the rank-one update A±xxt from the
Cholesky factor L of LLt = A by Cholesky up/downdate is much faster than computing the
Cholesky factor L̂ directly [Gill et al., 1974]. In particular, for one-dimensional projection
space, we use a Cholesky update with x = U ti

√
Ki if Ki > 0 and a Cholesky downdate

with x = U ti
√
−Ki if Ki < 0. A Cholesky downdate may fail if the resulting matrix is no

longer positive definite; see Theorem 3.3.4 for conditions ensuring positive definiteness.
The complete procedure is listed in Algorithm 2.

Algorithm 2 Serial EP algorithm with projection.
1: Given: ti, K0, h0 and initial values for Ki and hi
2: K = K0 +

∑
i U

t
iKiUi

3: h = h0 +
∑

i U
t
ihi

4: while not converged do
5: for i do
6: Ĉ−1

\i = Ui(K − U tiKiUi)
−1U ti

7: m̂\i = Ui(K − U tiKiUi)
−1(h− U tihi)

8: Ki = Var
ti(s)N(s,m̂\i,Ĉ\i)

[s]−1 − Ĉ−1
\i

9: hi = Var
ti(s)N(s,m̂\i,Ĉ\i)

[s]−1 E
ti(s)N(s,m̂\i,Ĉ\i)

[s]− Ĉ−1
\i m̂i

10: K = K0 +
∑

i U
t
iKiUi

11: h = h0 +
∑

i U
t
ihi

12: end for
13: Check the stopping criterion.
14: end while
15: Output the covariance C = K−1 and the mean m = K−1h.

By moving both the update of K∗i and h∗i outside of the loop, the loop’s body can be
evaluated in parallel, gaining a huge performance increase. The speedup scales nearly
linear in the number of CPUs, bound by the number of factors. Parallel EP (algorithm 3)
converged to the same approximation as serial EP in most of our test cases. For a small
subset of them, though, parallel EP failed to converge. We therefore advise to start with
parallel EP and dynamically fall back to the serial EP if convergence issues are diagnosed.
The major computational efforts in the inner loop lie in computing the mean m̂i and

the inverse covariance Ĉ−1
\i . The mean E[si] and covariance Var[si] necessitate integration,

which is computationally tractable if and only if the projections {Ui} have very low-
dimensional range. In our numerical examples with sparsity constraints in Section 4,
we compute the one-dimensional integrals semi-analytically, which is very cheap; see
appendix A for relevant discussions.

Algorithm 2 is computable in exact arithmetic as long as the inverses can be computed.
This hinges on the positive definiteness of K and (UiK

−1U ti )
−1 −Ki which is ensured by

Theorem 3.3.4 in the case of log-concave factors. Note that Var
ti(s)N(s,m̂i,Ĉ\i)

[s] is positive
definite by Lemma 2.1.6 if the factors are nondegenerate. However, numerical instabilities
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3. Expectation Propagation

Algorithm 3 Parallel EP algorithm with projection.
1: Given: ti, K0, h0 and initial values for Ki and hi
2: K = K0 +

∑
i U

t
iKiUi

3: h = h0 +
∑

i U
t
ihi

4: while not converged do
5: for i (in parallel) do
6: Ĉ−1

\i = Ui(K − U tiKiUi)
−1U ti

7: m̂\i = Ui(K − U tiKiUi)
−1(h− U tihi)

8: Ki = Var
ti(s)N(s,m̂\i,Ĉ\i)

[s]−1 − Ĉ−1
\i

9: hi = Var
ti(s)N(s,m̂\i,Ĉ\i)

[s]−1 E
ti(s)N(s,m̂\i,Ĉ\i)

[s]− Ĉ−1
\i m̂i

10: end for
11: K = K0 +

∑
i U

t
iKiUi

12: h = h0 +
∑

i U
t
ihi

13: Check the stopping criterion.
14: end while
15: Output the covariance C = K−1 and the mean m = K−1h.

Algorithm 4 EP for nonlinear problem F (x) = b.
1: Initialize with m = m0

2: for k = 0 : K do
3: Linearize p around mk such that F (x) ≈ F (mk) +F ′(mk)(x−mk) +O(‖x−mk‖22)

4: Use EP Algorithm 2 to approximate the linearized problem with Gaussian
N(x,mk

∗, C
k
∗ )

5: Compute Barzilai-Borwein step size τk

6: Update mk+1 = mk + τk(mk
∗ −mk)

7: Check the stopping criterion.
8: end for
9: Output the covariance C∗ and the mean m∗.

can occur if those expressions become too close to singular. Choosing initial values for
Ki gives some control over the condition of K = K0 +

∑
i U

t
iKiUi in the first iteration.

However, general bounds for the condition of K at later iterations are still unknown.

3.6. EP for nonlinear operators

Consider the posterior density of the EIT inverse problem (1.2)

p(σ|U δ) ∼ e−
α
2 ‖F (σ)−Uδ‖22e−λ‖σ−σ

bg‖1
n∏
i=1

χ[Λ,∞](σi). (3.8)
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For the EP algorithm with projections of the previous section, this posterior ought to be
factored into

p(x) = t0(x)
∏
i

ti(Uix),

where t0 is Gaussian, ti are arbitrary, and Ui have a low-dimensional range. If the operator
F was linear, the factorization

t0(σ) = e−
α
2 ‖F (σ)−Uδ‖22 ,

ti(σ) = e−λ|σi−σ
bg
i |χ[Λ,∞](σi), i = 1, . . . , n.

would fulfill all requirements with Ui being the unit vectors. To make the same approach
viable for a nonlinear operator F , we employ the idea of recursive linearization (Algorithm
4). Basically, we replace F by its first-order Taylor approximation around the current
estimate of the posterior mean, which makes t0 Gaussian. After solving the linearized
problem with EP algorithm 2, we obtain a better estimate of the posterior mean to repeat
the procedure.
Like most optimization algorithms based on linearization, step size control is often

necessary. Only for problems with low degree of nonlinearity, the step size selection can
be dropped by setting mk+1 = mk

∗ (which is equivalent to a step size of 1). The step size
control improves robustness of the algorithm and avoids jumping back and forth between
two states, as was observed for some practical problems. There are many possible rules,
and we only briefly mention the Barzilai-Borwein rule here. It was first proposed for
gradient type methods in [Barzilai and Borwein, 1988], but has also showed potential
in other applications [Gehre et al., 2012]. Basically, it approximates the Hessian of the
problem by a scalar multiple of the identity matrix based on the last two iterates and
gradient descent directions. Intuitively, for minimizing a C2 continuous potential, the
rule takes into account the curvature of the potential to accelerate/stabilize the descent
into the minimum. In our context, we adopt the following simple update rule

mk+1 = mk + τk(mk
∗ −mk),

and thus mk
∗ − mk serves as a “descent” direction and mk acts as the iterate in the

Barzilai-Borwein rule. The step size τk is computed by

τk =
〈mk −mk−1, (mk

∗ −mk)− (mk−1
∗ −mk−1)〉

〈mk −mk−1,mk −mk−1〉
,

which approximately solves (in a least-squares sense)

τk(mk −mk−1) ≈ (mk
∗ −mk)− (mk−1

∗ −mk−1).

3.7. Proof of Proposition 3.3.2

The previous section enables a constructive proof of proposition 3.3.2.
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3. Expectation Propagation

Proposition 3.7.1. Let q(x) =
∏
ti(xi), and {xi} form a pairwise disjoint partition

of the vector x ∈ Rn. If the factors t̃i(x) are initialized as t̃i(x) = t̃i(xi) then the EP
algorithm converges after one iteration and the limit iterate {t̃i} satisfies the moment
matching conditions (3.2)–(3.3).

Proof. We recast the posterior p(x) into the formulation (3.5) for EP with projection

p(x) =
∏

ti(Uix),

where the matrices Ui consist of disjoint rows of the identity matrix In ∈ Rn×n. Upon rela-
beling the variables, we may assume [U t1 . . . U

t
k] = In. Then the Gaussian approximations

{t̃i} take the form

t̃i(x) = G(x, U tihi, U
t
iKiUi) ∼ e−

1
2
xtUtiKiUix+hiUix,

where Ki ∈ Rr×r and hi ∈ Rr, with r being the cardinality of xi. The Gaussian
approximation p̃(x) = G(x, h,K) to p(x) is given by the product of factor approximations,
i.e., h =

∑
i U

t
ihi and K =

∑
i U

t
iKiUi. By the construction of Ui, the matrix K is block

diagonal with blocks Ki. Further, to update the i-th factor, steps 6 and 8 of Algorithm 2
yield Ĉ−1

\i = (UiK
−1U ti )

−1 −Ki = 0 and hence

Ki = Var
ti(s)N(s,m̂i,Ĉ\i)

[s]−1 − Ĉ−1
\i = Varti(s)[s]

−1.

Thus the update Ki depends only on ti, but not on the current approximation, from
which the one-sweep convergence follows directly.

3.8. Comparison to other (variational) methods

For comparison, we present a selection of popular methods for approximate inference
about a distribution and its moments.

The first method, called Laplace’s Method, is based on a Taylor expansion [De Bruijn, 1970].
It uses quadratic expansion of log p(x) around its mode, or MAP estimate, x̄ =
arg maxx p(x), by

log p(x) ≈ log p(x̄) + (∇ log p(x))t(x− x̄) +
1

2
(x− x̄)t(∇2 log p(x))(x− x̄).

The term ∇ log p(x) vanishes due to the maximizing property of x̄. Taking the remaining
equation to the power of e,

p(x) ≈ p(x̄)e
1
2

(x−x̄)t(∇2 log p(x))(x−x̄) ∝ N(x, x̄,−(∇2 log p(x))−1),

we have built a Gaussian approximation to p(x). Note that −(∇2 log p(x)) is positive
semi-definite by the maximizing property of x̄.
The approximation is very accurate at the mode x̄, where the curvature of p and

it’s Gaussian approximation match exactly. Also, the associated optimization problem
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of finding x̄ can usually be solved more efficiently than the integration problem of the
conditional mean. On the other hand, the approximated variance may not be characteristic,
because it only takes into account local information, and the mode may not be a good
point to center the Gaussian approximation. Still, the Hessian ∇2 log p(x) is quite costly
to compute. Additionally, Laplace’s Method can only be applied when log p(x) is twice
differentiable, which is a severe restriction. For example, our model problem (1.2)

p(σ|U δ) ∼ e−
α
2 ‖F (σ)−Uδ‖22e−λ‖σ−σ

bg‖1
n∏
i=1

χ[Λ,∞](σi) (3.9)

is not differentiable at the mode σ̄ when components of σ̄ − σbg are zero. But this is
the predominant case due to the sparsity of the MAP estimate [Gehre et al., 2012]. On
problems where both EP and Laplace’s method are applicable, EP is significantly more
accurate and Laplace’s method is usually faster [Seeger, 2008].
Another variational method is called mean-field approximation or variational Bayes

(VB). We introduce some arbitrary probability density function q(x) to approximate
the posterior distribution pX|Y (x|y) =

pY |X(y|x)pX(x)

pY (y) =
pX|Y (x,y)

pY (y) . The reversed Kullback-
Leibler divergence between p and q reads

DKL(q, p) =

∫
q(x) log

q(x)

pX|Y (x|y)
dx =

∫
q(x) log

q(x)

pX,Y (x, y)
dx+ log pY (y).

The last term, pY (y), is independent of q, thus maximizing

−
∫
q(x) log

q(x)

pX,Y (x, y)
dx =

∫
q(x) log

pX,Y (x, y)

q(x)
dx

will minimize the Kullback-Leibler divergence. Note that
∫
q(x) log

pX,Y (x,y)
q(x) dx is bound

from below by log pY (y) because the Kullback-Leibler divergence is nonnegative. To
obtain some tractable approximation, q is assumed to factorize over the variables, such
that

q(x) =
n∏
i=1

ti(xi).

This is a stronger assumption than for Expectation Propagation, because in EP each
factor ti still depends on all variables x. After some derivation, the optimal value for each
factor is

tj(xj) ∝ e
E∏

i 6=j ti(xi)[log p(x,y)]
.

The algorithm for variational Bayes uses this rule to update the factors iteratively. The
convexity of the Kullback-Leibler divergence guarantees convergence to a local optimum
[Ito and Jin, 2013]. Due to the decoupling of the factors ti, the quality of approximation
is usually worse than that of Expectation Propagation.
For a word on classical quadrature rules and Monte Carlo methods, see chapter 4.

Both are computationally much more expensive than the previously mentioned methods.
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Classical quadrature is only feasible for very low dimensional problems (n = 3, 4), where
MCMC is inefficient. MCMC methods turn out to be mostly independent of dimension,
which makes them favorable to classical quadrature in high dimension. The advantage of
classical quadrature and MCMC methods is the potential to increase accuracy indefinitely,
albeit with a rapid increase in processing time.
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CHAPTER 4

Posterior exploration by sampling

To assess the results of the Expectation Propagation methods, we employ a Markov chain
Monte Carlo (MCMC) method to approximate the first two moments, mean and variance,
of the posterior distribution [Robert and Casella, 2004]. MCMC methods are particularly
well suited for the assessment of approximate methods like Expectation Propagation due
to their conceptually simple implementation and the fact that precision can be increased
(almost) arbitrarily by running more iterations.

Computing the integrals for the moments

E
p(x)

[x] =

∫
Rn
p(x)x dx

Var
p(x)

[x] =

∫
Rn
p(x)(x− E[x])(x− E[x])t dx

by numeric quadrature is infeasible, because a m point rule would need mn integration
points which easily exceeds today’s computers memory and certainly their processing
power.
Thus, instead of evaluating the posterior p at a huge number equally spaced points

on a high dimensional grid, we would like to use a smaller set of points which are
distributed according to the posterior probability. That is, yielding more samples in
high probability regions and less samples in regions of lower probability. Using those
samples to approximate integration is the basic idea behind Monte Carlo integration.
Computing mean and variance of the distribution p is then approximated by the sample
mean and sample variance of the generated samples. It can be shown that if (xj)1,...,N are
distributed according to a probability density p, then for every function f , measurable
regarding p, we have ∫

Rn
f(x)p(x) dx = E

p(x)
[f(x)] ≈ 1

N

N∑
j=1

f(xj).
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The error of that approximation is

E
p(x)

[f(x)]− 1

N

N∑
j=1

f(xj) ≈
1√
N

Var
p(x)

[f(x)]
1
2 v

for large N by the central limit theorem [Robert and Casella, 2004, sec. 6.7.2]. v denotes
a normal variable with unit variance. It is remarkable that the error is independent of the
dimension n of the space of x. It can be decreased arbitrarily (up to machine precision)
by increasing the number of samples N .

The other part to the name Markov chain Monte Carlo, namely “Markov chain” consti-
tutes the way to generate the samples distributed according to the probability distribution
p. Informally, a Markov chain is a stochastic process where transitions from the current
state to the next state are done based on transition probabilities which only depend on
the current state. We can generate samples by randomly following the Markov chain from
the current to the next sample.
To formalize, we follow [Kaipio and Somersalo, 2005, sec. 3.6] and define

Definition 4.0.1 (Probability transition kernel). Let B be the set of all Borel sets over
Rn. The mapping P : Rn × B → [0, 1] is called probability transition kernel if

1. For each B ∈ B, the mapping P (·, B) is a measurable function;

2. For each x ∈ Rn, the mapping P (x, ·) is a probability distribution.

The probability transition kernel’s value P (x,B) gives the probability to transition
from x ∈ Rn to any element of the set B ∈ B.
We denote the probability to transition to B after k steps by P k(x,B), which is

recursively defined by

P 1(x,B) = P (x,B)

P k(x,B) =

∫
Rn
P (y,B)P k−1(x, dy).

Intuitively, if we want to use P to sample from p, it should be able to reach every set
B in the support of p independent of the starting point x. This is formalized in the next
definition.

Definition 4.0.2 (Irreducibility). The probability transition kernel P is irreducible if,
for each x ∈ Rn and B ∈ B with p(B) > 0, there is a k > 0 such that P k(x,B) > 0.

Also, we do not want P to circle between some sets forever.

Definition 4.0.3 (Periodicity). The probability transition kernel P is periodic if, for
some m > 1, there are disjoint nonempty sets E1, . . . , Em such that for all j = 1, . . . ,m
and x ∈ Ej we have P (x,E(j+1) mod m) = 1. If P is not periodic, it is aperiodic.
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We call p an invariant measure of P if

p(B) =

∫
Rn
P (x,B) dx

for all B ∈ B, i.e. the probability to transition to B equals the probability p(B).
Those definitions allow us to state the main theorem about MCMC methods.

Theorem 4.0.4. Let µ be a probability measure in Rn and {Xj} ⊂ Rn be sampled from
a Markov chain with an irreducible and aperiodic transition kernel P . Further let µ be an
invariant measure of P . Then for all x ∈ Rn

lim
N→∞

PN (x,B) = µ(B)

and for f ∈ L1(Rn), f measurable regarding µ, we have

lim
N→∞

1

N

N∑
j=1

f(Xj) =

∫
Rn
f(x)dµ.

In the next section, we discuss a way to construct a Markov chain with the required
properties.

4.1. Metropolis-Hastings sampling

The Metropolis-Hastings algorithm is a popular and versatile MCMC method. We first
describe a special instance of the Metropolis-Hastings algorithm with a symmetric proposal
to simplify the initial presentation. The general Metropolis-Hastings algorithm is described
in the end of this section.
Starting with an initial samples x0, a proposal x̂ is generated, e.g. by a random walk

from x0. With a certain probability depending on p(x0) and p(x̂), the transition to x̂ is
either accepted (x1 := x̂) or rejected (x1 := x0). This procedure is repeated until the
required number of samples is generated.
See alg. 5 for a sketch of the Metropolis-Hastings algorithm.

Algorithm 5 Metropolis-Hastings algorithm with symmetric proposal
1: Given: a symmetric proposal distribution Q(x|xn), an initial point x0

2: for n = 0 to N do
3: Sample x̃ from Q(·|xn)

4: Calculate acceptance ratio r = p(x̃)
p(xn)

5: Draw u from the uniform distribution on [0; 1].

6: Set xn+1 =

{
x̃ if u < r
xn else

7: end for
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Instead of drawing directly from the target distribution p(x) (which is intractable),
we draw from a symmetric proposal distribution Q(x|xn), but only accept it with an
probability corrected by the target distribution.
A nice feature of this algorithm is that the posterior distribution p only needs to

be known up to a proportional factor, which is the case in most applications. Note
that proposals x̃ increasing the posterior probability (p(x̃) > p(xn)) are always accepted
(because r > 1). Proposals decreasing the posterior probability are accepted with
probability of their relative decrease. Performancewise, each iteration of the sampler
needs one evaluation p(x̃) of the posterior distribution, i.e. of the nonlinear operator. The
evaluation of the posterior (more specifically, of the nonlinear forward operator F in case
of inverse problems) is usually the limiting factor.
The use of a normal distribution centered at xn as proposal distribution is the most

common choice, i.e.
Q(x|xn) = N(x, xn, C),

where the covariance matrix C can be tuned for optimal performance. A popular choice
of C is a scaled identity matrix. The scaling determines the size of steps of the random
walk. Too large steps will likely lead to rejection and too small steps lead to a very slow
exploration of the sample space. There is a fascinating result [Roberts et al., 1997], which
states that a scaling resulting in an acceptance rate (number of accepted samples divided
by number of iterations N) of about 0.234 is optimal under some fairly general conditions.
We use this criterion to tune the scaling, i.e. we use the derivative-free method due to
[Brent, 2002], available in MATLAB as fzero, to drive the acceptance rate towards the
optimal value. Note that you can use fewer samples N for evaluating the acceptance rate
because it stabilizes after a certain number of samples.
There are adaptive methods to improve on the performance of MCMC methods by

adapting the covariance matrix C during the course of the algorithm [Haario et al., 2004].
This will loose Markovianness of the chain, but can still be shown to converge to the
target distribution.
The Metropolis-Hastings algorithm is readily extended to non-symmetric proposal

distributions Q by modifying the acceptance rate. See alg. 6 for a sketch of the modified
algorithm.

Algorithm 6 Metropolis-Hastings algorithm with non-symmetric proposal
1: Given: a proposal distribution Q(x|xn), an initial point x0

2: for i = 0 to N do
3: Sample x̃ from Q(·|xn)

4: Calculate acceptance ratio r = p(x̃)Q(xn|x̃)
p(xn)Q(x̃|xn)

5: Draw u from the uniform distribution on [0; 1].

6: Set xn+1 =

{
x̃ if u < r
xn else

7: end for

There are more efficient, but also more complex, MCMC algorithms available and
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4. Posterior exploration by sampling

they are still an active topic of research. One idea is to replace the expensive forward
operator by an approximation to reduces the cost of the sampling step. The surro-
gate can be constructed in many ways, including reduced-order modeling [Jin, 2008]
and polynomial chaos [Marzouk et al., 2007]. In a multi-level approach, only sam-
ples accepted by the test against the surrogate are then tested against the full for-
ward operator. Surrogates can also be used for preconditioning the MCMC proposal
[Higdon et al., 2002, Efendiev et al., 2006, Christen and Fox, 2005]. In the style of opti-
mization theory, some techniques exploit the Hessian of the forward map for effective
sample generation, e.g., Langevin methods [Stramer and Tweedie, 1999] and Hessian
information [Girolami and Calderhead, 2011, Flath et al., 2011, Martin et al., 2012].

4.2. Gibbs sampler

The Gibbs sampler is another quite popular MCMC method. It constructs new samples
by computing their components in a sequential fashion [Robert and Casella, 2004]. In
comparison to the Metropolis-Hastings algorithm, there is no need to choose a proposal
distribution (or its stepsize) and samples are always accepted, which usually leads to
faster convergence to the target distribution. A major drawback of the Gibbs sampler
is a stricter condition on the target distribution p. We will come back to this drawback
after introducing the algorithm itself.
Let pX1,X2 be a probability distribution function of two random variables X1 and X2

(which itself may be high-dimensional). The conditional distributions are defined by

pX1|X2
(x1|x2) =

pX1,X2(x1, x2)

pX2(x2)
=

pX1,X2(x1, x2)∫
pX1,X2(x1, x2) dx1

pX2|X1
(x2|x1) =

pX1,X2(x1, x2)

pX1(x1)
=

pX1,X2(x1, x2)∫
pX1,X2(x1, x2) dx2

.

A new sample xn+1 = (xn+1
1 , xn+1

2 ) of (X1, X2) is generated by sampling its components
from the conditional distributions, each conditioned on the most recent value of the other
component. The algorithm can be found in 7. It can easily be extended to more variables.

Algorithm 7 Gibbs sampler
1: Given: an initial point x0

2: for i = 0 to N do
3: Sample xn+1

1 from pX1|X2
(·|xn2 )

4: Sample xn+1
2 from pX2|X1

(·|xn+1
1 )

5: end for

The Gibbs sampler is only feasible if exact samples can be drawn efficiently from
the conditional distributions. We exemplify this with a model of an inverse problem
with a linear forward operator A ∈ Rm×n, data Y corrupted by impulsive noise and a
Gaussian prior with covariance C0 ∈ Rn×n on the n-dimensional unknown X, following the
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4. Posterior exploration by sampling

reasoning as in chapter 1. The likelihood pY |X and prior pX , and the resulting posterior
distribution pX|Y are given by

pY |X(y|x) = Laplace(y,Ax, λ)

pX(x) = N(x, 0, C0) (4.1)

pX|Y (x|y) ∝
(
λ

2

)m
e−λ‖Ax−y‖1N(x, 0, C0).

The Gibbs sampler cannot be applied right away, because there is no obvious partition of
x which would lead to tractable conditional distributions.
To arrive at conditional distributions that we can sample from, we make use of a

scale mixture representation of the Laplace distribution. For a different approach to this
problem, see [Lucka, 2012]. We introduce an m-dimensional positive random vector B
with an exponential distribution

pB(β) =
m∏
i=1

λ2

2
e−

λ2

2
βi for βi ≥ 0

and redefine the random variable Y as Gaussian with mean AX and variance B

pY |B,X(y|β, x) = N(y,Ax,diag(β)).

We will see that this is, in fact, no redefinition of Y , but rather an alternative representation.
Having pY,B|X(y, β|x) = pY |B,X(y|β, x)pB(β) and marginalizing over B yields

pY |X(y|x) =

∫
pY,B|X(y, β|x) dβ

=

∫ ∞
0

m∏
i=1

N(yi, Ax, βi)
λ2

2
e−

λ2

2
βi dβ =

λ

2
e−λ‖Ax−y‖1 ,

where the last equality can be found, e.g., in [Park and Casella, 2008, section 2]. It
shows that a Laplace distribution can be represented by an infinite mixture of normal
distributions with their variance distributed exponentially. In other words, the hierarchical
model we just introduced coincides with the model (4.1).

The conditional distribution of X conditioned on B and the data Y is given by Bayes’
theorem by

pX|Y,B(x|y, β) =
pY,B|X(y, β|x)pX(x)

pY,B(y, β)

=
pY,B|X(y, β|x)pX(x)∫
pY,B|X(y, β|x)pX(x) dx

= N(x,m∗, C∗)

where
N(x,m∗, C∗) ∝ N(x, 0, C0)N(y,Ax,diag(β))
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with

C∗ = (At diag(β)−1A+ C−1
0 )−1

m∗ = C∗At diag(β)−1y.

To shorten notation, we write z = Ax− y. The full conditional distribution of Bi is
given by

pBi|X,Y (βi|x, y) =
pY |B,X(y, βi|x)pX(x)

pY,X(y, x)
∝ 1√

βi
e
− 1

2βi
z2
i−

λ2

2
βi .

This still resembles no distribution which we can easily sample from. The distribu-
tion of 1

Bi
=: Hi is given by pHi|X,Y (ηi|x, y) = η−2

i pBi|X,Y (η−1
i |x, y), as derived from

transformation of the respective cumulative distribution functions, and thus leads to

pH|X,Y (η|x, y) ∝ η
−3

2
i e

− ηi
2
z2
i−

λ2

2ηi = η−
3
2 e
− 1

2ηi
(η2
i z

2
i +λ2)

= η−
3
2 e
− z2

2ηi
(ηi+

λ
|zi|

)2

,

which is the well-known Inverse Gaussian (IG) distribution

IG(η, µ′, λ′) =

√
λ′

2π
η
− 3

2
i e

−λ
′(ηi−µ

′)2

2µ′2ηi

with mean µ′ = λ
|zi| and scale λ′ = λ2.

Hence we can sample from pBi|X,Y (βi|x, y) by sampling from pHi|X,Y and taking the
reciprocal. And sampling from the Inverse Gaussian distribution pHi|X,Y can be easily
done following algorithm 8 [Michael et al., 1976][section 3b].

Algorithm 8 Sampling from Inverse Gaussian distribution
1: Given: mean µ′ > 0 and scale λ′ > 0 of Inverse Gaussian distribution
2: Sample v from N(·, 0, 1)

3: Compute x1 = µ′ + µ′2v
2λ′ −

µ′

2λ

√
4µ′λ′v2 + µ′2v4

4: Compute x2 = µ′2

x1

5: Return x1 with probability µ′

µ′+x1
, otherwise return x2

Finally, we have all ingredients to state a Gibbs sampler for the posterior distribution
(4.1), sampling from X and B alternatingly. It can be found in algorithm 9.

4.3. Assessment of convergence

How many samples are necessary to approximate moments with a certain accuracy?
Unfortunately, the convergence of MCMC methods is nontrivial to diagnose and assessment
of accuracy remains elusive.

Many methods have been proposed to diagnose non-convergence of an MCMC chain to
the target distribution, but to the author’s best knowledge there is no definitive answer.
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4. Posterior exploration by sampling

Algorithm 9 Gibbs sampler for problem (4.1)
1: Given: an initial point x0

2: for i = 0 to N do
3: Compute z = Axn − y
4: for j = 1 to n do
5: Sample η from IG(·, λ

|zi| , λ
2)

6: Set βj = η−1

7: end for
8: Set C∗ = (At diag(β)−1A+ C−1

0 )−1

9: Set m∗ = C∗At diag(β)−1y
10: Sample xn+1 from N(·,m∗, C∗)
11: end for

All of them are based on some kind of heuristic; see [Cowles and Carlin, 1996] for a
comparative review. As recommended in that article, we opted for a combination of
multiple methods.

First of all, we run multiple (between eight and twelve) MCMC chains, i.e. independent
runs of the MCMC algorithm with different random seeds for their pseudo-random number
generator, in parallel with random and overdispersed initial values, and then compute the
accuracy from these parallel chains [Link and Eaton, 2012]. This enables us to directly
compare the results of all chains, e.g. by computing the maximum relative error of each
chain’s mean from the mean of all chains.
Denote by xji the i-th sample of the j-th chain from N samples and M chains. Let

mj =
∑N

i=1 x
j
i be the sample mean of the j-th chain (which should be a good approximation

of Ep(x)[x] for a converged chain). Let m̄ = 1
M

∑M
j=1m

j be the overall mean. Then the
maximum relative error of the mean values is

max{‖m̄−m
j‖

‖m̄‖
: j = 1, . . . ,M}.

Similarly, one defines the maximum relative error of the variances of the chains.
Second, we compute the Brooks-Gelman statistic [Brooks and Gelman, 1998] from

those MCMC chains, which compares the within-chain variance, i.e. the mean of the
variances of each chain,

W =
1

M(N − 1)

M∑
j=1

N∑
i=1

(xji −m
j)(xji −m

j)t

to the sample variance from all chains combined

V =
N

N − 1
W +

M + 1

M
B
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4. Posterior exploration by sampling

where B denotes the between-chain variance

B =
1

M − 1

M∑
j=1

(mj − m̄)(mj − m̄)t.

The within-chain variance W will initially underestimate the variance Varp(x)[x] due to
limited exploration of the sample space, whereas V will overestimate the variance due to
the overdispersed initial values. The distance between W and V is measured by

max
x∈Rn

xtV x

xtWx

and will decrease as the chains converge. It can equivalently been characterized by the
maximum eigenvalue λmax of W−1B. The Brooks-Gelman statistic is then

N − 1

N
+
M + 1

M
λmax.

Non-convergence is diagnosed if that statistic does not tend to one. Care has to
be taken if W is singular, which we did not encounter in our experiments. See
[Brooks and Gelman, 1998] for a interpretation of that case.

Third, we visually inspected a plot of all samples from some randomly selected compo-
nents. A converged chain will show no systematic drift, but random oscillations. This
behavior is called “mixing”.

All three methods only provide heuristics to diagnose non-convergence, so the MCMC
results still have to be interpreted with care.
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CHAPTER 5

Model selection by Maximum Likelihood

The Bayesian formulation (1.2) introduced in chapter 1,

p(σ|U δ) ∼ e−
α
2 ‖F (σ)−Uδ‖22e−λ‖σ−σ

bg‖1χ[Λ,∞](σ), (5.1)

involves two hyperparameters (α, λ), and their choice has a major influence on the problem
and its solution.
The inverse variance α should be available from the specification of the measurement

equipment or can usually be estimated from repeated measurements.
The choice of the scale parameter λ (in the Laplace distribution) is much more involved.

This is not surprising since it plays a role analogous to the regularization parameter
in Tikhonov regularization, which is known to be highly nontrivial. One systematic
way is to use hierarchical models [Wang and Zabaras, 2005], i.e., viewing the parameters
as unknown random variables with their own (hyper-)priors. However, in general, an
automated choice of the hyperparameters is still an actively researched topic.

One can view the question of parameter choice in the more general framework of model
selection. We call the collection of a concrete likelihood and prior distribution, i.e. with
fixed hyperparameters, a model. The task is then to choose the appropriate model
explaining the observed data U δ. The probability p(U δ) =

∫
p(U δ|σ)p(σ)dσ, nominator

in Bayes’ theorem, contains important information about a model. It signifies how well a
model can explain the actually measured data. In the following, we write p(U δ|M) for
p(U δ) to signify the dependence on the model M .
If we have just two models M1 and M2, the quotient

BF =
p(U δ|M2)

p(U δ|M1)

is called the Bayes factor. If it is BF > 1, the model M2 is more strongly supported
by the measurements than M1. [Kass and Raftery, 1995] gives quantified bounds: With
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5. Model selection by Maximum Likelihood

BF > 3 there is “substantial” evidence for M2, with BF > 10 there is “strong” evidence
and with BF > 100 there is “decisive” evidence.
For multiple, possibly infinitely many models, one can seek the model M which max-

imizes p(U δ|M). In other words, we find the model under which the measured data is
most probable.

In our concrete problem for EIT, the models are parametrized by the hyperparameter
λ. To find the maximizer regarding λ of p(U δ|λ), or equivalently of log p(U δ|λ), we find
the zero of its derivative ∂

∂λ log p(U δ|λ). To this end, let Z =
∫
p(U δ|σ, λ)p(σ|λ)dσ. Then

∂

∂λ
logZ =

1

Z

∂

∂λ
Z

=
1

Z

∫
p(U δ|σ)

(n
λ
− ‖σ − σbg‖1

)(λ
2

)n
e−λ‖σ−σ

bg‖1dσ

=
n

λ
− E
p(σ|Uδ)

[‖σ − σbg‖1].

To make the computation of the expectation Ep(σ|Uδ)[‖σ−σbg‖1] feasible, we first approx-
imate p(σ|U δ) by Expectation Propagation with a normal distribution p̃(σ) and then use
that one to compute the expectation of ‖σ−σbg‖1. Let m and C be mean and covariance
of EP’s approximation p̃, respectively. Then we compute

E
p(σ|Uδ)

[‖σ − σbg‖1] ≈ E
p̃(σ)

[‖σ − σbg‖1] =
N∑
i=1

E
p̃(σ)

[|σi − σbg
i |]

=

N∑
i=1

∫
Rn
N(σ,m,C)|σi − σbg

i |dσ =

N∑
i=1

∫ ∞
−∞

N(σi,mi, Cii)|σi − σbg
i |dσi

=
N∑
i=1

∫ ∞
σbg
i

N(σi,mi, Cii)(σi − σbg
i )dσi −

∫ σbg
i

−∞
N(σi,mi, Cii)(σi − σbg

i )dσi

=

N∑
i=1

(m− σbg
i ) erf(

m− σbg
i√

2Cii
) + 2CiiN(σbg

i ,mi, Cii),

where erf(·) denotes the error function. The quality of the approximation depends mainly
on how well p can be approximated by a normal distribution.
To compute an optimal hyperparameter λ, one may use the fixed-point iteration

λ =
n

Ep̃(σ)[‖σ − σbg‖1]

to find the zeros of ∂
∂λ logZ. Note that p̃ depends implicitly on λ; the EP-Algorithm is run

in every iteration to compute the approximation p̃ to p. Alternatively, the derivative-free
method due to [Brent, 2002], available in MATLAB as fzero, maybe used to find a zero.
In our numerical experiments, it seemed that ∂

∂λ logZ has exactly one zero.
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CHAPTER 6

Evaluation

In order to illustrate the feasibility and efficiency of the proposed method, we present
numerical results for two nonlinear inverse problems, namely Electrical Impedance To-
mography and Inverse Scattering. Reconstructions for both problems are based on
experimental data.

6.1. Electrical Impedance Tomography

Electrical Impedance Tomography (EIT) is a non-destructive, low-cost and portable
imaging technique developed for probing internal structures of an object by recovering
its electrical conductivity/permittivity distribution from voltage measurements on the
boundary. The technique is also non-invasive since only electrical measurements of currents
and voltages on the boundary are performed.
EIT can therefore be used as an imaging method in industry (e.g. detection of

cracks in concrete [Karhunen et al., 2010] or imaging of fluid flows and their mixing in
pipes [Dickin and Wang, 1996]), geophysics (e.g. detection of deposits and reconstruc-
tion of structures under the ground from measurements on the surface of the Earth
[Lehikoinen et al., 2007]) and medical imaging (e.g. breast cancer detection and lung
function monitoring [Holder, 2004]).
One typical experimental setup is as follows. One first attaches a set of metallic

electrodes to the surface of the object. Then one injects an electric current into the
object through these electrodes, which induces an electromagnetic field inside the object.
Finally, one measures the electric voltages on these electrodes. The procedure is often
repeated several times with different input currents in order to yield sufficient information
on the sought-for conductivity distribution. This physical process can be most accurately
described by the complete electrode model [Cheng et al., , Somersalo et al., 1992], but
the simpler continuum model is also frequently employed in simulation studies. The
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imaging modality has attracted considerable interest in applications, e.g., in medical
imaging, geophysical prospecting, nondestructive evaluation and pneumatic oil pipeline
conveying.

6.1.1. Mathematical model

According to the comparative experimental studies in [Cheng et al., , Somersalo et al., 1992],
the complete electrode model (CEM) is currently the most accurate mathematical model
for reproducing Electrical Impedance Tomography (EIT) experimental data. This is
attributed to its faithful modeling of the physics: It takes into account several important
features of real EIT experiments, i.e., discrete nature of the electrodes, shunting effect
and contact impedance effect. We shall briefly recall the mathematical model and its
analytical properties in this section, which will be useful in our analysis.
Let Ω be an open and bounded domain in Rd (d = 2, 3) with a Lipschitz continuous

boundary Γ. We denote the set of electrodes by {el}Ll=1, which are open connected subsets
of the boundary Γ and disjoint from each other, i.e., ēi ∩ ēk = ∅ if i 6= k. The applied
current on the lth electrode el is denoted by Il, and the current vector I = (I1, . . . , IL)t

satisfies
∑L

l=1 Il = 0 in view of the law of charge conservation. Let the space RLΣ be
the subspace of the vector space RL with zero mean, then we have I ∈ RLΣ. The
electrode voltage U = (U1, . . . , UL)t is normalized such that U ∈ RLΣ, which represents
a grounding condition. Then the mathematical model for the CEM reads: given the
electrical conductivity σ, positive contact impedances {zl} and an input current pattern
I ∈ RLΣ, find the potential u ∈ H1(Ω) and electrode voltage U ∈ RLΣ such that

−∇ · (σ∇u) = 0 in Ω,

u+ zlσ
∂u
∂n = Ul on el, l = 1, 2, . . . , L,∫

el
σ ∂u∂nds = Il for l = 1, 2, . . . , L,

σ ∂u∂n = 0 on Γ\ ∪Ll=1 el.

(6.1)

The physical motivation behind the mathematical model (6.1) is as follows, see
[Somersalo et al., 1992, Cheney et al., 1999]. The governing equation is derived under a
quasi-static low frequency assumption on the electromagnetic process. The second line in
system (6.1) models the important contact impedance effect: When injecting electrical
currents into the object, a highly resistive thin layer forms at the electrode-electrolyte
interface (due to certain electrochemical processes), which causes potential drops across
the electrode-electrolyte interface according to Ohm’s law. It also incorporates the shunt-
ing effect: electrodes are perfect conductors, and hence the voltage is constant on each
electrode. The third line reflects the fact that the current injected through each electrode
is completely confined therein. In practice, only the electrode voltage U can be measured,
which is then used for reconstructing the conductivity distribution σ.

Due to physical constraint, the conductivity distribution is naturally bounded both from
below and from above by positive constants, hence we introduce the following admissible
set

A = {σ : λ ≤ σ(x) ≤ λ−1 a.e. x ∈ Ω},
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for some λ ∈ (0, 1). We shall endow the set with Lr(Ω) norms, r ≥ 1.
We denote by H the product space H1(Ω)× RLΣ with its norm defined by

‖(u, U)‖2H = ‖u‖2H1(Ω) + ‖U‖2RL .

A convenient equivalent norm on the spaceH is given in the next lemma [Somersalo et al., 1992].

Lemma 6.1.1. On the space H, the norm ‖ · ‖H is equivalent to the norm ‖ · ‖H,∗ defined
by

‖(u, U)‖2H,∗ = ‖∇u‖2L2(Ω) +
L∑
l=1

‖u− Ul‖2L2(el)
.

The weak formulation of the model (6.1) reads: find (u, U) ∈ H such that∫
Ω
σ∇u · ∇vdx+

L∑
l=1

z−1
l

∫
el

(u− Ul)(v − Vl)ds =
L∑
l=1

IlVl ∀(v, V ) ∈ H. (6.2)

Now for any fixed σ ∈ A, the existence and uniqueness of a solution (u, U) ≡
(u(I, σ), U(I, σ)) ∈ H to the weak formulation (6.2) follows directly from Lemma 6.1.1
and Lax-Milgram theorem, and further, it depends continuously on the input current
pattern I [Somersalo et al., 1992].
After discretization by a linear finite element method, we call

F : Rn → Rm

σ →

 U(I1, σ)
...

U(IL−1, σ)


the forward operator of EIT. It maps a discretized conductivity to the potentials for
each of L− 1 linear independent current patterns I1, . . . IL−1. See appendix B regarding
properties and implementation of the forward operator.
Recall the posterior distribution (1.2) of the EIT inverse problem

p(σ|U δ) ∼ e−
α
2 ‖F (σ)−Uδ‖22e−λ‖σ−σ

bg‖1
n∏
i=1

χ[Λ,∞](σi). (6.3)

To apply the EP algorithm to the posterior p(σ|U δ), we factorize it into

t0(σ) = e−
α
2 ‖F (σ)−Uδ‖22 ,

ti(σ) = e−λ|σi−σ
bg
i |χ[Λ,∞](σi), i = 1, . . . , n.

Then the factor t0 is Gaussian (after linearization, see Algorithm 4), and the remaining
factors t1, . . . , tn each depend only on one component of σ. This enables us to rewrite the
necessary integrals, upon appealing to Theorem 3.4.2, into one-dimensional ones. They
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have to be carried out semi-analytically, though, because a purely numerical quadrature
may fail to deliver the required accuracy due to the singular shape of the Laplace prior,
which is plagued with possible cancelation and underflow.

Finally, we briefly comment on the computational complexity of the EP algorithm. It
needs n evaluations of the forward operator F to compute the linearized model F ′ in the
outer iteration. Each evaluation of F is dominated by solving a linear problem of size n×n,
and for each outer evaluation the stiffness matrix remains unchanged and one can employ
Cholesky decomposition to reduce the computational efforts. Further, it can be carried
out in parallel if desired. Each inner iteration (linear EP) involves n EP updates, which is
dominated by one Cholesky up/down-date of K and one forward/backward substitution.
The cost of performing the low dimensional integration is negligible compared with other
pieces. With k outer iterations and l inner iterations for each outer iteration, this gives a
total cost of

O(kn3/3 + kln(n+ n2/2)).

6.1.2. Experimental setup

In this part, we illustrate the performance of the EP algorithm with real experimental
data on a water tank. The measurement setup is illustrated in Fig. 6.2. The diameter of
the cylindrical tank was 28 cm and the height was 10 cm. For the EIT measurements,
sixteen equally spaced metallic electrodes (width 2.5 cm, height 7 cm) were attached to
the inner surface of the tank. The tank was filled with tap water, and objects of different
shapes and materials (either steel or plastic) were placed in the tank. We consider six
cases listed in Table 6.1. All the inclusions were symmetric in height. In all cases, the
excess water was removed from the tank, so that the height of water level was also 7 cm,
the same as the height of the electrodes. The EIT measurements were conducted with
the KIT 2 measurement system [Savolainen et al., 2003]. In these experiments, fifteen
different current injections were carried out, between all adjacent electrode pairs. For each
injection, 1 mA of current was injected into one electrode and the other electrode was
grounded. Then the potentials of all other fifteen electrodes with respect to the grounded
electrode were measured.

Table 6.1.: Description of experiments.
case description
1 one plastic cylinder
2 two plastic cylinders
3 two neighboring plastic cylinders
4 three neighboring plastic cylinders
5 one plastic and one metallic cylinders
6 two plastic and one metallic cylinders

To validate our choice of a Gaussian noise model, we repeated injection of all possible
current patterns 10 times, measuring all potentials for each pattern. In our model, each
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Table 6.4.: Convergence behavior of the EP algorithm for case 1. Here k and j refer
respectively to the outer and inner iteration index, ep(m) and ep(C) denote
the error relative of the mean m and covariance C relative to the previous
iterate, and ef (m) and ef (C) relative to the last iterate.

k j ep(m) ef (m) ep(C) ef (C)

1 6.95e-1 6.21e-1 1.87e1 1.87e1
2 7.23e-1 4.74e-1 1.87e1 1.82e0

1 3 5.29e-1 2.53e-1 6.40e0 6.36e0
4 1.71e-1 1.78e-1 5.57e0 3.69e0
5 1.98e-3 1.78e-1 6.76e-1 3.54e0
1 2.40e-1 2.26e-1 1.15e0 4.03e0
2 2.58e-1 1.71e-1 3.96e0 2.55e0

2 3 1.60e-1 1.04e-1 2.60e0 3.07e0
4 2.86e-2 9.63e-2 2.54e0 3.56e0
5 1.58e-3 9.63e-2 2.75e-1 3.67e0
1 1.46e-1 1.21e-1 1.23e0 3.85e0
2 1.07e-1 5.74e-2 3.54e0 8.67e-1

3 3 4.45e-2 3.39e-2 6.83e-1 7.92e-1
4 2.32e-2 4.47e-2 4.48e-1 4.62e-1
5 4.39e-3 4.34e-2 3.06e-1 7.06e-1
1 3.11e-2 2.36e-2 1.04e-1 6.97e-1

4 2 1.11e-2 1.74e-2 4.56e-1 2.90e-1
3 1.91e-3 1.79e-2 2.17e-1 3.35e-1

5 1 1.80e-2 1.28e-3 1.94e-1 1.58e-1
2 1.28e-3 0.00e0 1.58e-1 0.00e0

able) match on the mean. For the variance, EP usually captures the same structure as
MCMC, but the magnitudes are slightly different. The variance generally gets higher
towards the center of the watertank (due to less information encapsulated in the measure-
ments), and at the edges of detected inclusions (due to uncertainty in the edge’s exact
position). Further, compared with cases 1-4, the standard deviation of cases 5-6, which
contains metallic bars, is much larger, i.e., the associated uncertainties are larger.
Finally, we observe that the Bayesian reconstructions with the Laplace prior contain

many close-to-zero components, however it is not truly sparse but only approximately
sparse. This is different from the Tikhonov formulation of the maximum a posteriori
estimate, which yields a genuinely sparse reconstruction, as long as the regularization
parameter is large enough; see the reconstructions in fig. 6.11, which are due to the
algorithm of [Gehre et al., 2012]. While the Tikhonov formulation yields only a point
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6. Evaluation

Figure 6.12.: Experimental setup at Centre Commun de Ressources Micro-ondes (CCRM)
at Marseille. Image from [Geffrin et al., 2005].

Figure 6.13.: Target and receiver can be rotated to simulate an arrangement of multiple
transmitters and receivers. Image from [Belkebir and Saillard, 2001].

From the difference between the measured incident field and the fitted incident field
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CHAPTER 7

Conclusion and future work

We presented a variational method for approximating the posterior probability distribution
based on expectation propagation. The algorithm is of iterative nature, with each iteration
matching the mean and covariances, by minimizing the Kullback-Leibler divergence. Some
basic properties (convergence and stability) of the algorithm have been established. The
algorithm is explicitly illustrated on a special class of posterior distributions which are
a product of a (nonlinear) Gaussian distribution and other factors depending on the
unknown through projections. Numerically, we demonstrated the applicability to Electrical
Impedance Tomography (EIT) with the complete electrode model on real experiments
with a water tank immersed with plastic/metallic bars, and to Inverse Scattering with
experimental near-field measurements. For EIT, the numerical experiments indicate that
compared with Markov chain Monte Carlo, the algorithm is computationally very efficient,
and reasonably accurate. The Inverse Scattering results, too, show a good resolution and
reasonable uncertainty estimates.
Even though we showcase only two popular inverse problems, Electrical Impedance

Tomography and Inverse Scattering, Expectation Propagation clearly can be applied to a
wide variety of other nonlinear inverse problems, e.g., optical tomography. In addition
there are several avenues for further research.
First, it is necessary to extend the algorithms to other important prior distributions

(e.g., total variation) and likelihood functions (e.g., Laplace distributions for robust for-
mulations). We note that the extension is nontrivial for parameter identifications. For
example, for the total variation prior, the treatment of box constraints is not straightfor-
ward. Additionally, one may choose a different family for the approximate factors t̃. In
this work, we approximated by normal distributions. But also the Student’s t-distribution
seems like a reasonable choice, which may improve the quality of approximation in some
settings.

Second, we have described some basic properties of the EP algorithm. However, many
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7. Conclusion and future work

fundamental properties, e.g., its global and local convergence properties, and stability
with respect to data perturbation, remains elusive.

Third, the computational efficiency of the EP algorithm requires careful implementation,
e.g., computing the diagonal elements of the inverse of large (and possibly dense) inverse
covariance matrix and accurate numerical quadrature of low-dimensional but nonsmooth
integrals. This necessitates the study of relevant numerical issues, e.g., semi-analytic
formulas and error estimates. It may be viable to first compute a MAP estimate by an
optimization strategy and then use that to precondition the EP method. Alternatively,
one may modify the EP method to only supplement the MAP estimate with the variance.
Fourth, to combine the rapid approximation of Expectation Propagation with the

accuracy of a long-running MCMC chain, preconditioning methods for MCMC should
be studied. There are multiple ways on how to incorporate the results from Expectation
Propagation to accelerate a subsequent MCMC algorithm. For example, in random walk
MCMC methods, a proposal distribution with a covariance computed by EP will yield a
higher acceptance rate. Independence sampler, i.e. MCMC methods with a fixed proposal,
can be enhanced by using the EP approximation to build the proposal. In preconditioned
MCMC with multiple levels, the Gaussian approximation by EP can be employed on
the first level to cheaply reject proposals that would probably be rejected by the true
posterior.
In summary, the Expectation Propagation algorithm for nonlinear inverse problems

opens up multiple avenues for future research.
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APPENDIX A

Semi-analytic computation of moments

To perform Algorithm 2 for the robust formulation, one needs to evaluate the integrals
EN(x,m̂,v̂) Laplace(x,µ,λ)[x] and VarN(x,m̂,v̂) Laplace(x,µ,λ)[x] very accurately. This is numeri-
cally nontrivial due to the nonsmooth nature of the Laplace distribution, which prevents
a straightforward application of the usual quadrature rules, e.g., Gaussian quadrature.
Therefore, we discuss the numerical integration in detail, following the work [Seeger, 2008,
Appendix A].

Let λ, v̂ > 0 and µ, m̂ ∈ R. We are interested in one-dimensional integrals

Îk =

∫ ∞
−∞

λ

2
e−λ|z−µ|(2πv̂)−

1
2 e−

1
2v̂

(z−m̂)2
zkdz k = 0, 1, 2,

because the expressions Î1
Î0

and Î2
Î0

correspond to the first and second moment of the
posterior distribution N(x, m̂, v̂) Laplace(x, µ, λ), respectively. Upon changing variable
z := x

λ + µ, and letting m := λ(m̂− µ) and v := v̂λ2, we arrive at

Îk = (8πv)−
1
2

∫ ∞
−∞

e−|x|e−
1
2v

(x−m)2
(x
λ

+ µ
)k
dx.

Upon expanding the polynomial term, it suffices to compute the basic integrals Ik defined
below

Ik = (8πv)−
1
2

∫ ∞
−∞

e−|x|e−
1
2v

(x−m)2
xkdx

= (−1)kI+
k (−m) + I+

k (m),

where the function I+
k is defined by I+

k (m) := (8πv)−
1
2

∫∞
0 e−xe−

1
2v

(x−m)2
xkdx. By

changing variable with x =
√
vz + (m− v), we deduce

I+
k (m) = (8π)−

1
2 e

v
2
−m
∫ ∞
√
v− m√

v

e−
z2

2
(√
vz + (m− v)

)k
dz. (A.1)
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A. Semi-analytic computation of moments

Now we discuss the three cases k = 0, 1, 2 separately. First consider the case k = 0.
Using the cumulative distribution function Φ(x) =

∫ x
−∞N(s)ds for the standard normal

distribution N(x), we can express I+
0 by

I+
0 (m) = 1

2e
v
2
−m
(

1− Φ(
√
v − m√

v
)
)
.

We note that a direct evaluation of I+
0 can lead to either overflow or underflow due to the

presence of exponentials. Hence it is numerically not so stable. To circumvent the issue,
we introduce the ratio

r =
I+

0 (−|m|)
I+

0 (|m|)
= e2|m|

1− Φ(
√
v + |m|√

v
)

1− Φ(
√
v − |m|√

v
)
∈ (0, 1].

If the argument satisfies
√
v − |m|√

v
> 5, then the well-known asymptotic expansion

[Abramowitz and Stegun, 1964, eq. 7.1.23]

1− Φ(x) = N(x, 0, 1)x−1
∞∑
n=0

(−1)n(2n− 1)!!x−2n

︸ ︷︷ ︸
:=g(x)

,

where (2n− 1)!! = 1 · 3 · 5 · . . . · 2n− 1 and −1!! = 1, is very accurate (less than the first
neglected term). The absolute error for 1−Φ(x) using the terms up to n = m is bounded
by

Rm(x) =
1√
2π
e−

x2

2
(2m− 3)!!

|x|2m−1
.

It is Rm(x) < 10−11 for m ≥ 8 and x ≥ 5. Otherwise, 1− Φ(·) can be evaluated directly.
Consequently, we arrive at

r = e2|m| v − |m|
v + |m|

N(
√
v + |m|√

v
)g(
√
v + |m|√

v
)

N(
√
v − |m|√

v
)g(
√
v − |m|√

v
)

=
v − |m|
v + |m|

g(
√
v + |m|√

v
)

g(
√
v − |m|√

v
)
.

Next we consider I+
1 (m). It follows from (A.1) and the relation d

dxN(x) = −xN(x) that

I+
1 (m) = (8π)−

1
2
√
ve

v
2
−m
∫ ∞
√
v− m√

v

e−
1
2
z2
zdz + (m− v)I+

0 (m)

= 1
2

√
vN( |m|√

v
) + (m− v)I+

0 (m).

(A.2)

Therefore, we have

I1(m)

I0(m)
=
I+

1 (m)− I+
1 (−m)

I0(m)
= m+ v

I+
0 (−m)− I+

0 (m)

I0(m)
= m+ v sgn(m)(1− 2

1+r ).
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A. Semi-analytic computation of moments

This together with the definitions of m and v yields

Î1(m)

Î0(m)
=
λ−1I1(m) + µI0(m)

I0(m)
= λ−1 I1(m)

I0(m)
+ µ

= µ+ λ−1(m+ v sgn(m)(1− 2
1+r )) = m̂+ λv̂ sgn(m)(1− 2

1+r ).

Finally, we turn to the case k = 2. The relation x2N(x) = N(x)− d
dx(xN(x)) implies∫ ∞

x
N(z)z2dz =

∫ ∞
x

N(z)dz −
∫ ∞
x

d

dz
(zN(z))dz =

∫ ∞
x

N(z)dz + xN(x).

This together with the definition of I+
2 (m) and (A.2) yields

I+
2 (m) = 1

2
√

2π
ve

v
2
−m
∫ ∞
√
v− m√

v

N(z)z2dz + 2(m− v)I+
1 (m)− (m− v)2I+

0 (m)

= 1
2
√

2π
e
v
2
−mv(

√
v − m√

v
)e
− 1

2
(
√
v− m√

v
)2

+ 2(m− v)I+
1 (m) + (v − (m− v)2)I+

0 (m)

= 1
2(m
√
v − v

3
2 )N( m√

v
) + (v + (m− v)2)I+

0 (m).

Therefore,

I2(m) = I+
2 (m) + I+

2 (−m)

= −v
3
2N( m√

v
) + (v +m2 + v2)I0(m)− 2mv(I+

0 (m)− I+
0 (−m)).

This in conjunction with the identity I+
0 (m)−I+

0 (−m)
I0(m) = 1

v (m− I1(m)
I0(m)) gives

I2(m)

I0(m)
= −v

3
2N( m√

v
)I0(m)−1 + (v + v2 −m2) + 2m

I1(m)

I0(m)
,

and
Î2(m)

Î0(m)
=
λ−2I2(m) + 2λ−1µI1(m) + µ2I0(m)

I0(m)

= µ2 + λ−2
(
v + v2 −m2 − v

3
2N( m√

v
)I0(m)−1

)
+ 2λ−1m̂

I1(m)

I0(m)
.

A.1. Restricted case

When we add a box constraint to the posterior from the previous section, e.g.

p(x) = N(x, m̂, v̂) Laplace(x, µ, λ)χ
[Λ̂,∞]

(x),

we extend the approach of the previous section as follows.
Let λ, Λ̂, v̂ > 0 and µ, m̂ ∈ R. We are interested in the following one-dimensional

integrals

Îk =

∫ ∞
Λ̂

λ

2
e−λ|z−µ|(2πv̂)−

1
2 e−

1
2v̂

(z−m̂)2
zkdz k = 0, 1, 2.

65



A. Semi-analytic computation of moments

Upon changing variable z := x
λ+µ, and lettingm := λ(m̂−µ), v := v̂λ2 and Λ := λ(Λ̂−µ),

we arrive at
Îk = (8πv)−

1
2

∫ ∞
Λ

e−|x|e−
1
2v

(x−m)2
(x
λ

+ µ
)k
dx.

Therefore, we may drop µ and λ in the integrals Îk. Upon expanding the polynomial
term, it suffices to compute the basic integrals Ik defined below

Ik = (8πv)−
1
2

∫ ∞
Λ

e−|x|e−
1
2v

(x−m)2
xkdx

A.1.1. Λ ≥ 0

Consider now the case that Λ ≥ 0. Then by changing variable with x =
√
vz + (m− v),

we deduce

Ik = (8π)−
1
2 e

v
2
−m
∫ ∞
√
v− m√

v
+ Λ√

v

e−
z2

2
(√
vz + (m− v)

)k
dz

=
1

2
e
v
2
−m
∫ ∞
√
v− m√

v
+ Λ√

v

N(z)
(√
vz + (m− v)

)k
dz.

Now we discuss the three cases k = 0, 1, 2 separately. First consider the case k = 0.
Using the cumulative distribution function Φ(x) =

∫ x
−∞N(s)ds for the standard normal

distribution N(x), we can express I+
0 by

I0 = 1
2e

v
2
−m
(

1− Φ(
√
v − m√

v
+

Λ√
v

)

)
.

Next we consider I1. It follows from (A.1) and the relation d
dxN(x) = −xN(x) that

I1 =
1

2
e
v
2
−m√v

∫ ∞
√
v− m√

v
+ Λ√

v

N(z)zdz + (m− v)I0

=
1

2
e
v
2
−m√vN(

√
v − m√

v
+

Λ√
v

) + (m− v)I0.

(A.3)

This together with the definitions of m and v yields

Î1(m)

Î0(m)
=
λ−1I1(m) + µI0(m)

I0(m)
= λ−1 I1(m)

I0(m)
+ µ

= µ+
m− v
λ

+ λ−1 1

2
e
v
2
−m√vN(

√
v − m√

v
+

Λ√
v

)/I0

= m̂− λv̂ +
√
v̂N(
√
v − m√

v
+

Λ√
v

)

(
1− Φ(

√
v − m√

v
+

Λ√
v

)

)−1

.

Finally, we turn to the case k = 2. The relation x2N(x) = N(x)− d
dx(xN(x)) implies∫ ∞

x
N(z)z2dz =

∫ ∞
x

N(z)dz −
∫ ∞
x

d

dz
(zN(z))dz =

∫ ∞
x

N(z)dz + xN(x).
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A. Semi-analytic computation of moments

This together with the definition of I2 and (A.2) yields

I2 = 1
2ve

v
2
−m
∫ ∞
y

N(z)z2dz + 2(m− v)I1 − (m− v)2I0

= 1
2e

v
2
−mvyN(y) + 2(m− v)I1 + (v − (m− v)2)I0

= 1
2e

v
2
−mvyN(y)

+ 2(m− v)(
1

2
e
v
2
−m√vN(y) + (m− v)I0) + (v − (m− v)2)I0

= 1
2e

v
2
−m(v(

√
v − m√

v
+

Λ√
v

) + 2(m− v)
√
v)N(y) + (v + (m− v)2)I0

= 1
2e

v
2
−m(m

√
v +

Λ√
v

)N(y) + (v + (m− v)2)I0,

where y =
√
v − m√

v
+ Λ√

v
. Finally, we arrive at

Î2

Î0

=
λ−2I2 + 2λ−1µI1 + µ2I0

I0

= λ−2

(
(m
√
v +

Λ√
v

)N(y) (1− Φ(y))−1

)
+ 2λ−1µ

(√
vN(y) (1− Φ(y))−1 + (m− v)

)
+ µ2

=

(
λ−2(m

√
v +

Λ√
v

) + 2λ−1µ
√
v

)
N(y) (1− Φ(y))−1

+ 2λ−1µ(m− v) + µ2.

A.1.2. Λ < 0

Consider now the case that Λ < 0. Then by changing variable with x =
√
vz + (−m− v),

we deduce I+
k like before

I−k = (8πv)−
1
2

∫ 0

Λ
e−|x|e−

1
2v

(x−m)2
xkdx

= (−1)k(8πv)−
1
2

∫ −Λ

0
e−xe−

1
2v

(x−(−m))2
xkdx

= (−1)k(8π)−
1
2 e

v
2

+m

∫ √v+ m√
v
− Λ√

v

√
v+ m√

v

e−
z2

2
(√
vz + (−m− v)

)k
dz

= (−1)k
1

2
e
v
2

+m

∫ √v+ m√
v
− Λ√

v

√
v+ m√

v

N(z)
(√
vz + (−m− v)

)k
dz.

Now we discuss the three cases k = 0, 1, 2 separately. First consider the case k = 0.
Using the cumulative distribution function Φ(x) =

∫ x
−∞N(s)ds for the standard normal
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A. Semi-analytic computation of moments

distribution N(x), we can express I+
0 by

I−0 = 1
2e

v
2

+m

(
Φ(
√
v + m√

v
− Λ√

v
)− Φ(

√
v + m√

v
)

)
I+

0 = 1
2e

v
2
−m
(

1− Φ(
√
v − m√

v
)
)
.

Next we consider k = 1. It follows from (A.1) and the relation d
dxN(x) = −xN(x) that

I−1 = −1

2
e
v
2

+m√v
∫ √v+ m√

v
− Λ√

v

√
v+ m√

v

N(z)zdz + (−m− v)I−0

= −1

2
e
v
2

+m√v(N(
√
v − m√

v
)−N(

√
v − m√

v
− Λ√

v
)) + (−m− v)I−0

I+
1 = 1

2

√
vN( |m|√

v
) + (m− v)I+

0 .

(A.4)

This together with the definitions of m and v yields

Î1(m)

Î0(m)
=
λ−1I1(m) + µI0(m)

I0(m)
= λ−1 I

+
1 + I−1
I+

0 + I−0
+ µ

= λ−1 I
+
1 + I−1
I+

0 + I−0
+ (m− v)µ.

Finally, we turn to the case k = 2. The relation x2N(x) = N(x)− d
dx(xN(x)) implies∫ ∞

x
N(z)z2dz =

∫ ∞
x

N(z)dz −
∫ ∞
x

d

dz
(zN(z))dz =

∫ ∞
x

N(z)dz + xN(x).

This together with the definition of I2 and (A.2) yields

I−2 = 1
2ve

v
2

+m

∫ √v+ m√
v
− Λ√

v

√
v+ m√

v

N(z)z2dz + 2(−m− v)I−1 − (−m− v)2I−0

= 1
2e

v
2

+mv((
√
v +

m√
v

)N(
√
v +

m√
v

)− (
√
v +

m√
v
− Λ√

v
)N(
√
v +

m√
v
− Λ√

v
))

+ 2(−m− v)I−1 + (v − (−m− v)2)I−0 ,
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where y =
√
v − m√

v
+ Λ√

v
. Then

Î2

Î0

=
λ−2I2 + 2λ−1µI1 + µ2I0

I0

= λ−2

(
(m
√
v +

Λ√
v

)N(
√
v − m√

v
+

Λ√
v

)

(
1− Φ(

√
v − m√

v
+

Λ√
v

)

)−1
)

+ 2λ−1µ

(
√
vN(
√
v − m√

v
+

Λ√
v

)

(
1− Φ(

√
v − m√

v
+

Λ√
v

)

)−1

+ (m− v)

)
+ µ2

=

(
λ−2(m

√
v +

Λ√
v

) + 2λ−1µ
√
v

)
N(
√
v − m√

v
+

Λ√
v

)

(
1− Φ(

√
v − m√

v
+

Λ√
v

)

)−1

+ 2λ−1µ(m− v) + µ2.
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APPENDIX B

Electrical Impedance Tomography

We first restate the formulation of EIT and then provide some properties and details
on the implementation. Let Ω be an open and bounded domain in Rd (d = 2, 3) with a
Lipschitz continuous boundary Γ. We denote the set of electrodes by {el}Ll=1, which are
open connected subsets of the boundary Γ and disjoint from each other, i.e., ēi ∩ ēk = ∅
if i 6= k. The applied current on the lth electrode el is denoted by Il, and the current
vector I = (I1, . . . , IL)t satisfies

∑L
l=1 Il = 0 in view of the law of charge conservation.

Let the space RLΣ be the subspace of the vector space RL with zero mean, then we have
I ∈ RLΣ. The electrode voltage U = (U1, . . . , UL)t is normalized such that U ∈ RLΣ, which
represents a grounding condition. Then the mathematical model for the CEM reads: given
the electrical conductivity σ ∈ A = {σ : λ ≤ σ(x) ≤ λ−1 a.e. x ∈ Ω}, positive contact
impedances {zl} and an input current pattern I ∈ RLΣ, find the potential u ∈ H1(Ω) and
electrode voltage U ∈ RLΣ such that

−∇ · (σ∇u) = 0 in Ω,

u+ zlσ
∂u
∂n = Ul on el, l = 1, 2, . . . , L,∫

el
σ ∂u∂nds = Il for l = 1, 2, . . . , L,

σ ∂u∂n = 0 on Γ\ ∪Ll=1 el.

(B.1)

The weak formulation of the model (B.1) reads: find (u, U) ∈ H such that∫
Ω
σ∇u · ∇vdx+

L∑
l=1

z−1
l

∫
el

(u− Ul)(v − Vl)ds =
L∑
l=1

IlVl ∀(v, V ) ∈ H. (B.2)

The next result presents an improved regularity of the solution (u(σ), U(σ)) to system
(B.1). It can be derived from the Neumann analogue [Gröger, 1989, Gallouet and Monier, 1999]

70



B. Electrical Impedance Tomography

of Meyers’ celebrated gradient estimates [Meyers, 1963]; see [Jin and Maass, 2012] for
details.

Theorem B.0.1. Let λ ∈ (0, 1), and σ(x) ∈ [λ, λ−1] almost everywhere. Then there
exists a constant Q(λ, d) > 2, which depends only on the domain Ω, the spatial dimension
d and the constant λ, such that for any q ∈ (2, Q(λ, d)), the solution (u(σ), U(σ)) ∈ H to
system (B.1) satisfies the following estimate

‖u‖W 1,q(Ω) ≤ C‖I‖,

where the constant C = C(Ω, d, λ, q).

Remark B.0.2. The parameter Q depends on the regularity of the domain Ω. If the
domain Ω is of class C1, then Q(λ, d) → ∞ as λ → 1 [Gröger, 1989]. For a general
Lipschitz domain, e.g., polyhedrons, there also always exists some Q(λ, d) > 2 for any
λ < 1, cf. [Gröger, 1989, Sect. 5].

The next result shows that the parameter-to-state map σ → (u(σ), U(σ)) ∈ H is
continuous with respect to Lr(Ω) topology on the admissible set A.

Lemma B.0.3. Let the sequence {σn} ⊂ A converge to some σ∗ ∈ A in Lr(Ω), r ≥ 1.
Then the sequence of the solutions {(u(σn), U(σn))} converges to (u(σ∗), U(σ∗)) in H.

Proof. It follows from the weak formulations of the solutions (un, Un) ≡ (u(σn), U(σn))
and (u∗, U∗) ≡ (u(σ∗), U(σ∗)) that for all (v, V ) ∈ H∫

Ω
σn∇(u∗ − un) · ∇vdx+

∫
Ω

(σ∗ − σn)∇u∗ · ∇vdx

+

L∑
l=1

z−1
l

∫
el

(u∗ − un − U∗l + Un,l)(v − Vl)ds = 0.

Upon setting the test function (v, V ) to (u∗−un, U∗−Un) ∈ H in this identity, and using
Theorem B.0.1 and the generalized Hölder’s inequality, we derive

min(λ, {z−1
l })

(
‖∇(u∗ − un)‖2L2(Ω) +

L∑
l=1

‖u∗ − un − U∗l + Un,l‖2L2(el)

)

≤
∫

Ω
σn|∇(u∗ − un)|2dx+

L∑
l=1

z−1
l

∫
el

|u∗ − un − U∗l + Un,l|2ds

=−
∫

Ω
(σ∗ − σn)∇u∗ · ∇(u∗ − un)dx

≤‖σ∗ − σn‖Lp(Ω)‖∇u∗‖Lq(Ω)‖∇(u∗ − un)‖L2(Ω)

≤‖σ∗ − σn‖Lp(Ω)‖∇u∗‖Lq(Ω)‖(u∗ − un, U∗ − Un)‖H,
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where the exponent q ∈ (2, Q(λ, d)) is from Theorem B.0.1 and the exponent p satisfies
p−1 + q−1 = 2−1. The desired assertion follows immediately if r ≥ p. In the case r < p,
we exploit the L∞(Ω) bound of the admissible set A, i.e.,∫

Ω
|σ∗ − σn|pdx ≤ λr−p

∫
Ω
|σ∗ − σn|rdx.

This together with Lemma 6.1.1 shows the desired assertion.

For a fixed current pattern I, we denote by F (σ) = U(σ) the forward operator, and
in the case of multiple input currents, we define F (σ) by stacking respective potentials
vectors. In the computation, we discard the potentials measured on current-carrying
electrodes, which makes the model more robust with respect to contact impedances {zl}.

Unfortunately, the analytical solution of (B.1) is usually intractable. Thus we employ
a finite element method, see [Vauhkonen et al., 1998, Lechleiter and Rieder, 2006] for
details. To this end, we exploit the weak formulation (B.2)∫

Ω
σ∇u · ∇vdx+

L∑
l=1

z−1
l

∫
el

(u− Ul)(v − Vl)ds =

L∑
l=1

IlVl ∀(v, V ) ∈ H. (B.3)

Choosing a basis {φi}i=1,...,N of a suitable finite element space, one can replace u by its
basis expansion u =

∑N
i=1 uiφi and test against every v = φi for i = 1, . . . , N to arrive,

in matrix form, at the linear system[
K0 +Kr Kb

(Kb)T Kd

]
︸ ︷︷ ︸

A

[
u

U

]
=

[
0

I

]
(B.4)

with

K0
ij :=

∫
Ω
σ∇φi · ∇φj dx i, j = 1, . . . , N

Krij :=

L∑
l=1

1

zl

∫
el

φiφj ds i, j = 1, . . . , N

Kbij := − 1

zi

∫
ei

φj ds i = 1, . . . , N and j = 1, . . . , L

Kdii :=
1

zi

∫
ei

1 ds i = 1, . . . , L

and u = (u1, . . . , uN )t. The matrix A is symmetric, positive semi-definite and sparse.
It is singular, because the condition U ∈ RLΣ has not been accounted for yet, and so
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every constant offset of one solution is another solution to that matrix equation. In
[Lechleiter and Rieder, 2006] it is suggested to add the row

[ 0 · · · 0︸ ︷︷ ︸
N times

1 · · · 1︸ ︷︷ ︸
L times

]

to A and at the same time extend the right-hand side vector of the linear system (B.4)
by an additional zero entry. Unfortunately, this destroys symmetry and squareness of the
original matrix, which in turn has bad influence on stability and performance. We follow
[Kaipio et al., 2000], where U is expanded in a basis of RLΣ instead of RL to enforce the
zero sum condition. Note that this only affects the matrices Kb and Kd, which are of
small dimensions, thus the transformation can be carried out inexpensively.
Let us call this operator fI : RN → RL, mapping a current pattern I and discretized

conductivity σ to the potentials on the electrodes U . In practice, we repeat the mea-
surement with L− 1 linear independent current patterns I1, . . . , IL−1 (a basis of RLΣ) to
obtain the best knowledge available about σ.
Therefore we define the EIT forward operator as

F : RN → RL(L−1) (B.5)

F (σ) =


fI1(σ)

...
fIL−1

(σ)

 .
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