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Abstract

“Earth is the cradle of humanity, but one cannot live in a cradle forever.”
–Konstantin E. Tsiolkovsky, an early pioneer of rocketry and astronautics1.

Space robotics enable humans to explore beyond our home planet. Traditional tech-
niques for tele-operated robotic guidance make it possible for a driver to direct a rover
that is up to 245.55Mkm away. However, relying on manual terrestrial operators for
guidance is a key limitation for exploration missions today, as real-time communication
between rovers and operators is delayed by long distances and limited uplink opportu-
nities. Moreover, autonomous guidance techniques in use today are generally limited in
scope and capacity; for example, some autonomous techniques presently in use require
the application of special markers on targets in order to enable detection, while other
techniques provide autonomous vision-based flight navigation but only at limited alti-
tudes in ideal visibility conditions. Improving autonomy is thus essential to expanding
the scope of viable space missions.

In this thesis, a fusion of monocular visible and infrared imaging cameras is
employed to estimate the relative pose of a nearby target while compensating for each
spectrum’s shortcomings. The robustness of the algorithm was tested in a number of
different scenarios by simulating harsh space environments while imaging a subject of
similar characteristics to a spacecraft in orbit. It is shown that the fusion of visual
odometries from two spectrums performs well where knowledge of the target’s physical
characteristics is limited.

The result of this thesis research is an autonomous, robust vision-based track-
ing system designed for space applications. This appealing solution can be used onboard
most spacecraft and adapted for the specific application of any given mission.

Keywords: Fusion of multimodal sensors, visual odometry, monocular imaging, Ex-
tended Kalman Filter, autonomous vision-based navigation for space applications.
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SURF : Speeded-Up Robust Features
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Introduction

1.1 Problem Statement

Communication latency, human error, and sensor malfunctions all create high risks of
mission failure for space robotics. Vision-based autonomous attitude control offers an
ideal navigation solution for future fractionated objects in orbit to reduce the likelihood
of these errors and mitigate their consequences. Additionally as a redundancy to com-
pensate for the possibility of sensor malfunctions, the onboard odometry sensors are
fused together for the computation of pose estimation. In this thesis, image-based tech-
niques that comply with the following three key constraints for autonomous navigation
were explored:

i) Self-reliant hardware: system needs to be able to perform the computation onboard
in real-time with limited computing power.

ii) Fixed payload: no additional instruments shall be added.

iii) Poor illumination: the system shall be able to navigate autonomously even in
extremely bright or pitch dark environments.

Due to payload restrictions of limited power, memory, and processing capacity,
the selection of vision-aided techniques were finite. There were no available images of
spacecraft in orbit for evaluation of the robustness of the system. There was also a
limited timeline to complete this study, so launching a satellite to obtain such images
would have been impractical. Instead, the harsh space-like environments were creatively
simulated on Earth to help test and improve the robustness of the feature detector. The
system had to be universal such that it would be able to detect pre-existing spacecraft,
without the need to modify nor adjust the target in any way. Since the system may

1



1. INTRODUCTION

have limited reference images of the subject that it needs to detect or track, machine
learning techniques were not considered as an option. The imaging hardware had to be
additionally compact and easily accessible for most purposes such that it can remain
within the weight and budgetary constraints of modern launchers.

Monocular visible imaging cameras were ultimately selected as the hardware
to guide the autonomous navigation. The cameras are typically employed on modern
spacecraft during science missions, but are generally neglected for autonomous naviga-
tional purposes. Hence reusability of the onboard instruments is a sensible choice.

Moreover, throughout the research, it became evident that extreme lighting
conditions are the primary factors that may debilitate the detector. High illumina-
tion or the lack of it often washed out the subject within the frame and consequently
temporarily blinded the system. Infra-Red (IR) cameras offered a solution as they are
capable of seeing the thermal signature of a nearby subject, rather than being affected
by the lighting conditions of their surroundings. Since thermal imaging cameras are
another science instrument often onboard spacecraft, they were used to complement
the visible camera in verifying the detection of the subject. In particular, the system
applied a fusion of visible and thermal images to be able to always detect and track
both cooperative or uncooperative targets without predefined markers under any light-
ing conditions and for a reasonably broad range of distances. Moreover, in the event
of sensor malfunction, the fusion of sensors offered a robust technique to still continue
to estimate the relative pose.

1.2 State of the Art

Image guided technologies have been employed in a number of fields over the years to
help improve our lives and enhance our capabilities. For instance, the technology is
currently employed on production lines in many factories (such as at Beck’s Brewery
in Bremen) to inspect faulty consumer goods before items are packaged and shipped
out. As robotic capabilities have continued to expand, so have their applications.
Applications of image guided technologies include: inspections for leaky pipes in houses
without the use of any material incisions; maintenance of plants’ health via remote
monitors; and automotive cruise control management such that a vehicle’s distance
from surrounding traffic is programmatically adjusted in accordance with traffic speed,
weather conditions, and in some cases, even the driver’s fatigue levels.

Many of these applications were originally developed for use in space and
were subsequently revised for spin-off use cases on Earth. One such example of a
space application that informed Earth-based utilities is the Canadian Space Agency
(CSA)’s Canadarm on the International Space Station (ISS). This robotic arm is used to
support the crew during external operations such as Extra Vehicular Activities (EVAs)
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to repair or inspect the exterior structure of the ISS, or berthing (i.e. capturing)
of cargo spacecraft3. The high precision task was further complicated by the need
for remote operation. This technology has since been repurposed for novel use cases
in medicine4. Doctors can perform tele-operated surgeries on their patients who are
located kilometres away in rural areas5. The lifesaving technology can even detect
and over-write the jittery hands of a surgeon during a precise operation. Consequently
operations are performed more efficiently while the risk of damage to patients’ tissues
is reduced.

Imaging sensors have further advanced the capabilities of smart robotics.
Some implementations over the last decade include unmanned aerial vehicles (UAV)s6,7,
exploration rovers8,9, as well as satellites10,11. Since satellites are most applicable to
this dissertation’s objectives, this chapter will further elaborate on the advancements
in space technologies particular to satellites.

Some satellites have integrated vision-aided onboard instruments to assist in
the navigation of spacecraft, such as in the European Space Agency’s (ESA) aster-
oid landing mission, Rosetta12,13. Rosetta, which launched in 2004, acquired high-
resolution images during its mission that offered insights for the science team back at
ESA’s mission control on Earth. The images helped the team locate optimal land-
ing sites and track Rosetta’s lander module, Philae, during its descent. By 2016,
Rosetta sent its final image seconds before the scheduled crash landing on the surface
of comet 67P/Churyumov–Gerasimenko. Despite the technological advancements im-
plemented in Rosetta, which allowed researchers to develop an accurate 3D model of
a comet14,15,16, this spacecraft was still far away from a fully autonomous vision-aided
navigation and detection system.

Another satellite mission involving the use of imaging sensors is the Prototype
Research Instruments and Space Mission technology Advancement (PRISMA), which
was launched in 2010. PRISMA is comprised of two spacecraft: the main spacecraft
(MANGO) and the target spacecraft (TANGO). MANGO carries a short range visible
onboard camera, allowing it to autonomously track TANGO17. Although the PRISMA
mission features far more autonomy than Rosetta, MANGO’s vision-based navigation
system has limited applicability also. In order to detect the target, the Light-Emitting
Diode (LED)s of the target have to be visible within the line of sight of PRISMA’s
cameras. Furthermore, the target has to bear LEDs otherwise PRISMA is unable to
visually detect the nearby subject. Therefore many of the existing spacecraft in or-
bit or debris will be incompatible for detection, tracking, or obstacle avoidance using
PRISMA’s technology as they don’t commonly carry LEDs. LIght Detection and Rang-
ing (LIDAR) as well as Triangulation-LIDAR (TriDAR) techniques are other methods
used in vision-aided docking missions with the ISS. However these techniques are valid
for short range distances and they require the target to bear special markers such as
retroreflectors18,19, which also pose application limitations.
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Figure 1.1: Cartoon illustration of the Rosetta spacecraft visually locating the Philae
lander on comet 67P/Churyumov–Gerasimenko. Image source: ESA20.

Although not a satellite, the Ingenuity helicopter presents an example of the
most recent and advanced use of vision-based guidance in space applications. Since
April of 2021, Ingenuity has been employing its downward facing monochrome camera
- as a technology demonstration - to estimate its velocity during the first autonomous
flights on Mars21. Its vision-based guidance suffers from altitude perception so it has
only been able to reach altitudes of up to 10m. Additionally, the flights are limited to
clear visibility conditions for when sufficient illumination is available for the camera to
track features during its traverse; in very bright or dark circumstances, the camera is
blinded and unable to estimate its relative velocity.

Thus it is crucial to design a robust universal system that can withstand the
many extreme settings of space. In particular, the harsh lighting conditions in space
can have a severe impact on the efficacy of vision-based navigation methods since the
visible image of a spacecraft facing the sun will have its true edges washed out by
the extreme illumination conditions, and will have new edges created due to shadows
and reflections. Conversely, when no sunlight is present, an object may be completely
camouflaged in the dark background of space. Hence, a novel approach is imperative to
overcoming the unique challenges of space. IR imaging is suggested as a complementary
methodology to improve the accuracy of subject detection for extreme illumination
conditions. IR imagery has been utilized for assistance in docking and berthing of the
Space Shuttle with the ISS, as well as in a number of inspections of the exterior of
both facilities22,23,24. For instance, as a result of the Columbia accident25, subsequent
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Space Shuttle missions were all inspected with thermal cameras to identify damaged
or missing heat tiles prior to re-entry26,27,28,29,30,31. However, despite the extensive use
of the imaging technique in space applications, there is a lack of understanding of its
limitations for use in autonomous robotic tasks. Within this thesis, various techniques
have been evaluated to address some of the challenges.

Finally, a universal system would ideally function with any visible and near
IR imaging camera, such that the system would be able to detect and track the targets
using uncalibrated cameras. This technique has been applied in a number of existing
contexts recently32,33. However due to time constraints of the thesis, this step will be
explored and implemented in future continuations of the project. Instead, a novel cali-
bration technique was introduced to calibrate the visible and thermal imaging cameras
in parallel with a mono checkerboard pattern. This is a redundant step to ensure that
the detection result obtained via the calibration method is as accurate as possible.

1.3 Scenario and Approach

The objective of this thesis is to deliver a vision-aided system for real-time autonomous
detection and tracking of fractionated objects in orbit. One scenario is to apply the
system during autonomous rendezvous and proximity operations (RPO) such that the
imaging system on a satellite is used to visually guide itself towards another nearby
satellite. This application is particularly of interest in situations when the positioning
or coordination sensors (i.e. star trackers, sun sensors, etc.) malfunction. In such
scenarios, the system would need to rely on the onboard autonomous imaging system
to survive. Using an onboard camera, the system will be able to detect and avoid
obstacles such as space debris. The system can also be applied to locate a nearby
faulty satellite, estimate its relative speed and position, and guide it to a safe orbit
where further recovery operations can take place.

In the process of designing the system, the algorithm underwent many iter-
ations according to various performance criteria during the evaluations. Some assess-
ments considered the performance based on execution runtime. In particular for those
studies since there was no access to flight hardware, Android devices were employed
instead, as their processing power is comparable to that of a spacecraft’s Central Pro-
cessing Unit (CPU). Although the Android devices used are much faster than the on-
board processors of modern spacecraft, they were the closest option to flight hardware,
as demonstrated in Table 1.1. The table offers a clear illustration of the difference in
CPU capacity of a typical personal computer (PC), Android device, and the processors
used on some of the most recent spacecraft as of today.

With the exception of the Mars Ingenuity helicopter, the processing power
onboard flight hardware is noticeably lower than even the Android devices. This is
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1.3 Scenario and Approach

because the process to qualify the hardware against the harsh radiation environment
of space is lengthy and complex, hence space-grade chipsets are far behind the latest
developments in consumer technology. Ingenuity, as a technology demonstrator, uses
the same processor as Android’s OnePlus One and Samsung Galaxy S538, which is very
similar to the CPU of the Sony device that was used in this thesis. The recent success
of Ingenuity’s mission will likely pave the way for new technologies to be implemented
in future space missions.

Furthermore, employing an Android device was additionally advantageous as
the embedded platform is compact, quick to set up, and easy to integrate for use in
almost any test. Thus Android devices can be enabled for a much wider range of
experiments to be carried out. Furthermore, consistency is crucial during evaluation
tests. Hence using a robust hardware platform such as those employed by Android
phones offers a compelling solution, as Android hardware has been used and tested by
millions of people. As such the hardware carries a high reliability recognition.

Thus far, only a few published studies have assessed the use of vision algo-
rithms via Android devices in microgravity: the Edison Demonstration of Smallsat
Networks (EDSN) mission39,40 as well as a number of experiments with the Synchro-
nized Position Hold, Engage, Reorient Experimental Satellites (SPHERES)41,42.

In November of 2015, the eight small satellites of the EDSN mission were lost
due to “a failure of the launch vehicle during the U.S. Air Force-led Operationally Re-
sponsive Space (ORS) Office’s ORS-4 mission”43. No further announcements regarding
the continuation of the project have since been made.

As for the three free flying cube SPHERES, each is operated by a Nexus S
handset with an Android Gingerbread 4.1 operating system and a 1.0GHz Cortex-A8
CPU44. Using ultrasound beacons, accelerometers, and gyroscopes, the Android device
is used to process the data and provide guidance in formation flying manoeuvres at the
Japanese Experimental Module (JEM) inside the ISS. Over the last decade, SPHERES
has been used for verification tests such as capturing space debris. Recently, it was
used to test machine learning techniques to self navigate inside the JEM45. In the
near future, it will be able to autonomously inspect the infrastructure of the ISS and
assist Robonaut46 in performing hazardous EVA missions. With the increasing use of
Android devices in space, a wide implementation of this technology in future missions
can be expected.

Moreover, although stereo cameras have been employed in pathfinding mis-
sions by exploration rovers, they were not considered for use in the system. This is
because stereo cameras are well suited for depth perception, such as estimating the
distance of the rover from the big rock obstacles in its path. However, if the object of
interest is too close or too far from the cameras, stereo cameras will likely not be able
to detect nor track it. For orbital applications such as for detecting approaching debris,
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this begets a serious problem. Monocular imaging on the other hand would be able to
detect the object of interest but will find it challenging to estimate the true-scale of the
object. Luckily this constraint could be overcome by acquiring the images in an adapted
frame rate of a dynamic scene. It means that high speed motions, higher frame rate
and consequently more processing power is needed. This could challenge the objectives
of the thesis. However, in most applications of the system (i.e. in rendezvous and dock-
ing), the speed of the approach would be extremely slow. So monocular imaging would
be the better choice. Furthermore, it is difficult for monocular imaging to perform
under poor lighting conditions. To bridge the gap, thermal imaging was applied.

In addition, it is often more common to have monocular imaging cameras on-
board for scientific experiments which are subsequently left unused for the remainder
of the mission. Therefore, in order to comply with the earlier defined restrictions of
this thesis and reuse the available instruments onboard most spacecraft, monocular
imaging was selected to acquire 2D planar images. With the use of monocular cam-
eras, there are a number of methods for detecting and tracking the target. Template
matching47 and structure of motion48 are commonly used as they are far more superior
in detection accuracy. However, they require heavy computational power which is a
compelling drawback as it is impractical for real-time detection scenarios. Model-based
tracking49,50, another popular technique, is also an unsuitable method for satellite de-
tection and tracking as it would limit the applicability of the system when a full model
of a subject is not available.

In order to further ensure the development of a system with broad usability,
it was assumed that the detector has access to few reference images of the subject.
Extracted features from the reference and scene images were compared to establish a
match when the features of the target were detected in both sets.

1.4 Summary of Contributions

Traditional LIDAR, RADAR, and Time of Flight are all active techniques for esti-
mating the position of a spacecraft in orbit. However, they all consume significant
computational resources and add substantial size and weight to spacecraft, thus im-
posing limits to the payload and increasing the cost of launch. Visible, IR, and Stereo
imaging offer alternative solutions which are often used as passive techniques. The
instruments are generally found onboard most spacecraft so they will require marginal
financing to modify the spacecraft for use and launch. However, even if the imaging
instruments are not available onboard as part of a given mission, their simplicity, low
power consumption, relatively cheaper launch expenses, and minimum computational
capacity requirements make them much more attractive as a solution for future mis-
sions. This thesis presents the use of a combination of visible and IR imaging as an
active approach to estimate relative pose.
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1.4 Summary of Contributions

This research applies monocular images in visible and IR spectrum towards
autonomous navigation. It also presents a solution for a variety of space-related appli-
cations. For instance, implementation for autonomous rendezvous and docking, navi-
gation of formation flights, capture or repair of passive space debris, and more.

The main contributions of the thesis are summarized as follows:

i) Design of a novel dual spectrum camera calibration.

ii) Application of thermal images to visual monitoring and pose estimation of subject
for space applications.

iii) Use of monocular images in autonomous navigation of spacecraft during ren-
dezvous, docking, collision avoidance, and more.

iv) Fusion of multimodal sensors to autonomously estimate relative pose even with
sensor malfunction.

In the next chapter, various image-based object detection techniques are evalu-
ated to realize a suitable approach that complies with the curtailment of space missions.
Chapter 3 introduces experiments that simulate the harsh space environment to iden-
tify the deficiencies of the image-based object detection. Chapter 4 focuses on popular
visual odometry approaches to recognize the optimal method for the thesis’ objective.
In chapter 5, the technique is adapted for three diverse experiments to demonstrate the
system’s robustness and broad applicabilities. Finally, chapter 6 presents a summary
of the achievements and the lessons learned.
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Vision-based detection

Computer vision has supported a variety of robotic applications aimed at prevent-
ing accidents and ultimately saving lives; for instance it has been applied to alert
distracted drivers of undesirable lane changes, to filter out a surgeon’s hand tremors
during surgery, or to notify first responders of early signs of fire51,52,53. In space ap-
plications, vision-based detection is a young field that has yet to be fully exploited for
autonomous guidance.

This chapter will explore the optimal object detection solution that would
comply with the objectives of the thesis while offering the most robustness to be em-
ployed for a wide range of applications in space. The following sections of this chapter
introduce a novel camera calibration technique, compare various vision algorithms, and
finally investigate image enhancement techniques to improve the overall performance
of the detection.

2.1 Digital imaging

This section offers a brief introduction to digital imaging and presents the types of
imaging instruments that were considered. It also introduces lens distortions. Lastly, a
novel camera calibration approach is introduced that can be applied to multiple cameras
of dual spectrum in parallel.

2.1.1 Imaging instruments

The first imaging method dates back to the 400 BC, which was introduced by the
Chinese scholar and philosopher Mozi54 who first wrote about camera obscura. By
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the 300 BC obscura (Latin for dark chamber) were being used by Aristotle, the Greek
philosopher, to study solar eclipses. Aristotle noticed that as the light from a solar
eclipse passed through the holes between the leaves of the camera obscura device, an
image of the eclipse was projected on the ground. This simple design of a pinhole
camera enabled users to trace the shape of an eclipse without the need to look directly
at the sun with their naked eyes. Instead, the camera simply projected the observed
scene through a small pinhole onto the opposite surface of the camera lens as displayed
in Fig. 2.1. The size of the projected image is directly correlated to the focal length;

Figure 2.1: Illustration of pinhole camera.

the larger the distance between the pinhole and the projection screen, the larger the
projected image. Moreover, the coherency of the object is correlated to the diameter
of the lens (aperture) and the lighting conditions; the larger the aperture on a bright
day or the smaller the aperture on a low lighting environment, the fewer details about
the image that get projected, leading to an incoherent and blurry image.

As imaging applications have evolved, their capabilities have progressed from
the simple pinhole obscura to daguerreotype, dry plate, calotype, film, and Digital Sin-
gle Lens Reflex (DSLR). These technological advancements have expanded the practical
utility of cameras, making them indispensable assistive devices in diverse contexts; these
contexts range from applications in medical diagnostics and surgical interventions, to
use in the remote guidance of space robotics from terrestrial controllers millions of miles
away.

Despite the vast applications that such instruments can be used for, imaging
cameras still suffer from shortcomings that can have catastrophic results if they are
the sole sensors used in autonomous navigation of spacecraft. For instance, optical
imagers are highly sensitive to extreme illumination in environments. In dark or very
bright settings, namely during solar eclipses or solar flares, the subject in the frame
gets washed out within its background. This leaves very little detail for the feature
detector to be able to see and subsequently identify the target in the frame. Hence for
such conditions, use of infrared imaging technology was considered to address detection
challenges.

Sir Frederick William Herschel is credited with the discovery of infrared imag-
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ing in the 1800s, which he observed while trying to split the colours of the sunlight
using a prism55. Infra (Latin for below) refers to the frequency of heat radiation which
is detectable just beneath the lowest visible frequency (red) on the spectrum as shown
in Fig. 2.2. Infrared rays are differentiated based on their electromagnetic spectrum as
illustrated in Fig. 2.3. The near infrared (NIR) bands span 0.75-1µm, and this range is
often used in fiber optic telecommunications and night vision goggles. Short-wave in-
frared (SWIR) bands range across 1-2.5µm, and are implemented to inspect counterfeit
bills and the health of produce. Mid-wave infrared (MWIR) bands range in 3-5µm of
spectrum, and are used in chemical inspections such as the detection of gas leaks. Fi-
nally, the long-wave infrared (LWIR) bandwidths span over 8-12µm, and are employed
in precise detection of a target’s thermal signature (only from its thermal emission,
without the need of any infrared illumination. For instance LWIR spectrum is useful
in construction sites to inspect leaky pipes, in fire engulfed places with low visibility
to locate trapped individuals, and at airport security zones to screen passengers with
fevers56,57.

Figure 2.2: Illustration of light spectrum. Image source: Encyclopedia Britannica Inc.58.

Since objects in orbit will have a distinct temperature relative to the vacuum
of space, it will be very natural to thermally image spacecraft in orbit using the LWIR
spectrum. Additionally, in this bandwidth, the infrared camera would be able to see
the object without the need to illuminate the target and in most lighting conditions.

Like optical imagers, infrared cameras have shortcomings of their own. They
have difficulty in detecting textural information, which makes it challenging for the
feature descriptor and matcher to differentiate between similar shapes. Hence the
two cameras with different spectrums are used in parallel to complement each other’s
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Figure 2.3: Electromagnetic radiation wavelengths. Image source: Dronegenuity57.

weaknesses. The commercially-off-the-shelf (COTS) Cat S60 and FLIR One second
generation both carry optical and LWIR cameras, are compact and fit within the thesis
research’s budget, so they were used throughout the thesis research to validate the
robustness of the algorithm in space-simulated tests. The camera specifications are
detailed in Table 2.1. Additionally, visible images from Roboception’s state-of-the-art
rc visard 65c were also applied in some of the experiments that will be further discussed
in the later chapters.

Table 2.1: Camera specifications59,60,61. Although the visible spectrum expands up to
0.7µm, rc visard lenses are coated with IR cut-off filter to detect in colour and monochrome
spectrum, so the camera can only see up to 0.65µm.

Cat s60 & FLIR One’s infrared Cat s60 & FLIR One’s visible Roboception’s left lens

Model Uncooled microbolometer radiometric Lepton Video Graphics Array rc visard 65c
Pixel resolution Cat s60: 80x60 | FLIR One: 160x120 640x480 1280x960
Spectral range 8-14µm 0.4-0.7µm 0.4-0.65µm
Thermal sensitivity -20◦C to 120◦C – –
Thermal accuracy <0.1◦C – –

2.1.2 Lens distortion

The optical design of lenses can result in image deformations, also referred to as lens
distortion. The distortion impedes feature detection and consequently impairs visual
odometry’s estimations. There are two types of lens distortions: tangential and radial.
Tangential distortion is caused by misalignments between the camera lens and the
center of the camera, as illustrated in Fig. 2.4. The image in this case will appear
slightly off centered and potentially slanted as shown in Fig. 2.4b.
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(a) Camera lens is parallel to
the image plane; an illustration of
zero tangential lens distortion.

(b) Camera lens is slightly tilted
relative to the image plane, result-
ing in tangential lens distortion.

Figure 2.4: Example of how the positioning of the lens results in tangential lens distortion.

On the other hand, radial distortion is much more common and is caused
by the uneven distribution of light rays entering near the edges of the imaging lens
in comparison to the center. There are two kinds of radial distortions: barrel and
pincushion. Their shapes (most noticeable in the straight lines at the edges of the
frame in a scene) each share a resemblance to their names as illustrated in Fig. 2.5.
Barrel distortion deforms straight lines so they appear curved inwards like a barrel.
This is most commonly observed in wide angled field of view images when the lens tries
to squeeze to fit more content along the width of the scene of an image. On the contrary
to barrel distortion, pincushion will deform the straight lines to appear curved outwards
from the center. Pincushion is most commonly observed in photo lenses as the camera
tries to magnify and stretch a small angled field of view of a scene to make it fit into
the image. It is also possible to have a mixture of distortions, where a combination of
radial and tangential distortions are observed, Fig. 2.6 demonstrates an example of the
corresponding deformation.

2.1.3 Camera calibration

Since cameras differ in configuration and composition, camera calibration is a standard-
ized procedure for assessing their characteristics and compensating for each camera’s
lens distortions in return. Two main cameras that were extensively used throughout
this thesis were, FLIR One and Cat S60. They both shared the same specification with
the same imaging lens; however during the post-processing, it was discovered that de-
spite Cat S60’s written specifications, thermal images were half the resolution of FLIR
One’s. Thus performing camera calibration to verify the parameters of each camera
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2.1 Digital imaging

(a) Example of barrel
distortion, also known
as positive radial dis-
tortion.

(b) Example of pin-
cushion distortion, also
known as negative ra-
dial distortion.

Figure 2.5: Examples of how radial lens distortion impacts the appearance of the image.
Image source: Liu et al.62.

Figure 2.6: Example of a complex mixed distortion caused by a combination of lens
distortions. Image source: Liu et al.62.

has proven to be very necessary.

There are two camera calibration methods: self and photogrammetric calibra-
tion. Photogrammetric requires a calibration subject consisting of orthogonal planes to
efficiently compute the intrinsic parameters63. Self-calibration technique does not use
a pattern64,65. The process involves simply moving the camera in the static scene (by
a known precise displacement) which allows for the backward calculation to evaluate
the intrinsic parameters66. Although this technique offers a robust way of performing
the calibration with practically any static scene, it requires many parameters to be
estimated67, which produces unreliable outcome and was outside of the scope of the
objectives for this thesis. Thus photogrammetric calibration was the chosen method.

In photogrammetric calibration, the pinhole camera parameters are repre-
sented by a matrix, which combines the intrinsic and extrinsic parameters into a 4x3
matrix, which is often referred to as the camera matrix. The intrinsic parameters (K )
are used to correct the distortions by warping the image with a reverse of its distortion.
The parameters are defined by a 3x3 matrix consisting of focal length (f ), optical center
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2. VISION-BASED DETECTION

(c), and skew coefficient(s).

K =

fx 0 0
s fy 0
cx cy 1

 (2.1)

Camera’s extrinsic parameters are also derived to estimate the three dimen-
sional (3D) positioning from two dimensional (2D) images. The extrinsic parameters
(M ) enable the evaluation of the camera’s positioning relative to a fixed object or scene,
and are represented by the translation (t) and rotation (r) vectors relative to the world
coordinate.

M =

r11 r12 r13 tx
r21 r22 r23 ty
r31 r32 r33 tz

 (2.2)

The projection of the image in the world coordinates (P) is computed by the
multiplication of the camera’s the intrinsic and extrinsic matrices as displayed below:

P = MK (2.3)

=

x1

x2

x3

 (2.4)

The image coordinates [xiyizi] as well the scale factor (w) of a projected
image are then derived by multiplication of the camera matrix by its world coordinates
[XwYwZw]:

w
[
xi yi 1

]
=
[
Xw Yw Zw 1

]
P (2.5)

There are a number of calibration patterns to choose from, ranging in shape
and size of the marker: square grids, circle hexagonal, circle regular grid, and etc. Since
checkerboard is one of the most commonly used calibration patterns, it was selected
as the calibration pattern of choice for this thesis. Checkerboard is reliable as the
corners of the square are distinct and invariant to lens distortions. It is applicable to
even fish-eye lenses which among the lenses that produce the most distortions. Thus
the checkerboard pattern was selected for the calibration of the cameras used in this
thesis. Since this thesis often employed multiple cameras with different bandwidth in
parallel to detect and track the target, a camera-to-camera calibration was crucial.
This step required the calibration to be obtained using a single calibration pattern that
is observable by both cameras. For consistency in computations, the IR camera was
always calibrated to the visible camera’s, such that its coordinates would project the
coordinates of the visible camera.
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2.1 Digital imaging

Goniometer68 was considered as it is a technique often used for calibrating
telescopes, which offer the highest precision in calibration. However this application
also requires a substantial volume of space. Goniometers’ immobility renders them
impossible for use in last-minute camera calibrations (on-site) during test campaigns.
Alternatively, calibration was achieved with a grid that was mounted on a rigid surface
while the visible and thermal cameras were fixed together as they imaged the pattern
from various distances and viewing angles. The pattern was designed based on three
main criteria: low production cost, ease of use, and legibility of the pattern in both
imaging bandwidths. Designing a checkerboard using a conductive pattern was not a
feasible option as it would be expensive and complex to manufacture69.

(a) Goniometer in-
stalled at the Na-
tional Measurement
Laboratory (NML) in
Australia. Image
source: Paul Wise70.

(b) Circuit board inspired style, active checkerboard pattern. Image source:
Rankin et al.71.

Figure 2.7: Traditional dual-bandwidth calibration techniques.

Two alternative cost effective solutions for designing the grid pattern were
considered: frontal and rear heat exertion as demonstrated in Fig. 2.8. In terms of
frontal heat exertion (shown in Fig. 2.9), the pattern was fixed to a rigid flat surface
and was heated by applying rapid circular hot air to best uniformly heat the surface.
The technique had to be discarded as it was difficult to maintain a uniformly heated
pattern.

Rear heat exertion was achieved by applying a fixed pattern onto an actively
heated rigid flat surface. This method captured a far better contrast in the patterns.
At temperatures below 45◦C, the entire surface of the pattern uniformly was heated;
however the thermal contrast between the pattern and its background was still low.
At higher temperatures as displayed in Fig. 2.10 the contrast improved, but conversely
pockets of hot air were forming below the surface which resulted in deformation of the
material. The regions with trapped pockets of air appeared as dark patchy spots across
the thermal pattern as shown in Fig. 2.11. A variety of materials capable of handling
even twice the exerted temperature were also considered (i.e. parchment paper and
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2. VISION-BASED DETECTION

(a) The checkerboard was
heated from the front while
being imaged from the same
direction.

(b) The checkerboard was
heated from behind while im-
aged from the opposite side.

Figure 2.8: Illustrations of how the checkerboard pattern was heated to enhance the
thermal calibration.

(a) Visible image of the heated surface. (b) Thermal image of the heated surface.

Figure 2.9: Illustration of front heat exertion. The checkerboard pattern appeared faint
and kept rapidly losing heat, creating irregular thermal patterns.

aluminum foil), however the problem was consistently reproduced.

As active heating of the pattern proved to be infeasible, passive heating options
were examined. Inspired by Nikitichev et al.’s72 promising passive heating solution, a
similar pattern was designed and tested. In this approach, a pattern is laser-engraved
onto an aluminum plate. Nikitichev et al. found this calibration method allowed
for intra-operative use across high-precision medical imaging cameras. Based on the
different thermal emissivity of the pattern, both infrared and optical cameras were
able to calibrate in parallel. Aluminum and copper plates were used to replicate their
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2.1 Digital imaging

(a) Visible image of the heated surface. (b) Thermal image of the heated surface.

Figure 2.10: Illustration of rear heat exertion. At temperatures above 45◦C the contrast
of the thermal images of the checkerboard pattern improved but the material started to
deform.

(a) Visible image of the heated surface. (b) Thermal image of the heated surface. The
location of trapped hot air bubbles are high-
lighted in red.

Figure 2.11: Dark speckles of heat pockets were forming under the surface of the checker-
board pattern.

process. First, the plates were wiped clean with Isopropyl alcohol to remove all residue
and grease before laser engraving a checkerboard pattern. Most laser engravers can
accommodate up to 10x10cm2 in size for engraving patterns, so a pattern of 10x8cm2

in size was selected for the evaluation. The thermal images of the pattern appeared
faint, so the edges of the pattern were too blurry to distinguish. Due to the limitations
of the laser engraving machines, the printed pattern was too small to calibrate the
camera beyond a distance of 50cm. As such, this approach further reinforced the
limitations of this calibration technique. For medical applications, the ratio in size of
the camera as well as the distance from the target are much smaller, which is likely why
prior test performances were reliable. However for space applications the detection and
tracking of an object would be at much greater distances, which would evidently not
be supported by this technique.
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2. VISION-BASED DETECTION

(a) Visible image of en-
graved copper plate.

(b) IR image of en-
graved copper plate.

(c) Visible image of en-
graved aluminum plate.

(d) IR image of en-
graved aluminum plate.

Figure 2.12: The corners of the checkerboards in infrared images were blurry and difficult
to recognize.

To boost the sharpness of passively-heated thermal patterns, various materials
(listed in Table 2.2) with contrasting thermal emissivities were considered. A highlight
of some of the samples are displayed both in Fig. 2.14 and Fig. 2.15. The challenge was
to select a pattern that had the highest contrasting emissivity between the two patterns,
while avoiding highly reflective visible images. To narrow down the options, the ideal
composition material for the checkerboard pattern was selected based on measurement
errors. Higher contrasts in the grids resulted in a higher signal-to-noise ratio in the
measurement.

Table 2.2: List of thermal emissivities that were considered to employ73,74,75,76.

Material Emissivity (ε)

Aluminum (matt - rough) 0.04
Aluminum (shiny - polished) 0.07
Cardboard 0.90
Concrete 0.92
Copper 0.05
Epoxy (Fiberglass ) 0.75
Masking tape (masking) 0.92
Paper (black) 0.90
Paper (white) 0.68
Plastic electric tape (black) 0.97
Plastic wrapping tape (transparent) 0.94
Varnish (flat) 0.93
Wood (polished) 0.86

The infrared camera had difficulty detecting the pattern as there was often
very little contrast between the two patterns and the low resolution of the infrared
cameras did not provide a simple remedy. Fig. 2.14 and 2.15 progressively illustrate
the evolution of the development of the checkerboard pattern with various materials.
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2.1 Digital imaging

First, a simple pattern was used on a black and white paper, with the assumption that
the white patterns would appear brighter because of the lower emissivity of white in
comparison to black ink. However, the thermal pattern was only faintly observable as
shown in Fig. 2.15c. Fig. 2.15d illustrates the improved thermal signature that was
obtained by drastically increasing the contrast of the observed thermal pattern. The
polished aluminum foil offered a sharper contrast by replacing the black paper which
dropped the emissivity by a factor of 10. The wrinkles in the natural aluminum foil
were also being detected as features, which confused the detector. A new pattern was
adhered to a firm surface to improve the performance as shown in Fig. 2.14a. The pol-
ished aluminum was replaced with black matt aluminum tape to maintain the polished
aluminum’s low emissivity while reducing reflections. Despite the improvements in re-
sults, aluminum consistently produced specular reflections, introducing false detections.
Aluminum and masking tape displayed the best possible contrasting pattern to detect
even with Cat S60, as it had the lower resolution (hence most difficulty to detect) of
the two infrared cameras. The handcrafted checkerboards were often misaligned by
millimetre (as illustrated in Fig. 2.13). The asymmetry of the grids further contributed
to the inaccuracies in detection to achieve an acceptable overall mean error.

(a) Illustration of FLIR One, Cat S60, and rc visard 65c imaging
the checkerboard in parallel.

(b) Cat S60 display-
ing an overlay of ther-
mal and visible im-
ages that captured a
handcrafted checker-
board.

Figure 2.13: Illustration of a handcrafted checkerboard made of aluminum foil and mask-
ing tape, and how the pattern may be misaligned by millimetres.

Wanting to use materials with high contrasting thermal emissivities while
also printing the pattern in high precision and within a constrained budget, a novel
etching technique was designed. Similar to developing Printed Circuit Board (PCB)s,
the checkerboard pattern is ’printed’ on copper-coated (35μm in thickness) laminated
paper.
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(a) Paper based
checkerboard
pattern of two
colours with dif-
ferent emissivities.

(b) Polished alu-
minum and mask-
ing tape checker-
board pattern.

(c) Polished
aluminum and
masking tape
checkerboard
pattern, adhered
on cardboard for
firm support.

(d) Semi-
transparent
parchment paper
based with black
matt aluminum
tape checkerboard
pattern.

(e) White paper
based with black
matt aluminum
tape checkerboard
pattern.

Figure 2.14: Visible image of the checkerboard.

(a) Paper based
checkerboard
pattern of two
colours with dif-
ferent emissivities.

(b) Polished alu-
minum and mask-
ing tape checker-
board pattern.

(c) Polished
aluminum and
masking tape
checkerboard
pattern, adhered
on cardboard for
firm support.

(d) Semi-
transparent
parchment paper
based with black
matt aluminum
tape checkerboard
pattern.

(e) White paper
based with black
matt aluminum
tape checkerboard
pattern.

Figure 2.15: Thermal image of the checkerboard.

The checkerboard layout was printed in its mirror image by a laser printer on
an A4 transparent paper (80gram/m2). In a dark room, the PCB’s protective layer
was removed and it was scrubbed with isopropyl alcohol to remove any oil or residue
that may have contaminated the surface. The masking layer which contains the printed
pattern was then placed (facing down) on the copper coated side of the PCB. They were
exposed to UV lighting for 300sec. The plate was then developed inside the processing
bath for 40sec, after which the photoresist was removed. The bath contains a mixture of
20gram Natriumhydroxid (NaOH) and 1000mL of cold tap water. The plate was then
rinsed with cold tap water. Next, the plate was etched for 30min in a bath of 450gram
Natriumpersulfat (Na2S2O8) and 2000mL of hot (at approximately 40◦C temperature)
tap water. To ensure that the bath maintained a consistent temperature throughout
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2.1 Digital imaging

the etching duration, an electric heater in the etching bath was used. The plate was
once again rinsed under cold tap water. Any remaining photoresist on the plate was
then removed by wiping it off with some acetone.

For the camera calibration, a set of 200 checkerboard images from 40-120cm,
at viewing angles of 0-60◦, and at different lighting conditions in ambient temperature
were collected. Approximately 30% of the images were rejected because the pattern
was illegible or the pattern did not span across the frame to occupy at least 40% of
the image in both its visible and its respective thermal image. Matlab’s vision toolbox
was employed to extract the intrinsic and extrinsic parameters77. The method applies
corner detection to extract the grid pattern from color or grayscale images78. It then
applies gradient descent to reduce the reprojection error and evaluate the intrinsic and
extrinsic calibration parameters. A select collection of images from different view angles
and distances are displayed in Fig. 2.16.

Figure 2.16: Sample of various viewing angles and distances that were considered for the
calibration of the cameras.

The checkerboard grid that was etched proved to maintain the production
costs low, is simple to manufacture and use, and is a passive application so it can be
tested indoors or outdoors without the need for pre-heating the pattern. Copper and
the epoxy have an optimal contrasting emissivities by a factor of 10. So the images of
the pattern were the sharpest of all options that were tried in both thermal and visible
sets of images. Calibration with FLIR One camera for the checkerboard produced
an overall mean error of 0.24 and 0.17 in pixels for its infrared and visible cameras
respectively. Cat S60 computed a slightly better overall mean error of 0.17 and 0.10 in
pixels for its infrared and visible cameras respectively. Since all of the achieved overall
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mean errors were well below the traditional acceptance threshold of 0.5 in pixels, this
novel checkerboard composition (as shown in Fig. 2.16) was consequently selected as
the tool for performing all of the dual camera calibrations in this thesis.

2.1.4 Summary on digital imaging

It is ideal to exploit monocular cameras in both visible and infrared spectrums, as they
are typically available on a spacecraft but only employed for scientific experiments of
the mission. By reusing them towards autonomous navigation, no additional payload
will have to be accounted for.

Furthermore, to compensate for any lens distortions, a camera calibration is
needed. When multiple cameras are employed for vision-based navigation, it would be
ideal to apply a common calibration to ensure that cameras will estimate the relative
distance and orientation from an object with similar relations.

A number of camera calibration techniques were considered and ultimately a
novel approach was developed as the existing solutions were too complex and costly to
manufacture. In addition, the existing solutions required special test conditions such
that calibration was only possible indoors in a temperature controlled environment to
avoid interference with their preheated patterns.

Thus a common calibration board that’s coherent in both visible and infrared
spectrum was designed. Copper was etched in the desired pattern on laminated paper.
The difference in thermal emissivity of the materials used offers a sharp image of the
pattern across all images. The solution is ideal for several reasons: it maintains low
production costs; it is easy and efficient to manufacture; it enables precise printing of
the pattern; it allows for cameras of different spectrums to be calibrated in parallel;
and its calibration process requires minimal setup for indoor or outdoor use, thus no
external illumination nor heating is needed for the pattern used during calibrations.
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2.2 Object detection

2.2 Object detection

An image is comprised of a set of distinct characteristics (shape, colour, and motion)
that differentiate its constituent objects. Computer vision breaks down these charac-
teristics in three main steps: feature detection, description, and matching.

A feature detector identifies features of interest in an image. A feature de-
scriptor provides a unique signature for each of those key features; in this way, the
features can be differentiated from one another. Finally, feature matching is employed
to compare the similarities of the features in two or more images. The most popular
object detection techniques were considered to satisfy the objectives of the thesis.

2.2.1 Feature Detection

Feature detection is an extraction method where the system scans the image and iden-
tifies the subset of pixels that meet the criterion of the detector. The selected subset is
then marked as key points of interest. The number of features, the selection pattern,
and the sensitivity of the threshold differs for each detector.

As the objective was to design a system that illustrates robustness across var-
ious space applications, a number of feature detectors and descriptors were considered.
All verification tests were achieved in simulated environments that mimicked the antic-
ipated challenges imposed by autonomous detector’s performance in orbit. Below is a
list of methods which were considered, detailing their strengths and shortcomings, and
finally a review of the preferred technique.

2.2.1.1 Adaptive and Generic Corner Detection Based on the Accelerated
Segment Test (AGAST)

As a rotation invariant corner detector, this method uses binary decision tree as it is
universal for all environments.

2.2.1.2 Accelerated KAZE (AKAZE)

Another corner detection technique, it applies a non-linear multi-scale space to identify
repeating detected corners. The system is scale and rotation invariant and promises
to be faster than its predecessor KAZE. AKAZE performs better with high resolution
images as it will need to downsample for processing. This means that a high resolu-
tion camera would be needed which is often much heavier and further constraining the
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Figure 2.17: AGAST combines two decision trees to adapt automatically to the environ-
ment.

spacecraft’s payload. Hence, this is not an ideal solution to be used for space applica-
tions as it would require additional mass for better instrumentation that is not always
available79.

2.2.1.3 Binary Robust Invariant Scalable Keypoints (BRISK)

Composed of equally spaced concentric circles for sampling pattern; each patch around
the feature applies a Gaussian blur filter before applying a brightness comparison test.

Figure 2.18: Illustration of BRISK sampling pattern of 60 (blue) points surrounded by
a Gaussian kernel of radius σ around each (shown in red)80.
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2.2 Object detection

2.2.1.4 Features from Accelerated Segment Test (FAST)

This technique is very relevant for addressing a common payload constraint. The
system compares 16 neighbouring pixels circling a center pixel for difference in grayscale
intensity. If at least 75% of the pixel differences are above the threshold, the center
pixel is marked as a corner. The process is repeated until the desired number of corners
are identified or until the system has scanned all pixels in the image.

However, unlike AGAST, this technique uses a decision tree approach which
needs to be adapted for each environment, resulting in a longer execution time.

2.2.1.5 Harris

This unique technique is a combination of blob and edge detection that is used to help
identify corners and deduce features from the scene. By comparing two frames of the
scene, the detector can establish whether there are any noticeable shifts to produce a
difference image or not. The technique first scans for the difference in intensity of a
displacement of (u,v) in all directions:

E(u, v) =
∑
x,y

w(x, y)︸ ︷︷ ︸
window function

[I(x+ u, y + v)︸ ︷︷ ︸
shifted intensity

− I(x, y)︸ ︷︷ ︸
intensity

]2 (2.6)

Window function can be applied in the form of a rectangular or a Gaussian
function, which calculates the variation of intensity. Taylor Series Expansion is next
applied to maximize the function for corner detection.

E(u, v) ≈
∑
x,y

[I(x, y) + uIx + vIy − I(x, y)]2 (2.7)

≈
∑
x,y

u2I2
x + 2uvIxIy + v2I2

y

≈ [uv]

(∑
x,y

w(x, y)

[
IxIx IxIy
IxIy IyIy

])[
u
v

]

Where

M =
∑
x,y

w(x, y)
[
H
]

(2.8)
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and in order to capture the intensity patterns in w, a 2x2 Hessian matrix H
is applied:

H =

[
IxIx IxIy
IxIy IyIy

]
(2.9)

E(u, v) ≈ [uv]M

[
u
v

]
(2.10)

Where the Ix and Iy are the image derivatives in the x and y directions respectively.

If the extrema is less than the threshold, it is eliminated. In other words, the
sample point is only retained when it is larger or smaller than all neighbours. A score
is then created to determine whether a window can contain a corner:

R = det(M)− k(trace(M))2 (2.11)

where

det(M) = λ1λ2 (2.12)

trace(M) = λ1 + λ2 (2.13)

So the eigenvalues λ1 and λ2 decide whether a region is a corner, edge, or flat. Small
eigenvalues indicate that there is a uniform region and that the feature does not vary
between the frames. However, when λ1 � λ2, it indicates that the feature is varied in
the direction of v1. Finally, the detected points are marked as a corner if R,λ1,and λ2

are all large which indicates that E is increasing in all directions:

trH2

detH
> threshold (2.14)

Harris corner detection is rotation invariant, which means that the system can
still detect a subject irrespective of its rotation in the image. This is a very convenient
feature for autonomous space applications, as as a spacecraft’s orientation cannot al-
ways be anticipated as it approaches a nearby target such as when two spacecraft are
docking.

2.2.1.6 Maximally Stable Extremal Regions (MSER)

This method is a technique designed to be orientation and affine invariant. The system
is sensitive to illumination changes which makes it inferior to other detectors in the
context of space applications.

28



2.2 Object detection

Pixels are sorted by intensities, then each pixel’s position is compared to that
of its neighbours to establish the patterns of the object in the image. The system is
not ideal for real-time detection as it is computationally taxing and time consuming.

2.2.1.7 Oriented FAST and Rotated BRIEF (ORB)

ORB detector is an improvement of FAST detector such that it is rotation invariant.
The oriented FAST detector compares the grayscale intensities of 16 pixels on a discrete
Bresenham circle of radius 3 with the central pixel. The central pixel is then marked as
a keypoint if at least 9 consecutive pixels on the surrounding circle have significantly
higher or lower grayscale intensity values81, that is,∣∣∣Ineighbour − Icentral

∣∣∣ > t (2.15)

where Ineighbour denotes the grayscale intensity of a neighbour pixel, Icentral denotes
the intensity of the central pixel, t denotes the threshold, and Fig. 2.19 shows a discrete
Bresenham circle of a radius 3 surrounding a pixel at the corner of a mug’s handle-
bar. ORB’s detected keypoints are then filtered using the Harris corner detection

Figure 2.19: Example of FAST corner detection.

algorithm82 along multiscale space to remove the points along the edges.

2.2.1.8 Scale-Invariant Feature Transform (SIFT)

The scale of the subject in the scene image will likely differ from the one in the reference
image. Hence, in order for the system to be able to establish a match between the two
images with limited access to reference features, it would require a scale invariant
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feature detector. For every image, SIFT scans the image for its keypoints by first
applying a Laplacian of Gaussian (LoG), which is a Gaussian (G) convolution with the
input image (I):

L(x, y, σ) = G(x, y, σ) ∗ I(x, y) (2.16)

Where (x, y, σ) means that there is a keypoint of interest at (x, y) coordinates
at scale σ.

In order to rapidly identify the stable keypoints that are scale-invariant fea-
tures, SIFT evaluates the Difference (DoG) which is an approximation of LoG at σ
scale as shown in Fig. 2.20:

D(x, y, σ) = (G(x, y, kσ)−G(x, y, σ)) ∗ I(x, y) (2.17)

= L(x, y, kσ)− L(x, y, σ)

Figure 2.20: Illustration of filtering of detected features via SIFT.

Once a list of local extremas has been identified, each sample point is then
compared with its 8 nearest neighbouring pixels (in the same scale), 9 neighbours in one
scale up, and an additional 9 neighbours in one scale down of σ as shown in Fig. 2.22.

SIFT detector applies Harris in the final stage of its feature detection. Then,
to obtain rotation and scale invariance, the vectors of the keypoints relative to its
neighbours are evaluated along a 16x16 pixel set around each feature. The orientation
histogram with 8 vectors for each of the 4x4 subregions is then determined. Finally,
the descriptor for each keypoint is represented in a 128 dimensional vector.
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Figure 2.21: Illustration of how SIFT scales down the image to scan for the repeating
features between two frames.

Figure 2.22: SIFT keypoint comparison relative to its neighbours. The keypoint is
highlighted with ’x’ while the neighbouring pixels are highlighted with ’o’.

2.2.1.9 simpleBlob

As the name suggests, it is an algorithmically simple blob detector, which identifies a
group of connected pixels that share common properties in an image. The algorithm
applies Canny edge detection to perform an exhaustive pixel comparison on grayscale in-
tensity changes. The neighbouring regions with similar characteristic patterns (colour,
area, circulatory, ratio of minimum inertia to maximum inertia, or convexity) are then
grouped together to form a blob.

2.2.1.10 Speeded-Up Robust Features (SURF)

This blob detector is similar to MSER and SIFT, though with the advantage of op-
erating up to three times faster than SIFT83. Although SIFT and SURF are very
similar in their detection style, unlike SIFT, SURF scales up the images (as shown in
Fig. 2.23). The improvements to SURF’s performance are mainly contributed by the
SURF descriptor, which is explained in the next section.
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Figure 2.23: Illustration of how SURF scales up the image to scan for the repeating
features between two frames.

2.2.2 Feature Description

Similar to a fingerprint, each descriptor is a numerical representation for one of the
key points of interest relative to its neighbours. Depending on its type, it varies in
complexity - it can be as simple as a pixel value to a histogram of gradient orientations.
The list below lists the descriptors that were considered and explains which could
interchangeably work with other detectors.

Binary descriptors are desirable for space application as they require low stor-
age and computational power. Binary descriptors are composed of three subsets:

i) Sampling pattern of keypoints relative to its neighbours.

ii) Rotation invariance so that irrespective of rotation angle of the subject in the test
image, the system could still pair the features with the ones from the reference
image.

iii) Efficient comparison of features to construct the descriptor.

2.2.2.1 Scale-Invariant Feature Transform (SIFT)

This technique is rotation and scale invariant. In order to establish the orientation of
each keypoint, the gradient magnitude and orientation in the 16x16 region around the
keypoint location relative to its scale are evaluated.

The orientation of the keypoint is computed accordingly:

θ(x, y) = tan−1L(x, y + 1)− L(x, y − 1)

L(x+ 1, y)− L(x− 1, y)
(2.18)
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Then the gradient magnitude of keypoints is obtained by:

m(x, y) =

√
(L(x+ 1, y)− L(x− 1, y))2 + (L(x, y + 1)− L(x, y − 1))2 (2.19)

Coordinates and gradient orientations are then measured relative to the key-
point orientation to obtain the orientation invariance. The features are weighted by
their respective scale σ and placed into a 4x4 orientation histogram of 8 orientation
bins. Each bin represents an increment of 45◦, for the sum of gradient magnitudes
nearest to that orientation.

Figure 2.24: An 8x8 window and 2x2 grid illustration demonstrates how image gradients
result in an orientation and rotation invariance SIFT descriptor.

SIFT is additionally robust to illumination changes, hence it presents a de-
sirable solution for space applications. This is because the orientation and lighting
conditions of a spacecraft approaching its target are often unclear. There are a total of
128 dimensional feature descriptors (4x4 cells x 8 orientations bins), which are normal-
ized to unit length to have less linear illumination. To further reduce the non-linear
illumination changes, the threshold for features is set to 0.2 before renormalizing the
feature vectors to unit length.

2.2.2.2 Speeded-Up Robust Features (SURF)

With a computing power that is three times faster than SIFT, its improved algorithm
offers robustness in blurring and rotation changes. SURF uses a box filter to approxi-
mate the LoG for identifying the local extrema. By employing the convolution of box
filter, it can be calculated much faster than SIFT’s technique. The orientation of key-
points can be achieved similar to SIFT, using Haar wavelet responses in horizontal and
vertical direction of circular radius of 6s to the keypoint. Where s is the scale for the
detected interest point. This process makes SURF rotation invariant. The Gaussian
weights are applied and the dominant orientation is estimated by evaluating the sum
of all responses within 60 degree orientation windows. Finally, the sum of dx, dy, |dx|,
and |dy| are represented as a 64 dimension vector (as shown in Fig. 2.25).
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2. VISION-BASED DETECTION

Figure 2.25: 4x4 window of four dimensional vectors illustrating the position and direc-
tion of movement for the sum of matched features. Image source: Bay et al.84.

Unlike SIFT, SURF discards matching comparisons when features have dif-
ferent contrasts. The improvement to computational time comes with a tradeoff as
the system yields its stability for illumination and orientation changes. Although the
use of this technique is very promising, its utility is limited as SURF also is not a
commercially free product.

Using Haar Wavelet responses in horizontal and vertical direction, SURF de-
scriptor defines a signature for each feature of interest. A square region of 20x20 is used
to describe the neighbourhood around the feature. The square region is divided into
four sub-regions and for each of those subregions, Haar Wavelet responses are derived
to sum up the feature’s corresponding 64 bit descriptor:

v = (
∑

dx,
∑
|dx|,

∑
dy,
∑
|dy|) (2.20)

2.2.2.3 Fast Retina Keypoint (FREAK)

Inspired by the retinal sampling pattern, FREAK uses a similar sampling grid in con-
junction with BRISK’s detection approach. The image is broken down into smaller
patches. Each patch is first smoothed by a Gaussian blur filter. Then, features are
detected where there is a high density of features detected closer to the center of each
sampling patch.

2.2.2.4 Binary Robust Independent Elementary Features (BRIEF)

BRIEF is one of the first binary descriptors, which was introduced in 2010. Using an
unsupervised sampling pattern, BRIEF performs a pixel intensity comparison. The
relationship of the keypoint descriptors to the neighbours are established via binary
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descriptors. The problem with BRIEF is that since the test points (x1, y1), . . ., (xn, yn)
are fixed, the feature descriptor for a keypoint is highly dependent on the orientation
of the image.

2.2.2.5 Accelerated KAZE (AKAZE)

Using the Local Difference Binary (LDB) descriptor to evaluate the mean, and hori-
zontal intensity differences, it is rotation invariant. The technique employs non-linear
diffusion in multi-scale feature detection. Moreover, it applies 2 nearest neighbour
matches to verify keypoints. If a pair of keypoints’ first closest matched distance has
a closer ratio than the second closest match, the keypoint in question is considered a
match.

2.2.2.6 Oriented FAST and Rotated BRIEF (ORB)

ORB descriptor is an improvement of the BRIEF descriptor such that it is rotation
invariant. The technique applies unsupervised learning to evaluate patterns.

BRIEF describes features using n-bit numbers of the form

f(p) =

n∑
i=1

2i−1τ
(
p, xi, yi

)
(2.21)

where the points (x1, y1), . . ., (xn, yn) are fixed, and τ denotes a binary intensity test
between the points xi and yi on the patch p, that is,

τ(p, x, y) =

{
1, p(x) < p(y)

0, otherwise
(2.22)

The dissimilarity between feature descriptors is then defined in terms of the Hamming
distance, that is, the sum of bitwise differences between two feature descriptors. For
example, the Hamming distance between the 8-bit feature descriptors in Fig. 2.26 is 2
since two bits differ between the feature descriptors. To overcome BRIEF’s rotation
dependency, ORB uses the estimated orientation θ of a patch to rotate the patch to
a common orientation before computing the binary tests (2.22), thereby making the
feature description rotation invariant. Specifically, ORB uses the intensity-centroid
approach suggested by P. Rosin85 to estimate a patch’s orientation, that is,

θ = atan2(m10,m01) (2.23)

mpq =
∑
u,v

upvqI(u, v) (2.24)
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(a) Bit-by-bit comparison of two binary de-
scriptors.

(b) Overview of the comparison.

Figure 2.26: Illustrations of Hamming distance comparison of a pair 8 bit binary descrip-
tors.

ORB performs more efficiently than its predecessors both SIFT and SURF;
its overall execution runtime is two orders of magnitude faster than SIFT, and an order
of magnitude faster than SURF86,87.

2.2.3 Feature Matching

Feature matching compares the similarities of feature descriptors in images. Binary de-
tectors and descriptors were selected as they adhere best to the objectives of this thesis
for developing a robust approach that requires low computing power to perform vision-
based navigation in real-time. Hence only binary-based feature matching techniques
will be further focused on from this point forward.

2.2.3.1 Brute Force Hamming

This technique exploits all possibilities through an exhaustive search to find the best
neighbours. The descriptor of a feature is compared and matched with all other features
until the minimum Hamming distance match is located.

The similarity of the features is established by the minimum Hamming dis-
tance, which is the sum of the differing bits for their binary descriptors. For instance, if
3-bit descriptors were used, and the reference image had features with binary descrip-
tors ”011”, ”010”, ”111”, ”110” then the Hamming distance between these features
and the test feature ”001”, would be 1, 2, 2, and 3, respectively. Hence the first ref-
erence feature would be the closest match since it has the smallest Hamming distance.
For instance, a 3-bit reference descriptor of ”011” and the scene descriptor of ”000”,
yields a Hamming distance of 1. The smallest Hamming distance is marked as the
minimum Hamming distance between the two images. In other words, more similar the
descriptors of the two images results in smaller Hamming distances.
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2.2 Object detection

2.2.3.2 Fast Library for Approximate Nearest Neighbours (FLANN)

FLANN is a much faster technique than Brute Force; it builds an efficient data structure
(k-dimensional tree) to find an approximation of nearest neighbours. As a tradeoff to
its efficiency, the quality of matches is reduced given the lower precision technique of
identifying the nearest neighbours.

2.2.3.3 Random Sample Consensus (RANSAC)

RANSAC is a robust estimation technique for identifying outliers. This approach is
preferred over other estimation methods like least squares regression, which is sensitive
to outliers and often skews the result to the direction of even a few outliers. The
iterative technique can be illustrated in the form of an equation:

1− (1− (1− e)s︸ ︷︷ ︸
w

)N = p (2.25)

where N is the number of iterations, e is the probability that a point is an outlier, s is
the number of points in an iteration, p is the probability that at least one sample was
not contaminated, and w is the probability of choosing s inliers in a row for a sample
that only contains inliers.

The approach is particularly of interest for its ability to stabilize the matching
of the features between two images. As some features will have multiple matches,
RANSAC is applied to identify mutually compatible matches.

2.2.4 Comparison of the detectors

As none of the feature detectors satisfied all of the objectives, they were evaluated on the
basis of their execution runtime and also by their performance in differentiating between
true and false detections. For a fair comparison, all detectors were compared with the
same feature descriptor and matcher. ORB descriptor was employed as it requires the
least memory and computational power. RANSAC and Brute Force Hamming were
further applied as they complemented the binary descriptor and the limitations of the
objective.

In order to identify the ideal image-based object detection, all detectors were
evaluated utilizing the same dataset. Images for the study were captured using FLIR
One second generation cameras. 100 640x480 visible and 100 160x120 thermal test
images were simultaneously captured in pairs. A subset of these datasets is displayed
in Fig. 2.28. By obtaining the two images in parallel, it can be inferred that the
comparison has been achieved fairly in a consistent setup, as the scene was captured at
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2. VISION-BASED DETECTION

Figure 2.27: Visible and thermal reference image.

the same instance by both cameras. In all positive set of images, the subject of interest
was imaged at about 50cm distance from the camera, such that it occupied at least
10% of the frame.

Monocular images for the dataset were acquired in minimal textured back-
ground settings, similar to the vacant patternless environment that is typically ob-
served in orbit. The setup also reduces the possibility of detecting and consequently
mismatching the background features from the reference image in the frame. More-
over, in order to reduce the introduction of shadows, images were acquired in front of
a Waimax 250S soft daylight simulator88. The imaged subject was a 4x7cm2 custom
electric heater with a smooth exterior, imitating the uniform surface of a satellite. Its
aluminum encasing distributed the heat evenly, offering an advantage to control the
setup. The catalogue of positive images contained the electric heater centred within
the frame. 50% of the positive images were acquired from different view angles as the
subject was rotated on a 15cm Europalms electric turntable. The other 50%, as well
as the reference image, were captured in front of a professional green screen to reduce
the detection and false matching of background features with the subject of interest.
The negative set of images contained subjects with similar smooth contour and heat
signatures to identify how well the detectors can differentiate false detections.

The data was processed on a Sony Xperia Z1 Compact smartphone with a
quad-core 2.2 GHz and Krait 400 processor running Android 5.1.1. This device was
selected for processing as it has a comparable CPU to the most recent flight hardware
as shown in Table 1.1.

Since the typical Hamming distance between matched test and reference image
descriptors is likely to change as a result of the feature detectors, a different threshold
is chosen for each feature detector in order to maximize the accuracy in identifying
the subject for each detection technique. For example, suppose that feature detector
A and B are each applied to the positive and negative images to produce the results
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2.2 Object detection

Figure 2.28: A subset of visible and thermal images used for the evaluation of the
detectors.

in Fig. 2.29 and 2.30 respectively. If a Hamming distance threshold of 25 for detector
A is chosen, then the system would correctly identify the object in all of the positive
images, and would not detect the object in any of the negative images. If, however, the
same threshold is used for detector B, then the system would not identify the object
in any of the positive images, despite the fact that detector B appears to be capable of
achieving the same detection accuracy as detector A when using a threshold of 50.

Figure 2.29: Hypothetical minimum Hamming distances for a well-chosen threshold of
25.
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Figure 2.30: Hypothetical minimum Hamming distances for a well-chosen threshold of
50.

This example also illustrates that the main criterion used to evaluate feature
detectors’ capacity for identifying the object should not be the absolute magnitudes
of the minimum Hamming distances for positive and negative images, but the relative
distance between typical Hamming distances for positive and negative images. For
example, to classify the set of typical minimum Hamming distances and execution
runtimes, it is helpful to replace the data with their 2σ bounds89, within which 95%
of the data would fall if the data were normally distributed. The metric that was used
to evaluate a prefilter here is therefore the distance between positive and negative 2σ
bounds for the minimum distances, as shown for two hypothetical feature detectors in
Fig. 2.31, where a large distance between the bounds implies that the system can easily
distinguish between positive and negative images. However, since the overall utility
of a prefilter for real-time applications is also dependent on its execution runtime, the
2σ bounds of the execution runtimes should simultaneously also be considered when
assessing the detector performance, as shown in Fig. 2.32.

In order to compare the performance of the detectors, the detections for each
detector were classified in a contingency table (Table 2.3). The classification was
achieved by assuming the mean of Hamming distance for each dataset as the threshold,
as illustrated in Fig. 2.33.

Table 2.3: Hypothetical contingency table illustrating how the detections were classified.

Predicted condition
+ Image - Image

+ Image True Positive False Negative
Actual condition

- Image False Positive True Negative

Finally, regression metrics in Table 2.8 further verify the reliability in alloca-
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2.2 Object detection

Figure 2.31: Hypothetical minimum Hamming distances for two feature detectors with
relatively similar gap between their positive and negative training images.

Figure 2.32: Hypothetical execution runtime for two feature detectors with noticeably
different execution runtimes.

tion of the classification thresholds. Where,

i) Accuracy represents the total number of correct predictions over total predictions.
Although it is a popular metric, accuracy is weak in terms of image processing
due to the common classification imbalance case. So it is often best to consider in
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Figure 2.33: Hypothetical minimum Hamming distance of a feature detector illustrating
the allocation of its classification thresholds.

conjunction with the additional metrics.

Accuracy =
TruePositive+ TrueNegative

TruePositive+ TrueNegative+ FalsePositive+ FalseNegative
(2.26)

ii) Precision represents the proportion of the predicted positive detections that were
actually true.

Precision =
TruePositive

TruePositive+ FalsePositive
(2.27)

iii) Recall represents the portion of actual positive detections which were correctly
classified.

Recall =
TruePositive

TruePositive+ FalseNegative
(2.28)

iv) True negative rate conversely represents the portion of actual negative detections
which were correctly classified.

TrueNegativeRate =
TrueNegative

TrueNegative+ FalsePositive
(2.29)

The recommended default configuration was applied for all detectors used in
the study. Fig. 2.34 summarizes the mean and 2σ bounds of the minimum Hamming
distances obtained by each detector. The solid bars represent the results for when
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(a) Hamming distance of feature detectors with the visible dataset.
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(b) Hamming distance of feature detectors with the thermal dataset.

Figure 2.34: The square marker represents the comparison results of the reference image
with the positive test images. Subsequently, the triangular marker represents the compar-
ison results of the reference image with the negative test images.

the reference image was compared with the positive test images, and the dashed line
represents the results for the negative test images.
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Overall as shown in Fig. 2.34, AGAST, FAST, ORB, and HARRIS featured
similar performance outcomes with regards to their Hamming distances. Unfortunately,
they lacked a sufficient gap between the two detections to establish a clear threshold in
either the visible, thermal, or combined sets of results. In both tests involving visible
and thermal dataset, the simpleBlob had detected an inadequate number of keypoint
features to be able to match the subject in any of the test scenes. Hence why there are
no Hamming distances for simpleBlob in Fig. 2.34a and 2.34b.

In contrast to the other detectors in Fig. 2.34b, BRISK and MSER had diffi-
culty in severalizing the detection of negative thermal dataset. As shown in Fig. 2.28,
the notable extension of the error estimate bar suggests that the detectors were unable
to recognize the difference in thermal signature of the subject from the negative set.

In Fig. 2.34a, AKAZE, HARRIS, ORB, and MSER all express distinguishable
minimum Hamming distance results when exposed to positive and negative test images.
However, for the thermal dataset in Fig. 2.34b, only AKAZE and ORB are differentiable
from the set.

Furthermore, with the notable gap between the two error estimate bars,
AKAZE outperformed the other detectors in differentiating between positive and nega-
tive dataset. However as shown in Fig. 2.35, AKAZE computes with one of the slowest
execution runtimes in comparison to the rest of the detectors. Accuracy in detection
and computational power are both equally critical for image-based autonomous navi-
gation. As such, ORB carries the perfect balance between the two characteristics to be
the ideal detector for the application.

Finally, Tables 2.5a and 2.5b further explore how ORB, the selected feature
detector, classified its detections.

Moreover, the results (in Fig. 2.34) demonstrate that true negative detections
improved for the thermal dataset. This is because ORB is sensitive to textural changes,
which contributed to the improvement in true detections and the reduction of false
negative detections as observed in Table 2.5b.

2.2.5 Summary on object detection

Binary detectors were identified as the ideal method for real-time vision-based detec-
tion. This is because they require little memory to store and are most efficient in feature
matching. A number of feature descriptor and matching techniques were considered
and the optimal approach that adheres to the limitations of the thesis was chosen.
Furthermore for consistency in the evaluation, all detectors employed the same set of
images, ORB binary descriptor, and Brute Force Hamming for feature matching. A to-
tal of 100 visible and 100 infrared images were employed; half of these images featured
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(a) Overall runtime of the feature detectors with the visible dataset.
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(b) Overall runtime of the feature detectors with the thermal dataset.

Figure 2.35: The square marker represents the comparison results of the reference image
with the positive test images. Subsequently, the triangular marker represents the compar-
ison results of the reference image with the negative test images.

the subject of interest while the other half excluded the subject from the scene. More-
over, the evaluation was based on the minimum Hamming distances and the overall
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Table 2.5: The regression metrics.

(a) ORB’s detection classification of the visible test images.

Predicted condition
+ Image - Image

+ Image 97.14% 80.56%
Actual condition

- Image 2.86% 19.44%

(b) ORB’s detection classification of the IR test images.

Predicted condition
+ Image - Image

+ Image 97.14% 60.00%
Actual condition

- Image 2.86% 40.00%

execution runtime.

The following list summarizes the feature detectors that were considered to be applied
for the robust space application:

� AGAST: uses a binary decision tree which is universal for all environments. The
detector did not differentiate between positive and negative images with a distinct
gap between the Hamming distances as shown in Fig. 2.34.

� AKAZE: performs best with high resolution images. This poses a constraint for
the type of camera that can be used and the added power required to process the
data. It required longer computational runtime than most detectors that were
considered.

� BRISK: reacts sensitively to illumination and is computationally slower in com-
parison to other detectors that were considered.

� FAST: similar to AGAST, uses a decision tree. However the decision tree needs
to be adapted for each environment and features a longer computation runtime.

� Harris: combines blob and edge detector. It is rotation invariant which is great
for detecting a spacecraft that could approach from any orientation. However
Harris too did not produce a distinct gap between its detection results.

� MSER: reacts sensitively to illumination variations and is computationally time
consuming.

� ORB: operates faster than SIFT and SURF but it performs worse in scale variant
conditions.

� SIFT: operates slower than ORB and SURF but is more accurate.
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� simpleBlob: a blob detector, performs an exhaustive comparison of a range of
similarities to group patterns. Could not detect sufficient features from the com-
parison test to be able to perform feature matching.

� SURF: also a blob detector, similar to SIFT but three times faster. It has difficulty
in poor illumination settings.

SIFT, ORB, and SURF are the most promising feature detectors to be used for space
applications. SIFT was computationally slower than the other two by a noticeable
amount, and computational speed is crucial for survivability of a spacecraft that is
dependent on autonomous vision-based navigations. ORB was the fastest of the three
and it proved to be rotationally invariant. This is ideal for space applications as it is
not always known from which orientation a spacecraft could be approaching a target.
However SURF demonstrated a more reliable solution in estimating the pose of a sub-
ject. Furthermore, it was assumed that in poorly illuminated settings, infrared imaging
could make up for SURF’s weakness. Thus of all available options, ORB stood out as
the first choice for the application followed by SURF. The following chapter will apply
the ORB feature detection technique for evaluating the robustness of the detector in
space simulated harsh environments, however SURF was employed in the latter studies
that estimated the pose of the subject.

Depending on whether ORB or SURF feature detector would be used, their own feature
descriptor would be the ideal candidate to pair with its respective feature detector.
Moreover, preliminary evaluations suggested that FLANN feature matching reduced
the precision in detection so it was not pursued. However RANSAC and Brute Force
Hamming both adhere to the thesis’ limitations, so by combining them as a two tier
feature matching technique the outliers will be reduced and consequently improving
the robustness of the detection.

Binary descriptors in general have shown to be sensitive to noise90,91; so the next
section evaluates ORB’s performance with popular image prefiltering techniques.

48



2.3 Prefiltering Techniques

2.3 Prefiltering Techniques

The success of an object detection method depends on how well it can differentiate
between positive and negative images of a reference object. That is, to distinguish
images where the object is present or absent in the frame respectively. Image filtration
methods have been employed in a variety of fields since the 1970s92 to dampen the un-
wanted features in an image and improve the detection’s performance. Most commonly
prefiltering has been applied in astronomy and medical diagnostics to filter out imag-
ing noise, which has lead to breakthrough discoveries. In this section, popular image
restoration techniques were evaluated to understand which could further enhance the
robustness of the detector.

A total of 18 different prefilters were considered, including curve filters (used to modify
the RGBA channels), smoothing filters (used to remove noise), and edge detection filters
(used to enhance the contours of an object in an image). Table 2.6 illustrates how the
same image would appear after being run through each of the considered prefilters.

Table 2.6: Sample of prefiltered images.
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2.3.1 Curve Filters

Curve filters are commonly used in photography to modify the RGBA channels of an
image to enhance the colour, brightness, tonality, contrast, and translucency of an
image88. Although curve filters are analogue, they can be digitally approximated by
choosing the control points for each channel as in Table 2.7, (see93).

Table 2.7: RGBA control points used to digitally approximate curve filters93.

Curve Filter R G B A

Porta
(0,0)(69,69)

(213,218)(255,255)
(0,0)(52,47)

(189,196)(255,255)
(0,0)(41,46)

(231,228)(255,255)
(0,0)(23,20)

(157,173)(255,255)

Provia
(0,0)(59,54)

(202,210)(255,255)
(0,0)(27,21)

(196,207)(255,255)
(0,0)(35,25)

(205,227)(255,255)
(0,0)(255,255)

Velvia
(0,0)(25,21)
(122,153)
(165,206)(255,255)

(0,0)(25,21)
(95,102)(181,208)
(255,255)

(0,0)(35,25)
(205,227)(255,255)

(0,0)(128,118)
(221,215)(255,255)

Cross Process
(0,0)(69,69)

(213,218)(255,255)
(0,0)(56,39)

(208,226)(255,255)
(0,20)(255,235)

(0,0)(56,22)
(211,255)(255,255)

The following curve filters were evaluated with ORB:

1) Portra Curve: A filter which modifies the brightness levels of an image and adds
more contrast in the shadows, resulting in a slightly warmer tone that complements
the neutral colours.

2) Provia Curve: A filter which boosts the blue channel of an image to increase the
contrast between shadows and highlights.

3) Velvia Curve: A filter which uses high saturation and contrast to deepen the shadows
and enhance the vividness of an image.

4) Cross-Process Curve: A filter which boosts the green and blue channels, resulting
in an image with drastically different contours in high contrast.

2.3.2 Smoothing Filters

Gaussian blur filter was the only pure smoothing filter that was evaluated. This popular
smoothing filter is commonly used for removing noise. The technique convolves an
image with a Gaussian function in order to smooth out noise and roughness around the
edges. Since the size of the kernel mask is proportional to the filter’s execution time
and image smoothness, kernel sizes of 3, 5, and 7 were considered in this study.
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2.3.3 Edge Detection Filters

Edge detection filters typically apply a smoothing filter to remove most of the noise
from an image, before performing a grayscale intensity variation comparison in order
to identify the contours of an object. The edge detection filters that were considered
are:

1) Laplace: A filter which applies a Gaussian blur filter to reduce image noise before
computing the sum of second derivatives along the x-axis and y-axis of the image’s
grayscale intensity94.

2) Sobel: A directional filter which:

i) Applies a first-order differentiation with a 3x3 convolution mask to highlight
regions corresponding to edges in either the vertical or horizontal direction.

ii) Applies Gaussian averaging along the axis not used in i) to smooth regions with
edges.

iii) Applies a second derivative to further enhance the contrast between pixels that
define the feature’s edges and neighbouring pixels.

3) Scharr: A modified Sobel filter which performs better in detections at far distances
by applying the kernel derivative instead of Sobel’s symmetric masks. Furthermore,
Scharr filters are capable of detecting diagonal edges, whereas Sobel can only detect
edges along the horizontal or vertical axis.

4) Canny: A filter which:

i) Converts an image into an 8-bit single-channel format.

ii) Applies a Gaussian blur filter.

iii) Joins discontinuous lines to form the contours of distinct objects.

2.3.4 Comparison of prefiltering techniques

ORB feature detector and descriptor along with Bruteforce Hamming and RANSAC
were applied throughout the evaluation process for obtaining a standardized comparison
of the prefilters. Although other detectors could have been used for this evaluation, it
was natural to employ ORB as it was recommended in the earlier section, Chapter 2.2.5.

To select an optimal detector for the application, both minimum Hamming distance
and execution runtime were considered. Fortunately, both of these performance char-
acteristics can be combined to concisely be represented in 2σ covariance ellipses, as
shown in Fig. 2.36, where a large distance between ellipses implies that the detector
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can easily distinguish between positive and negative images, whereas a negative dis-
tance will likely produce many false negative and false positive detections, as shown in
Fig. 2.37.

Figure 2.36: Hypothetical minimum Hamming distances for a prefilter which can easily
distinguish between positive and negative images.

Figure 2.37: Hypothetical minimum Hamming distances for a prefilter which cannot
easily distinguish between positive and negative images.

The use of covariance ellipses also:

i) Removes outliers from the data.

ii) Provides a logical way of choosing the Hamming distance threshold.

iii) Indicates whether there is a correlation between runtime and minimum Hamming
distances.
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For example, suppose that prefilter C produces the positive and negative Hamming
distances shown in Fig. 2.38, where there appears to be a positive image outlier with a
minimum distance of 58. If a threshold is chosen simply to maximize the true positive

Figure 2.38: Hypothetical minimum Hamming distances and the recommended threshold
in the presence of a positive image outlier.

rate, then a threshold of 59 would attain a 100% detection rate. However, it is important
to remember that this is labelled training data. In practice, one would probably expect
that a detector with a lower threshold would perform better. Although one cannot
reach a definitive statistical conclusion about which threshold will perform best for real
world data (as opposed to training data), choosing a threshold midway between the
positive and negative ellipse boundaries, would show a reduced sensitivity to outliers.
For example, given the data shown in Fig. 2.38, choosing a threshold of 50 would be
ideal. Such an approach is also demonstrated to be effective for experimental data in
Section 3.3.

Moreover, most surfaces of a spacecraft in orbit will be covered with a Multilayer
Insulation (MLI). The MLI colours typically are white, grey, or black. To ensure that
the detector was not influenced by the colours in the sample image, only grayscale
images were used.

Fig. 4.2 illustrates the methodology and the setup: the images were prefiltered, the
ORB feature detector and descriptor were applied, the 2σ ellipses for each prefilter
were calculated, and the distances between the positive and negative 2σ covariance
ellipses were computed.

The covariance matrix of a set of execution runtimes x1, . . . , xN and minimum Hamming
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Figure 2.39: Overall snapshot of the methodology and setup.

distances y1, . . . , yN is given by

Cov(x, y) =

[
σ2
x σxy

σxy σ2
y

]

=
1

N − 1

N∑
i=1

[
(xi − x̄)2 (xi − x̄)(yi − ȳ)

(xi − x̄)(yi − ȳ) (yi − ȳ)2

]
(2.30)

where σxy indicates the amount of correlation between the x and y data, and x̄ and
ȳ denote the sample means of the x and y data. A covariance matrix is graphically
represented by a covariance ellipse. For example, 2σ covariance ellipses, within which
95% of the data would fall if it were Gaussian distributed, use the principle axes of
2
√
λ1 and 2

√
λ2, as shown in Fig. 2.40 for uncorrelated and correlated data, which is

an ellipse centered at the mean of the data with principal axes of lengths
√
λ1 and

√
λ2

drawn in the directions of the eigenvectors of the covariance matrix, where λ1 and λ2

denote the eigenvalues of the covariance matrix.

The choice of ORB’s Hamming distance threshold is recommended to be midway be-
tween the extremities of the positive and negative 2σ covariance ellipses. Specifically,
since the upper extremity of the positive ellipsoid is given by ȳ+ +2σy,+ and the lower
extremity of the negative ellipsoid is given by ȳ− − 2σy,−, the threshold was evaluated
in Eq. 2.31.

Threshold =
1

2

[
ȳ− − 2σy− + ȳ+ + 2σy+

]
(2.31)

Furthermore, the performance of a prefilter was established based on how well it sepa-
rates these ellipsoids, that is, based on the distance:

Distance = ȳ− − 2σy− − ȳ+ − 2σy+ (2.32)

For example, Fig. 2.41 shows the 2σ covariance ellipsoids, recommended threshold
Eq. 2.31, and distance Eq. 2.32 when using a cross process prefilter for the ORB object
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(a) Data and 2σ covariance ellipse when σxy = 0. (b) Data and 2σ covariance ellipse when σxy 6= 0.

Figure 2.40: Illustration of correlation for the x and y values.

detector. Fig. 2.41 also shows the threshold that would be obtained by choosing the
threshold to be the average of the positive and negative ellipsoid means, that is, 1

2 [ȳ+ +
ȳ−]. The detection rates using both thresholds are shown in Table 2.8. From Fig. 2.41
and Table 2.8, it is evident that the mean-based threshold is significantly closer to the
bulk of the positive image Hamming distances since the mean ignores the distribution of
the datapoints. Therefore the recommended threshold Eq. 2.31 is generally preferable
to the mean-based threshold since it achieves a higher accuracy, precision, and true
negative rate.

Establishing the thresholds based on the 95% covariance ellipses of the data is a novel
approach that estimated the removal of some of the outliers by evaluating the midpoint
based on the mean of the two ellipses. An alternative technique to evaluate the thresh-
olds would have been to estimate the midpoint for the mean of positive and negative
images. However, clearly as the results in Fig. 2.41 and Table 2.8 for the outcome of
both techniques illustrate, they are both valid approaches, where covariance ellipses
technique performed slightly better with about 6% higher detection rate for the true
positive detections.

Due to lack of a genuine orbital image dataset, for this study, 6-7 sample images from
each of the 14 different scenes shown in Table 2.9 were considered. Each scene from
the dataset employed contains images of varying illumination, blur, orientation, and
rotation. Aside from the mug, which represents an image with a consistent background,
the images were provided by J. Heinly2. One image from each scene setting was chosen
as the reference image, the rest of the images of that scene were used as positive training
images. Additionally, one image from each of the other scene settings were used as the
negative training image for comparison. Both the reference and input images were then
prefiltered with the same filter before applying the ORB feature detector.
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Figure 2.41: Cross process of positive and negative images separated by two thresholding
techniques.

Since some of the prefilters used in this study, such as the Gaussian blur and Canny
filter, can be configured with various parameters, several settings for each prefilter
were considered in order to ensure that poor prefilter performance was not due to
poor parameter selection. For instance, Gaussian blur filters with 3x3, 5x5, and 7x7
smoothing matrices were used, since larger matrices require more computation time,
but yield smoother images. The minimum Hamming distances between ORB feature
descriptors when using Gaussian blur prefilters with 3x3, 5x5, and 7x7 smoothing
matrices are shown in Fig. 2.42, where it depicts the smallest kernel (GaussianBlur3x3)
achieved the largest gap between positive and negative covariance ellipses. Hence from
Fig. 2.42, it can be concluded that a Gaussian blur filter with a 3x3 smoothing matrix is
the best at distinguishing between positive and negative images, and will likely achieve
the highest object detection accuracy for non-training data.

The minimum Hamming distances when using Laplace prefilters with 3x3 Gaussian
kernels and Laplacian kernels of size 3x3, 5x5, and 7x7 are shown in Fig. 2.43, where
Laplace7x7 is clearly the preferred configuration since it produces the most distin-
guishable gap between positive and negative ellipses, in addition to offering the fastest
execution runtimes.

In addition, horizontal, vertical, and diagonal Sobel filters were considered with the
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Table 2.8: Detection rates when choosing the Hamming distance threshold to be the
midpoint of the covariance ellipse extremities (2.31), and the midpoint of the means, that
is, 1

2 [ȳ+ + ȳ−].

(a) Classification of the detections.

Predicted condition
+ Image - Image

+ Image True Positive False Negative
Actual condition

- Image False Positive True Negative

(b) Detection rates obtained using the midpoint of co-
variance ellipses as the Hamming distance threshold.

Predicted condition
+ Image - Image

+ Image 88.57% 11.43%

Actual condition
- Image 1.00% 99.00%

(c) Detection rates obtained using the midpoint of el-
lipsoid means as the Hamming distance threshold.

Predicted condition
+ Image - Image

+ Image 82.86% 17.14%
Actual condition

- Image 0.00% 100.00%

(d) Detection rate results.

Midpoint of
Covariance Ellipse

Midpoint of
Ellipsoid means

Accuracy 93.73% 91.43%

Recall 89.88% 100.00%

Recall 88.57% 82.86%

True negative rate 89.65% 85.37%

kernel masks as shown in Eqs. 2.33- 2.35.

SobelHorizontal =

 −1 0 +1
−2 0 +2
−1 0 +1

 ∗ I3 (2.33)

SobelVertical =

 −1 −2 −1
0 0 0

+1 +2 +1

 ∗ I3 (2.34)

SobelDiagonal =

 −2 −2 0
−2 0 +2

0 +2 +2

 ∗ I3 (2.35)
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Table 2.9: Reference images courtesy of J. Heinly2.

where ∗ denotes the convolution operator and I3 denotes the 3x3 identity matrix. The
minimum Hamming distances for all three prefilters are shown in Fig. 2.44, from which
depicts that all of the prefilters perform poorly since they do not achieve any separation
between the positive and negative ellipses. Nevertheless, SobelDiagonal is the preferred
configuration of the three, which is interesting because it is a combination of traditional
horizontal and vertical Sobel filters.

Horizontal and vertical Scharr filters with the kernel masks were considered:

ScharrHorizontal =

⎡
⎣ −3 −10 −3

0 0 0
3 10 3

⎤
⎦ (2.36)

ScharrVertical =

⎡
⎣ −3 0 3

−10 0 10
−3 0 3

⎤
⎦ (2.37)
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Figure 2.42: 2σ covariance ellipses for both positive (solid) and negative (dashed) images
using several Gaussian blur configurations.

Figure 2.43: 2σ covariance ellipses for both positive (solid) and negative (dashed) images
using several Laplace configurations.

where the minimum distances for both prefilters are shown in Fig. 2.45. Of the two
configurations, ScharrVertical is preferred, although the results mirror those of the
Sobel filters since the algorithms are inherently similar.
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Figure 2.44: 2σ covariance ellipses for both positive (solid) and negative (dashed) images
using several Sobel configurations.

Figure 2.45: 2σ covariance ellipses for both positive (solid) and negative (dashed) images
using several Scharr configurations.

Canny filters were also considered with 5x5 Gaussian kernels, and lower and upper
thresholds of (lower, upper) = (30, 100), (100, 300), and (50, 300), referred to as Canny-
Low, CannyMedium, and CannyHigh respectively. Although all three options achieved
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approximately the same distance between positive and negative ellipses, CannyLow is
preferred because of its significantly lower execution time.

Figure 2.46: 2σ covariance ellipses for both positive (solid) and negative (dashed) images
using several Canny configurations.

Figs. 2.48 and 2.49 show the positive and negative 2σ covariance ellipses for the best
prefilters from the previous section, where the plots are shown separately to reduce
overcrowding. From Figs. 2.48 and 2.49, it can be seen that many of the prefilters
(aside from Sobel, Scharr, and Laplace) behave qualitatively similar to the case when
no prefilter is used, that is, they seem to have little effect on the execution runtimes
or minimum Hamming distances. However, Fig. 2.47 shows the precise distances be-
tween the positive and negative 2σ covariance ellipses, from which there is a noticeable
variation in the results. Specifically, although most prefilters degrade ORB’s perfor-
mance, the GaussianBlur3x3, Laplace7x7, and CannyMedium seem to improve the
performance.

However, although Laplace7x7 achieves the greatest performance improvement, it re-
quires almost twice as long as the NoFilter case, as shown in Fig. 2.49. Hence for
most applications, it appears that prefiltering will not expand the gap of the minimum
Hamming distances between the positive and negative images enough to justify the
increased runtime.

The analysis in Figs. 2.48 and 2.49 also shows that a threshold value of 31.44 would
achieve the optimal ORB performance, which is in slight disagreement with J. Howse93

who suggests using a threshold of 25.
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Figure 2.47: Comparison of the Hamming distance between the positive and negative 2σ
covariance ellipses of the prefiltered images.

Figure 2.48: 2σ covariance ellipses for the selected prefilters with positive images.
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Figure 2.49: 2σ covariance ellipses for the selected prefilters with negative images.

2.3.5 Summary on prefiltering techniques

For consistency, all prefiltering methods employed ORB feature detector and descrip-
tor, and the features were matched via RANSAC and Brute Force Hamming. The
prefiltering evaluations was obtained by computing the distance between the 2σ co-
variance ellipses of minimum Hamming distances and execution runtimes for positive
and negative images of the scene. The results were obtained with 18 different pre-
filter configurations and a non filter acting as bias. The study was carried out on
an Android device in order to analyze its applicability for real-time implementation on
low-computing devices. The results demonstrated that the Laplace7x7 prefilter enabled
ORB to achieve its optimal performance, although the prefilter was also unacceptably
slow. The results also showed that some prefilters, such as Sobel and Scharr, can
significantly degrade ORB’s detection accuracy.

In summary, a number of prefiltering methods were considered to denoise images and
enhance the detector’s performance. Although prefiltering did improve the detection’s
performance, the improvement in the results was not drastic enough to outweigh its
computational cost for most circumstances. So the prefiltering shall only be considered
when the detection’s performance absolutely necessitates it.
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2.4 Chapter summary

This chapter presented the imaging instruments that were applied for the evaluation
tests throughout this thesis. Furthermore, a novel camera calibration technique was
introduced to calibrate cameras in both spectrums (visible and infrared) in parallel.
Feature detector, descriptor, and matching methods were also introduced. Due to the
requirements of this thesis, a binary based feature descriptor was selected as it requires
little memory and has proven to be the most efficient in feature matching. ORB detec-
tor was identified as the first choice and SURF following behind as the runner up. In
the following chapters, ORB will be employed as it has demonstrated efficiency in de-
tection while its orientation-invariance approach suggested promising results for space
applications. However towards the latter portion of the studies, SURF will be employed
as it demonstrated a more reliable solution in estimating the pose of the subject. Since
descriptors perform best when paired with their respective detectors, ORB and SURF
detectors will be paired with their respective descriptors in the following studies. More-
over, a two tier feature matching approach was identified to employ RANSAC and then
Brute Force Hamming for improving the matches while reducing the outliers.

In the final section of this chapter, image prefiltering techniques were compared. A
tradeoff study was conducted to understand if the additional computational runtime
of prefiltering options could be justified by the improvements in the detector’s per-
formance. The results showed that some techniques (i.e. Gaussian Blur and Canny)
performed better than the others as they improved the detection without noticeably
increasing the computational runtime. However any unnecessary added computational
time should be avoided, so it is advisable to only employ the prefiltering technique
for special circumstances. One of those instances is during micro vibrations onboard
a spacecraft that could cause motion blur effect. The following chapter will further
evaluate if prefiltering could justify its use in a simulated test scenario.
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Sensitivity studies

Robotic autonomy has the potential to reduce expenses, minimize human error, and
eliminate redundant tasks that require manual operators. This is an especially at-
tractive goal for space exploration as it would increase the autonomy of spacecraft,
enabling extended durations and scopes for missions. Since computer vision is a new
topic for space applications, it is crucial to rigorously test the robustness of the system
to anticipate its capabilities under harsh space environments.

Figure 3.1: Overview of detection in this chapter.

Hence this chapter explores the capabilities of autonomous object detection for space
applications. Since access to genuine images from space are scarce, the extreme con-
ditions were simulated in three simple experiments here on Earth to evaluate the lim-
itations of the vision algorithm. The first study evaluates the detection’s weaknesses
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when the subject is imaged in front of a noisy background. The scenario was simu-
lated using two flying quadcopters where one carried the imaging camera while the
other carried the imaging target. The second study employed a shaker table to exam-
ine the detection when the images were acquired in a micro vibration setting. Finally
the third section explored the impact of low atmospheric pressure on the performance
of vision-based detection. For consistency, all studies in this chapter employ Cat S60
imaging system and ORB feature detector and descriptor, as well as RANSAC and
Brute Force Hamming to match the detections as illustrated in Fig. 3.1. To optimize
ORB’s detection for each study, a range of FAST thresholds were considered. At last,
the data from all three experiments were post-processed for analysis via Sony Xperia
Z1 Compact Android device, as it has a comparable CPU to the latest flight hardware
(see Table 1.1). So spacecraft’s limited memory and processing power can be simulated
when evaluating feature based detections’ constraints and capabilities.

3.1 Parallel drone fly-by: analysis of camouflage effect

Due to the proliferation of orbital debris, caused by events such as the recent malfunc-
tioning of Envisat95 and Hitomi96, it is now crucial for spacecraft to be equipped with
autonomous obstacle avoidance capabilities. Vision-aided techniques have been uti-
lized for obstacle navigation onboard spacecraft, UAVs, and even self driving cars97,98.
However, the harsh lighting conditions in space pose a challenge with regard to visible
imaging as they can lead to false detections.

Infrared imaging is one possible solution to this problem and has already been utilized
in a number of inspections of the Space Shuttle and ISS, as well as for docking and
berthing of the Automated Transfer Vehicle (ATV) with the ISS99,100. For instance, as a
result of the Columbia accident25, subsequent Space Shuttle missions were all inspected
with thermal cameras to identify damaged or missing heat tiles prior to re-entry27,29,31.
However, despite the extensive use of infrared imagery for such applications, there is
still much to be explored in infrared-based autonomous detection in space.

This section investigates the strengths and weaknesses of visible and infrared imagery
in a simulated rendezvous of two flying structures. Specifically, this study evaluated the
robustness of the detections when the subject was camouflaged in a noisy background
in both spectrums.

3.1.1 Data Acquisition

Due to a lack of access to both thermal and visible datasets of fractionated objects in
orbit, self-assembled quadcopters were used instead for the simulated tests. Two DJI
Flame F450 quadcopters (Fig. 3.2) were flown in parallel where one collected visible and
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thermal images of the other. A Cat S60 Android device with capabilities of collecting
images in both spectrums was employed; images were collected using a custom Android
application that captured the target in both spectrums in parallel.

Figure 3.2: Illustration of target and imaging quadcopter during fieldtest.

The Android device weighed 223 grams60, which is a considerable amount for the
quadcopter to lift. Additionally, the cameras of the Android device had to be positioned
in a specific orientation such that they could image the subject while the two drones
hovered close to one another. Furthermore, the Android device had to be mounted to
the bottom of the quadcopter so that the propellers were not imaged in the frames.
Thus to ensure that the central mass of the imaging drone was balanced and that the
cameras were held stable in their desirable orientation, a custom 3D printed structure
was designed (as shown in Fig. 3.3) to secure the imaging device to the quadcopter.
The mounting structure had to go through many iterations to ensure that it would not
amplify the vibrations that were introduced by the motion of the propellers, and to
protect the imaging device during impact.

Since the quadcopters’ propellers did not produce consistent heat for a fair thermal
analysis, a 4x7cm2 custom aluminum electric heater was assembled on the target quad-
copter which was imaged using the cameras. The target maintained a consistent 50◦C
temperature and was imaged against a clear sky with temperatures of about 12◦C and
also against a background of trees, open grass fields, buildings, and cars with aver-
age temperatures of about 48◦C as shown in Fig. 3.4. The setting allowed the target
quadcopter to be intermittently camouflaged visibly or thermally by the background.

Both positive and negative scene images were captured in the same settings outdoors.
However, in order to avoid matching unwanted features from the background, the ref-
erence image was acquired indoors in front of professional green photography paper.
Moreover, the imaging quadcopter recorded thermal and visible images at 4Hz along
with the acceleration, Global Positioning System (GPS), and pressure readings for each
instance that an image was captured. The data was later paired with the Arduino sen-
sors onboard both the target and imaging quadcopter. The Arduino sensors recorded
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Figure 3.3: Illustration of the custom 3D printed phone holder.

barometric, acceleration, gyroscopic, GPS, humidity, as well as relative and ambient
temperatures at the same frequency, which made it very opportune to cross-correlate
all data.

Figure 3.4: Sample images of target during flight. Images without the target in the frame
- labelled negative - were also collected to use for comparison.

One of the temperature sensors was placed directly next to the electric heater and the
other was fixed to the drone sufficiently far from the heater to measure the ambient
temperature. The images were later compared with measurements from the sensors
to validate the temperature readings from the thermal imaging device. The data cross
correlation also enabled a better evaluatoin of the imaging target’s situational influence
during each image.
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In order to evaluate the robustness of the feature detector, the quadcopters collected
data in 8 consecutive days at various times during the day to ensure a wide range of
lighting conditions as well as ambient temperatures were present for the study. The
target was imaged across a range of 1m to 4m distance away from the camera. The
electric heater was always present in the field of view and within about -45◦ to +45◦

away from the camera as demonstrated in Fig. 3.5.

A total of 1000 thermal images with 60x80 pixel resolution, and 1000 visible images
with 640x480 pixels were collected in parallel.

Figure 3.5: An illustration of quadcopter observed by the imaging quadcopter at about
-45◦, 0◦, and 45◦ rotation along the x-axis.

3.1.2 Feature detection and matching

The ORB feature detector was used for extracting the features from thermal and visible
images because it is rotation invariant101,102 and robust (see Sharif and Hölzel103),
which is desirable in a detector used for high risk space applications.

Using grayscale intensities of the acquired images, ORB extracted features by applying
FAST feature detection.

For this study, in order to obtain a large amount of data from each image, up to 10,000
features were extracted per frame. To additionally increase the sensitivity and obtain
more features, a FAST threshold of 2 was applied for the IR images instead of the
recommended threshold of 20 (by Rublee et al.86).

ORB descriptor was employed as it is most compatible with its respective detector.
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Figure 3.6: An illustration of an ORB feature along with its neighbours used to create
the binary descriptor. Although the illustration depicts a Bresenham circle of radius 3, the
default radius of 9 was applied for the analysis as recommended by Rublee et al.86.

Figure 3.7: An illustration of FAST thresholding of visible images. The detected features
are highlighted in green. FAST threshold of 20 was selected as it detects features of the
subject while discarding majority of the features in its background, all while detecting
sufficient number of features needed for feature matching.

RANSAC was applied to filter out the outliers. To establish whether the target is
present in the frame, the extracted features from a reference image were compared with
the features extracted from a set of positive and negative scene images. Brute Force
Hamming was applied to compare the features and match the most similar features
between the two images.
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Figure 3.8: An illustration of FAST thresholding of thermal images. The detected fea-
tures are highlighted in green. FAST threshold of 2 was selected as it rejects detection of
most features from the background, while detecting sufficient features needed for feature
matching.

When the minimum Hamming distance of two images is closer to 0, it means that the
system was able to identify and match the target from the reference image in the test
scene90,93. Alternatively, when the target is absent from the scene image, then the
expected minimum Hamming distance between the reference and the scene image is
large as there is a higher bit difference between the binary descriptors of the features.

Figure 3.9: An illustration of matched features of the reference image (left) with the
scene image (right).
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3.1.3 Analysis of results

From the 1000 set of images that were acquired from each spectrum, 98% were discarded
by the feature detector due to lack of features. The main contributing factor was
motion blur effect. Jerky motion of the quadcopters often resulted in blurry images
as illustrated in Fig. 3.10. Due to gusts of wind and the added weight of the Android
device, it was very challenging to pilot the two quadcopters to hover close-by for long
periods of time (beyond 5sec) to acquire data. Also due to safety concerns involving
the heated target, it was not possible to fly the quadcopters indoors to collect images.
Thus only a subset of images from the outdoors flights were ultimately employed by
the detector.

Even when camouflaged, thermal images displayed the heated target. However the
thermal images of the subject appeared faint in distances above 2m, unlike the visible
images.

(a) Visible image of the target. (b) Thermal image of the target.

Figure 3.10: Sample of rejected camouflaged images of the target, which was captured
shortly after take-off. The jerky motion of the quadcopters often introduced motion blur
effect, so many images were featureless.

Despite the challenges, Fig. 3.11 illustrates that the results clearly display a distinct
detection between the positive and negative sets of images. The variance of detections in
both spectrums was comparable. As expected, the standard deviation for the minimum
Hamming distance of camouflaged results is narrower than when the target was clearly
contrasted from its background. The background noise of added texture in camouflaged
images resulted in a larger range of minimum Hamming detections.

In the following section, the study will focus on effects of motion blur and measures to
reduce or reverse its effects.
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(a) Comparison of visible images. (b) Comparison of thermal images.

Figure 3.11: Minimum Hamming distances for thermal scene images. The square marker
represents the comparison results of the reference image with the positive test images.
Subsequently, the triangular marker represents the comparison results of the reference
image with the negative test images.

3.1.4 Conclusions on analysis of camouflage effect

The study focused on evaluating the performance of the detector when the subject
was blending into the background for visible and thermal images. It further explored
whether one spectrum can be substituted for the other at times when the target was
disguised among its surroundings for either infrared or visible spectrums, making it
indistinguishable from its background. Two custom quadcopters hovered between 1m
to 4m range from each other. One quadcopter carried an Android device that captured
infrared and visible images in parallel. Meanwhile, the other quadcopter carried the
imaging target, a custom heated payload. To ensure a large variation of data was
acquired, the experiment was carried out over the span of days. The results confirmed
that the detector was able to distinguish between positive and negative images even if
the subject was camouflaged in a busy background.
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3.2 Shaker test: analysis of attitude jitter effect

Given the high-cost of launches, reaction wheels are a cost effective solution to reduce
the weight of payload for carrying additional fuel, while still being able to control the
three-axis attitude of a spacecraft with great accuracy. They are electrically powered
and don’t require external torque, propulsion, nor a lot of space onboard a satellite.
Typically used by Earth observation satellites, reaction wheels enable the satellite to
position its imaging lens fixed on a target in high precision. However in the vacuum of
space the reaction wheel’s motion produces attitude jitter which is a critical concern
for imaging satellites.

Attitude jitter is a common occurrence that introduces image distortion which greatly
influences the estimation errors104,105 as illustrated in Fig. 3.12. This section evaluates
the feature detector’s robustness to detect the subject in a simulated jitter environment
using an oscillating platform, also known as a shaker table. Shaker tables are capable
of simulating vibration effects in a controlled laboratory setting. They are commonly
used for studying the effects of vibration on structures during launch or earthquakes.
The machine enables repeatability of the test while consistently reproducing the same
environment. Finally, image restoration techniques were considered to recover the loss
of data.

(a) Satellite image with jitter. (b) Satellite image without jitter.

Figure 3.12: Distinct illustration of how an Earth observation satellite would image the
Cleveland Hopkins international airport with and without attitude jitter. Image source:
MOOG106.
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3.2.1 Data acquisition

In order to simulate the vibrations endured by the onboard hardware in orbit, the
camera was exposed to sinusoidal input frequencies ranging in 10Hz increments from
2Hz to 1000Hz. The induced amplitude levels were 0.50g, 1.00g, 2.00g, and 4.00g each
lasting up to 90 seconds in duration. The selected range of excitations corresponded
to a study that had evaluated the micro-vibrations of, SSTL300-SI, an Earth imaging
satellite by Richardson et al.107.

Due to its compactness, rugged design, and capacity to image in both visible and
infrared spectrum the Cat S60 Android device was selected to acquire the data for this
study. Moreover, a TIRAVIB 51010/LS shaker table at the Deutsches Zentrum für Luft
und Raumfahrt (DLR) Institute of Space Systems’ facilities was used for generating
the vibrations along a single axis.

The vibrations were applied for a duration of up to 20sec while the camera was mounted
on the table. Both thermal and visible images of a fixed target were collected in parallel
at a rate of about 5Hz of a fixed target. A total of 600 positive and negative images (in
each spectrum) with 244x163 pixel resolution were collected. Fig. 3.13 is an illustration
of the setup for the experiment.

Figure 3.13: An overview of the positioning of the sensors on the shaker table.

The imaging camera was mounted down onto the shaker table between two aluminum
plates of about 20mm in thickness. The plates were fixed to each other via 4 screws
tightened with a torque of 1.5Nm. An additional 1.5mm layer of rubber was placed
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directly above and below the body of the Android device to increase friction between
contact surfaces and minimize slippage due to the applied vibrations.

The vibration measurements were acquired using four external accelerometers (PCB356A03)
as well as the Android device’s internal accelerometer (LSM6DS3). Two of the exter-
nal accelerometers were installed on the bottom plate to measure the vibration input
applied by the shaker table. The other two were installed directly on the Android
device in order to measure its vibration response and eventually identify its resonant
frequencies.

To avoid the influence of too many varying factors, the target was fixed at 210cm away
from the camera to reduce the introduction of external factors (as shown in Fig. 3.14).
A 2x1.5cm2 aluminum enclosure was used as the custom heated target, for this material
uniformly distributes the heat and displays a visual texture similar to that of spacecraft
structures. Furthermore, the electric heater (see Fig. 3.15) utilized a 2.7Ω resistor to
draw a steady 1.6A current to produce a consistent temperature of 40◦C throughout the
test. The temperature was measured via a thermocouple (PT100) placed directly next
to the heated surface on the target. Another thermocouple was placed farther from
the heated target to measure the ambient temperature. The measurements verified the
contrast of temperature measurements that was observed by the IR camera.

Finally, a trade-off analysis using thermal and visible images of the target was performed
to better evaluate how reliably the system detects the subject in different spectrums.

3.2.2 Feature detection and matching

Based on the recommendations from the previous chapter, the ORB feature detection
was employed for extracting features of the target from the scene image for both thermal
and visible images. ORB’s default threshold of FAST 20 (recommended by Rublee et
al.86) was compared with alternative threshold sensitivities. Based on preliminary test
results, a FAST threshold of 20 for visible images (as shown in Fig. 3.17) and 10 for
thermal images (as illustrated in Fig. 3.18- 3.17) proved to offer a detector with optimal
sensitivity to detect most features of the target in the scene while rejecting the majority
of the features from the background of the scene. Ultimately, the detected features
were described by 256-bit ORB binary descriptors each108,109. Moreover, RANSAC
and Brute Force Hamming were employed to match the features.

To minimize the introduction of external factors such as background noise, the reference
thermal and visible images of the target were obtained in a consistent setup. The
data was acquired in similar illumination, room temperature, and distance from the
target for all test runs. The temperature of the heated target, shown in Fig. 3.19,
was continuously monitored to also ensure a comparable test environment. In this way
there was a less likely chance of introducing varying test environments, which would
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Figure 3.14: An overview of the positioning of the sensors on the shaker table.

Figure 3.15: The imaging target, a custom electric heater.
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Figure 3.16: Illustration of ORB detecting a corner of the target. Although a Bresenham
circle of radius 3 is displayed as the neighbouring pixels of the keypoint in the image, as
recommended by Rublee et al.86, the default radius of 9 was applied for the analysis.

Figure 3.17: An illustration of FAST thresholding of visible images. The detected features
are highlighted in green. FAST threshold of 20 was selected as it detects features of the
subject while discarding majority of the features in its background, all while detecting
sufficient number of features needed for feature matching.

have resulted in false detections.

3.2.2.1 Image denoising techniques

Since the presence of image noise was inevitable under the simulated vibration set-
tings, image restoration techniques were explored to improve the performance of the
feature detector. Image restorations have been utilized since the 1950s most commonly
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Figure 3.18: An illustration of FAST thresholding of thermal images. The detected
features are highlighted in green. FAST threshold of 10 was selected as it rejects detection
of most features from the background, while detecting sufficient features needed for feature
matching.

Figure 3.19: Reference images.

in the medical and the astronomical applications, respectively to detect tumours or
to study distant planets92. To evaluate whether the ORB detector can better distin-
guish between positive and negative sets of noisy images, blind deconvolution, Gaussian
smoothing and Canny were considered.

Gaussian smoothing and Canny had demonstrated promising prefiltering results in
chapter 2.3.4, which is why they were included in this study. Deconvolution is a popular
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image restoration technique that has been used for a wide range of applications, so
naturally it was employed in this study. As for the deconvolution method, there were
many techniques to choose from. Traditional deconvolution techniques like Richardson-
Lucy, transform, Wiener, and Bayesian filtering are denoising approaches where the
initial blur kernel is assumed110,111,112,113. However, the purpose of this thesis is to
develop an autonomous feature detection technique that performs the task in real-
time under limited processing power. Additionally, the system will not have former
knowledge of what it is observing; hence performing a non-blind deconvolution was
omitted. In contrary, blind deconvolution can be applied for non-linear and spatially
varying distortions, such as non-uniform motion or jitter. As such, blind deconvolution
was used in this study as it can assume the Point Spread Function (PSF) to be an
unknown. An initial estimate for the blur kernel was assumed and iteratively it was
improved until the image was restored to its best potential114,115.

In this study, various initial guesses were considered to be applied for the convolution
with the input image as demonstrated in Fig. 3.20. Traditional blind deconvolution
convolves the input image with a matrix of ones116. The larger the size of the matrices,
the more computational power would be required. However a 3x3 matrix was selected
for this study to better appraise the performance with those from Gaussian blur and
Canny filter which use the recommended 3x3 matrices. Another initial guess utilized a
matrix of ones of the same size as the input image. Also a novel blur kernel was evalu-
ated, where the initial estimate of the input visible image was its corresponding thermal
image and vice versa. According to the measurements, on average the convolution with
the 3x3 matrix of ones required an additional computation time of 0.7875 seconds, the
convolution with a matrix of ones with the same size as the input image required about
0.7956 seconds, and the convolution with the opposite spectrum image required about
0.6500 seconds of additional processing time. Although the novel approach was the
fastest of the three, the blur kernel of 3x3 of ones was selected as it clearly improved
the detection of the features from the blurry image.

Moreover, Gaussian filter consists of a convolution of an image with an array to filter
out the noise and smoothen the roughness around the edges. Although many Gaussian
blurring configurations were considered, ultimately a recommended (by Werth et al.117)
Gaussian blur was applied, which contains a kernel mask of 3x3 to reduce the most
noise from the image while preserving the majority of the key features of the target.

Furthermore, Canny filter applies a Gaussian smoothing to the image to remove the
noise and then highlights the distinct contours. A Gaussian smoothing with a 3x3
Gaussian kernel, and lower and upper thresholds of (lower, upper) = (30, 100) were
applied as recommended by Sharif and Hölzel103 to achieve the optimal results.

80



3.2 Shaker test: analysis of attitude jitter effect

Figure 3.20: An illustration of evaluation of detection with a variety of prefiltered blind
deconvolution configurations. Three different blur kernels were considered: a traditional
3x3 of ones, a matrix of ones that matched the image size, and a novel approach where the
opposite spectrum image was employed as the blur kernel. Ultimately the blur kernel of
3x3 of ones was selected as it increased the detection of features noticeably.

Figure 3.21: A sample of a prefiltered positive scene image.

3.2.3 Results and analysis

Due to the configuration of the experiment, remote access to the data during the test
was not available. The aluminum plates prevented the opportunity for a clear line of
sight data transmission. Access to the facilities was also very limited due to the urgency
of pre-launch troubleshooting and tests at the facilities for the Euglena and Combined
Regenerative Organic-Food Production in Space (Eu:CROPIS) satellite118. As a result,
the data could not be analyzed in real-time and instead had to be post-processed after
the experiment had concluded.

In order to avoid the risk for loss of data in the event that a memory card gets ejected,

81



3. SENSITIVITY STUDIES

the content was recorded on the internal memory of the Android device. Following
the tests, the recorded content on the hardware was inaccessible as the device’s touch
screen had a liquid leakage, preventing access to unlock the device and ultimately all
recorded data from that test was deemed lost.

Figure 3.22: The Liquid Crystal Display (LCD) leak, which resulted in an unresponsive
device following the preliminary vibration tests.

Although the Android device is designed to be a rugged tool, it is not designed to be
exposed to such high vibrations and for long durations. It is anticipated that the long
duration of each test and the high applied vibrations (both amplitude and frequency
wise) were the key contributing factors of the hardware malfunction. Hence the test was
repeated using a backup Android device, but the two aluminum plates enclosing the
device were tightened together at a much lower torque of only 1.00Nm this time. The
hardware was connected via a 5m long On-The-Go (OTG) Universal Serial Bus (USB)
to a stationary computer so that the data could be obtained in real-time. The hardware
was exposed to sinusoidal vibrations at a lower frequency of 3.51Hz for a reduced
duration of up to 20 seconds at each amplitude level. The excitation amplitudes were
also reduced and ranged across: 0.25g, 0.50g, and 1.00g with maximum displacements
reaching 5.07mm, 10.14mm, and 20.28mm respectively.

Albeit many preventative measures had been taken to avoid another liquid leakage, the
LCD once again experienced the same malfunction. Luckily this time all of the 2,157
sample thermal and visible images of data were successfully retrieved from the device
using the USB connection.

The images were divided into 3 sets according to the induced vibration load, where each
dataset contained 111 sample thermal and visible images for each positive and negative
scene images. For a fair and consistent study, it was important to acquire thermal
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Figure 3.23: The sinusoidal excitation amplitudes of 0.25g, 0.50g, and 1.00g produced
maximum hardware displacements of up 5.07mm, 10.14mm, and 20.28mm respectively.

and visible images in parallel at the same oscillation experienced by both imagers.
Additionally, it was crucial to compare the results obtained at each instance for both
positive and negative scene images, so as to obtain the threshold of minimum Hamming
distance that separates when the target is present or absent in the scene.

The detection results are displayed in the form of error bars where the mean is depicted
by a marker in the center of each bar, and the bars span along 2σ standard deviation.

Even though the hardware experienced three different vibration accelerations and dis-
placements, the feature detector produced very similar outcomes across all test cases
as illustrated in Fig. 3.26. While evaluating the overall detection performance of the
visible versus thermal images, all negative thermal images were rejected as no features
could be matched. This is mainly due to the low amount of heat that was emitted
from the surrounding objects in the background as well as the addition of the vibration
that further blurred any potential detectable background features, as it can be seen
in Fig. 3.25. This is very promising as in most cases in space, the background image
of a target will be just the vacuum of space. So the results suggest that negative im-
ages in orbit will likely demonstrate a clear distinction, just like the thermal results
demonstrated in this experiment. Furthermore, the results also illustrated that the fea-
ture detection using the visible images behaved poorly in comparison with its thermal
counterparts. Its error bars for the positive and negative visible images overlap, which
suggests that the system has difficulty in distinguishing between when the target is
present or absent in the scene.
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(a) Positive scene images acquired during the 0.25g
aceleration.

(b) Positive scene images acquired during the 0.50g
aceleration.

(c) Positive scene images acquired during the 1.00g
aceleration.

Figure 3.24: Samples of positive scene images acquired at various amplitude and dis-
placements. At 210cm distance from the cameras, the imaging target occupied less than
10% of the frames, making it very difficult for ORB to detect the subject.
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(a) Negative visible. (b) Negative thermal.

Figure 3.25: Sample of negative visible and thermal images. In the negative thermal
image, a faint contour of the pipe and fan on the ceiling can be seen. This is due to their
thermal emissivity that it can be imaged by the infrared camera. However with the lack
of heated objects in the background, the negative thermal image carries far less detected
features than its visible counter part.

The target at 210cm distance from the cameras occupied less than 10% of the frame,
appearing as a small speckle. The setting along with the added vibrations resulted in
very few features to be detected. Hence the feature matcher had difficulty distinguishing
when the subject was present in the scene. Insufficient contrasts of the target with its
background further compounded the poor performance of the feature detector. Ideally
there would have been a distinct contrast between the subject and the background
texture. Alternatively, to capture sufficient features of the target, the subject should
have been close enough to occupy at least 30% of the frame.

In contrary, thermography in high distances demonstrated to be a much more robust
technique for detecting the subject as the clear cold sky offers a stark contrast to the
heated fractionated object. The contrast makes it an effective solution for detection,
whereas the low illumination and the lack of texture of the material drastically degraded
the performance of the ORB feature detection when using visible images. Ultimately,
image denoising techniques were applied to enhance the detection.

The minimum Hamming distance that was obtained from prefiltered images with blind
deconvolution (as shown in Fig. 3.27) for both thermal and visible datasets indicated no
improvements in the results. In fact, the 2σ standard deviation increased by about 10
minimum Hamming distances for each error bar. The expansion of the error bar makes
it more likely for the positive and negative detection results to overlap and in return
further reduces the confidence of a true detection. Thus this image restoration technique
is an ineffective solution for space applications. Not only is it not improving the system’s
performance to better differentiate between a positive and negative detections, it will
also demand extra computational power to perform the prefiltering steps.

No significant changes were also observed in the prefiltered thermal images with Gaus-
sian smoothing technique as shown in Fig. 3.28a. However, the results in Fig. 3.28b
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(a) Minimum Hamming distance results for the set of thermal scene images.

(b) Minimum Hamming distance results for the set of visible scene images.

Figure 3.26: The square marker represents the comparison results of the reference image
with the positive scene images without any filters applied. Subsequently, the triangular
marker represents the comparison results of the reference image with the negative scene
images.

indicate that the system’s ability to detect negative images was improved as the av-
erage minimum Hamming distance increased. In parallel, ORB rejected all positive
images in the dataset; this may be due to the fact that Gaussian smoothing not only
removed the noise induced by the jitter, but also it blurred the distinct features of
the target. Hence, the system could not detect any features in the positive images to
match the features with the features from the reference image. Based on the results,
Gaussian smoothing was also identified as an ineffective denoising method to improve
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(a) Minimum Hamming distance results for the set of blind deconvolution filtered
thermal scene images.

(b) Minimum Hamming distance results for the set of blind deconvolution filtered
visible scene images.

Figure 3.27: The square marker represents the comparison results of the reference image
with the positive prefiltered scene images. Subsequently, the triangular marker represents
the comparison results of the reference image with the negative prefiltered scene images.

ORB feature detection for the desired application.

Lastly, Canny performed the best of all options that were considered. The thermal
detection results with Canny, shown in Fig. 3.29a, demonstrated that ORB would help
detect features even for negative thermal dataset. This is not a concern in vacuum of
space, as the background will often be a blank featureless scene for the negative im-
ages. Additionally as shown in Fig. 3.29, the positive detection results of the prefiltered
Canny images illustrated a drop of about 25 Hamming distances, while the errorbars
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(a) Minimum Hamming distance results for the set of Gaussian filtered thermal
scene images.

(b) Minimum Hamming distance results for the set of Gaussian filtered visible
scene images.

Figure 3.28: The square marker represents the comparison results of the reference image
with the positive prefiltered scene images. Subsequently, the triangular marker represents
the comparison results of the reference image with the negative prefiltered scene images.

maintained a comparable range as the non-filtered results. The widened gap between
the positive and negative detection results for the visible images suggest that the detec-
tor was better at distinguishing the target’s presence in a frame with Canny prefiltering.
Finally, Fig. 3.29 shows that ORB can best discern between the positive and negative
images of both spectrums with Canny prefiltering at 0.5g excitation amplitude.
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(a) Minimum Hamming distance results for the set of Canny filtered thermal scene
images.

(b) Minimum Hamming distance results for the set of Canny filtered visible scene
images.

Figure 3.29: The square marker represents the comparison results of the reference image
with the positive prefiltered scene images. Subsequently, the triangular marker represents
the comparison results of the reference image with the negative prefiltered scene images.
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3.2.4 Conclusions on analysis of attitude jitter effect

This study demonstrated that visible imaging is not an ideal tool for detecting poorly
illuminated and distant objects. The following three factors impaired ORB detection
results of the visible images: lack of contrast in the texture between the target and
its background, low illumination, as well as the trivial ratio of the occupying area of
the subject in the image. These factors reduced the visible features which in return
weakened the performance of the texture dependent feature detector. In addition,
vibrations simulating the attitude jitter effect experienced by satellites in orbit proved
to introduce significant motion blurring effect for visible images which further reduced
the performance of the feature detector.

Conversely, the detection with thermal images was not as affected by the distance nor
the low camera resolution. This was mainly thanks to the distinct contrast between
the temperature of the target and its background, which resulted in a significantly
noticeable gap between the feature detection of the positive and negative non-filtered
results. Hence, feature detection with thermography proves to be a promising approach
for identifying spacecraft or detecting space debris in orbit.

Three denoising techniques were considered to evaluate if the distinction in detection
of the ORB can be improved. All three methods shared a common goal of blurring the
image to reduce the added noise. Blind deconvolution and gaussian smoothing simply
apply blurring techniques; however Canny in addition to blurring, it further enhanced
the edges of the shapes in the image.

Blind deconvolution did not exhibit any change in the results when it was compared
with the non-filtered detection results. Gaussian smoothing eliminated all features from
the positive visible set of images, so there were no positive detections. Also, there was
no noticeable change observed in its thermal detection results when compared with
the non-filtered set of results. So Gaussian smoothing was also not a constructive
denoising solution in this study. Canny was able to denoise the images and boost the
performance of the detector in comparison to the other solutions. Canny prefiltering
minimized the blurring effect and further highlighted the contours of the target to help
ORB better identify when the target was present or absent in the scene. Unlike the
other options, Canny detected features even for the negative thermal images to be able
to obtain feature matching. It also demonstrated a contrast in the positive and negative
detections. In summary, when camera is exposed to vibrations, it is advisable to apply
Canny. Also, if the imaging target is exposed to low illumination or lacks texture, it
would be advisable to employ the thermal images.
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3.3 Stratospheric balloon launch: analysis of low atmo-
spheric effect

Robotic vision guidance techniques have been utilized on several exploration rovers8,9,119

and UAVs6,7,120,121 over the last decade. However, the harsh lighting conditions in space
can have a severe impact on the efficacy of such methods since the visible image of a
spacecraft facing the sun will have its true edges washed out by the extreme illumi-
nation conditions, and will have new edges created due to shadows and reflections.
Conversely, when no sunlight is present, an object might be completely camouflaged in
the dark background of space. Hence, a novel approach is necessary to overcome the
unique challenges of space.

This section continues with the theme of the earlier studies to study the impacts of low
atmospheric pressures on the performance of the detector. Thermal and visible images
at various altitudes, pressures, and illumination conditions were obtained in order to
evaluate the viability of the feature detector for identifying spacecraft in orbit.

3.3.1 Data acquisition

Due to the lack of access to datasets of subjects in space that were imaged with both
infrared and visible cameras, and the lack of access to a thermal vacuum chamber to
simulate such conditions, a stratospheric balloon was launched to obtain such images
at low atmospheric pressures. Specifically, using a custom Android application on a
Cat S60 smartphone, thermal and visible images were obtained of a custom electric
heater 64cm away from the camera lens (see Fig. 3.30).

A 4x7cm2aluminum electric heater shown in Fig. 3.30b was used as the imaging target
because its aluminum casing mimics the smooth, uniform texture of most satellites
and because it is capable of maintaining a consistent heat signature. Specifically, the
electric heater used a 2.7Ω resistor to draw a steady 1.6A current from a 5.0V power
bank throughout the flight.

Although it was intended to obtain additional measurements from an external pressure
and temperature sensor located immediately next to the electric heater, the memory
card recording the data malfunctioned during launch, and all data was lost. Addi-
tionally, the GPS and barometric pressure readings from the internal sensors of the
Android device malfunctioned at altitudes above 9km. Hence that data has also not
been used for the analysis. Instead, the altitude measurements used in this study were
obtained from an onboard Arduino GPS MTK3339 sensor, along with ambient tem-
perature measurements from an Arduino AM 2302 sensor. Hence all of the pressures
reported in this paper were obtained by converting the measured altitudes according
to the International Standard Atmosphere (ISA) table122. According to this data, the
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(a) Payload, moments before the launch.

(b) Internal components of the custom electric heater.

(c) Image during the early stages of the ascent.

Figure 3.30: Stratospheric balloon.
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heater was imaged in pressure levels ranging from 40mbar to 890mbar, with background
temperatures from -60◦C to 8.7◦C, and altitudes from sea level to 22km.

In order to assess the feature detector’s accuracy, the heater was placed in half of the
frame, so that a positive and negative image with the same background texture could
be extracted by cropping each frame. Using this approach, 26,708 images that are
244x163 pixels in size were collected in parallel at 4Hz throughout the flight.

3.3.2 Feature detection and matching

In order to determine whether the target was present in a scene image, first a reference
image was defined, and then ORB was used to extract features and its descriptors from
the reference image123.

Figure 3.31: Illustration of a detected ORB feature of the subject along with its neigh-
bouring pixels employed for definning the binary descriptor of the kepoint. Although the
illustration outlines a Bresenham circle of radius 3, s recommended by Rublee et al.86, the
default radius of 9 was applied for the analysis.

The binary descriptors of the detected and filtered features from the reference and scene
image were matched by applying RANSAC and Brute Force Hamming. The matched
descriptors with the smallest sum of their differing bits are ideal as it indicates that
the target shared more similarities between its features and the features of the positive
scene image.

With the features between the reference and scene image matched, the first and most
basic question to ask is whether the same object is present in both the test and reference
image. The simplest and often most effective way of drawing such a conclusion is
by examining the Hamming distance between the best-matched features. If the same
object is present in both the reference and scene image, the minimum Hamming distance
between the matched feature descriptors would be expected to be small (and 0 if the
images were identical). Conversely, if the scene image did not contain the object in the
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reference image, then one would expect the minimum Hamming distance between the
reference and the scene images to be large, indicating that there is not a feature in the
scene image which is similar to a feature in the reference image. Hence the minimum
Hamming distance between matched feature descriptors is used as a metric for how
confidently the system detects that the same object is present in both the reference
and scene images.

Selection of a reference image that captures the key features of the target with very
little background noise is therefore crucial in feature detection. In this experiment,
visible and thermal reference images of the target were selected from a sample at about
22km because at such altitudes, the target has a high contrast with its surroundings
and little background noise, as shown in Fig. 3.32.

Figure 3.32: Reference images.

3.3.3 Results and analysis

The data was divided into 14 datasets according to altitude so that each of the first
13 datasets contained 500 images, and the 14th set contained 177 images. The average
pressure and altitude for each set, along with representative visible and thermal images
are shown in Fig. 3.33.

The background was constantly changing so as to ensure that a sufficient number of
features were available for matching - up to 10,000 ORB features per image were ac-
quired per frame. However, since the number of detected features is strongly dependent
on the FAST threshold, the results were analyzed with FAST threshold readings from
2 to 60 to determine an appropriate threshold based on a wide range of sensitivities.
Specifically, Fig. 3.34b shows that a FAST threshold of 2 often yields many background
features, while a threshold of 8 and above often yields no features. Hence, although
Rublee et al.86 recommends a threshold of 20, FAST threshold of 2 was used for the
thermal images in this study so that the feature detector can capture features at even
the poorest visibility conditions without retaining too many background features.
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Figure 3.33: Visible and thermal images, along with average altitude and pressure read-
ings for each dataset.
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Nonetheless, despite this liberal threshold, at high altitudes, ORB sometimes extracted
0 features for negative images, such as the ones shown in Fig. 3.36. For example,
Table 3.1 lists the total number of rejected negative scene images, that is, images where
no features were detected in each dataset. Such images are excluded from subsequent
results because the absence of features means that the image cannot be matched to the
reference.

Thus for each dataset, the minimum Hamming distances were computed between each
of the non-rejected scene images and the appropriate reference image in Fig. 3.32.
The mean and 2σ bounds of these minimum Hamming distances are then shown in
Fig. 3.35, where the solid line with the square marker represents the results for the
positive images, and the dashed line with the triangle marker represents the results for
the negative images.

Table 3.1: Number of rejected scene images that is, images where no features were
detected.

Altitude
(m)

Negative
visible

Negative
thermal

Total number
of images

1040 5 376 500

2273 5 400 500

3506 12 270 500

4857 37 301 500

6687 338 324 500

8332 314 193 500

10121 489 355 500

12179 477 440 500

13974 406 367 500

15752 435 406 500

17504 403 408 500

1932 318 484 500

20957 255 476 500

22041 100 168 177

Unfortunately, Fig. 3.35a shows poor results for the visible images across all of the
measured altitudes. Specifically, because the typical minimum Hamming distances for
positive and negative visible images have a significant amount of overlap, it cannot be
accurately predicted whether the subject is present or absent in a scene image solely
based on the minimum Hamming distance between matched feature descriptors.
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3.3 Stratospheric balloon launch: analysis of low atmospheric effect

Conversely, the thermal image results in Fig. 3.35b are much more robust across a
wide range of altitudes. For example, between altitudes of 8,332m and 20,957m, a
minimum Hamming distance threshold of approximately 20 can accurately distinguish
positive and negative images. That is, if a scene image feature at these altitudes can be
matched to a reference image feature with a Hamming distance less than 20, then it can
be confidently guessed that the scene image included the target. As Fig. 3.33 shows,
this is because the temperature contrast between background and target increases with
altitude, making the target easily distinguishable in thermal images. This is also likely
the reason why the variance in results for positive thermal images above 8,332m is small
in Fig. 3.35b.

Moreover when the visible and thermal images were examined at high altitude, as shown
in Fig. 3.37, it is even more clear why the thermal feature detection outperformed the
visible feature detection in higher altitudes. Specifically, the harsh lighting conditions
in visible images are likely crippling ORB by washing out almost all of the visible
features. Conversely, the clarity of the thermal images only seems to improve with
altitude.

Finally, note that thermal image results in Fig. 3.35b degrade at the highest altitudes.
However, at altitudes above 17,504m, more than 94% of the negative scene images
were rejected, and hence could not be shown in the figure. This results in a somewhat
misleading figure, because when no features are found in an image, it is immediately
classified as a negative image. This can be done because ORB returned at least one
feature for each of the positive thermal images that were tested in this study. Hence if
each one of the rejected negative thermal images had been counted as having a minimum
Hamming distance of say, 50, the presence of a clear and unambiguous separation
between positive and negative images would again have been observed.
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3. SENSITIVITY STUDIES

(a) An illustration of FAST thresholding of visible images. FAST threshold
of 20 was selected as it detects features of the subject while discarding ma-
jority of the features in its background, all while detecting sufficient number
of features needed for feature matching.

(b) An illustration of FAST thresholding of thermal images. FAST threshold
of 2 was selected as it rejects detection of most features from the background,
while detecting sufficient features needed for feature matching.

Figure 3.34: Detected features for a range of FAST thresholds at an altitude of 3,506m.
The detected features are highlighted in green.
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3.3 Stratospheric balloon launch: analysis of low atmospheric effect

(a) Minimum Hamming distances across various altitudes for visible scene images.

(b) Minimum Hamming distances across various altitudes for thermal scene im-
ages.

Figure 3.35: Comparison of the ORB detection results. The square marker represents
the comparison results of the reference image with the positive scene images. Subsequently,
the triangular marker represents the comparison results of the reference image with the
negative scene images.
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Figure 3.36: Negative scene images at 18,762m.

Figure 3.37: Positive visible and thermal scene images in direct sunlight at 15,565m.
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3.3.4 Conclusions on analysis of low atmospheric effect

This study demonstrated that visible imagery is not well-suited for object detection
at high altitudes due to the harsh lighting conditions above 8,333m. Conversely, it
was shown that thermography is an effective imaging technique when used with ORB,
since the images appear clearer and detector’s accuracy improved with altitude. Thus
feature-based object detection with thermal imagery seems to be well-suited for iden-
tifying spacecraft in space.

3.4 Chapter summary

This chapter investigated the capabilities and limitations of vision-based autonomous
object detection for space applications. The results from studies found that visible
imaging is not ideal for detection of an oriented object, especially when the object lacks
texture and is at far distances. Moreover, thermal imaging performed much better at
detection, even at lower resolution than images captured in the visible spectrum. The
experiments each tuned the FAST threshold of ORB to detect most features from their
imaging target while discarding the majority of the features in the background. For the
infrared images FAST thresholds ranging between 2-10 were selected for the studies,
but the visible images performed better with a less sensitive threshold of close to 20. In
other words, the default threshold of 20 (as recommended by Rublee et al.86) in most
detections involving the visible images would have provided comparable sensitivities
needed for feature detection and matching in most applications. However the thermal
images often lacked features and a lower FAST threshold increased the sensitivity of
ORB feature detector, which improved the overall detection. Hence for future studies
when ORB feature detection is employed, it is recommended to apply FAST threshold
of 20 for visible and as low as a FAST threshold of 2 for the infrared images to ensure
that sufficient features would be detected. Finally, studies suggest that Canny edge
detection improved the impact of motion blur, though this approach bears certain
drawbacks (in terms of added computational time) that must be considered on the
basis of a target application.
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4

Pose estimation

The previous chapters describe various approaches for object detection. In the scope of
the thesis, the pose estimation is also required in most space applications. This chapter
focuses on vision-based techniques using thermal and visible images.

With the surge in private launch of constellation satellites, collision avoidance in the
heavily condensed low-Earth orbit (LEO) range is of great urgency124. Pose estima-
tion via visual odometry (VO) onboard a spacecraft can help mitigate collisions. Au-
tonomous obstacle avoidance techniques enable the spacecraft to estimate its relative
position to the potential oncoming traffic and manoeuvre out of the way. Pose esti-
mation can additionally be useful on constellation satellites to automate most of their
navigation (rather than relying on manual navigation) by following a lead satellite,
like a flock of birds in the sky. The constellation of satellites would follow the guiding
satellite by visually estimating and maintaining their distance to one another and their
leader. It is an ideal and cost effective technique because it reduces the chances of
human error and requires less staff to manually provide guidance.

The development of VO from 1980s to 2000s was heavily influenced by the National
Aeronautics and Space Administration (NASA) in anticipation of the remote operation
of the Mars rovers Spirit and Opportunity125. The term “odometry” dates back to the
ancient Greek words hodos (meaning expedition) and metron (meaning something used
to measure)126. In the early 1980s, Moravec first introduced VO algorithms designed to
evaluate the distance traversed by NASA’s Mars rovers127. However the term ”visual
odometry” was popularized nearly twenty years later by Nistér et al.128. It was said that
the similarities between wheel odometry and VO inspired the term. Wheel odometry
counts the number of turns the wheel makes over time to estimate its motion. Similarly,
VO evaluates pixel displacements of features between frames. In order to adhere to the
onboard payload limitations, this thesis focused on monocular-based VO.
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4.1 Bayes’ Theorem

Since autonomous navigation is one of the biggest challenges in space exploration,
this chapter details pose estimation techniques that were considered for computing
the trajectory of the target relative to the camera for space applications. In this
chapter, three methods are explored towards a vision-based position and orientation
detection. First, a novel use of Bayes’ theorem is implemented to detect the subject
and estimate its orientation. The second section details monocular visual odometry
technique for estimating the relative pose. In the third section, a fusion of vision
and inertial measurements is employed to estimate the pose. A comparison of the
performance of the three approaches is carried out in the final section of this chapter
to identify the optimal solution that complies best to the objectives of this thesis.

4.1 Bayes’ Theorem

Constellation satellites are typically composed of cubic symmetrically shaped satellites.
The feature detector may have difficulty in differentiating between the identical side
panels of the satellite spacecraft, making it challenging to determine the orientation and
leading face of the spacecraft that is approaching the target. To train the system to
make better decisions, the use of Bayes’ theorem, a statistical analyzer, was evaluated.

Bayes’ theorem was first introduced by Thomas Bayes in the 1700s129. The theorem
computes the probability of an event, based on prior knowledge of conditions that may
influence the event. It posed an attractive solution to the navigation problem, as it
complies with the limited computational power available onboard spacecraft to perform
visual classification in real-time. It does so by comparing the detection results with
a catalogue of previously observed features to statistically evaluate the confidence in
identifying which side of the spacecraft it is observing. The theorem can be summarized
in a single formula as shown in Eq. 4.1.

p(c|x) =
p(c) · p(x|c)

p(x)
(4.1)

Posterior = Prior · Likelihood
Evidence

Posterior is the probability of detecting the subject based on the results of the matched
key points between the scene and reference frame. Prior is a parameter for the proba-
bility of detecting a surface without taking into account any present evidence. Likeli-
hood is the probability of detecting the sample given that features in the scene image
match the detected features seen in the reference image. Likelihood is the conditional
probability of the matched keypoints belonging to one of the member functions from
the catalogue. Evidence takes into account the probability of observing the matched
keypoints which confirms the detection of the subject in the scene, summed with the
probability of observing the matched keypoints when the surface is not present in the
scene, from the catalogue.
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4. POSE ESTIMATION

An experiment was carried out to evaluate the effectiveness of the probabilistic method.
RGB images of three models of spacecraft - SpaceX’s Dragon, Roscosmos’ Soyuz, and
NASA’s Space Shuttle - were used as detection targets as displayed in the reference
images in Fig. 4.1. The selected targets have low textured surfaces which mimic the
challenges that the feature detector faces in orbit. Five main surfaces (top, front,
back, left, and right) for each spacecraft were imaged from different orientations to be
catalogued.

In this study, images of the bottom of the targets were omitted due to the lack of
representation of the 3D model. Additionally, a collection of images where the target
was absent in the frame, were also employed as negative images for the catalogue.

(a) Space Shut-
tle’s top panel.

(b) Space Shut-
tle’s front panel.

(c) Space Shut-
tle’s back panel.

(d) Space Shut-
tle’s left panel.

(e) Space Shut-
tle’s right panel.

(f) Soyuz cap-
sule’s top panel.

(g) Soyuz cap-
sule’s front panel.

(h) Soyuz cap-
sule’s back panel.

(i) Soyuz cap-
sule’s left panel.

(j) Soyuz cap-
sule’s right panel.

(k) Dragon cap-
sule’s top panel.

(l) Dragon cap-
sule’s front panel.

(m) Dragon cap-
sule’s back panel.

(n) Dragon cap-
sule’s left panel.

(o) Dragon cap-
sule’s right panel.

(p) Negative ref-
erence image.

Figure 4.1: Illustration of the reference images.

All positive reference images were imaged in front of a professional photography green
screen to reduce influence of background noise in the reference set that will be cata-
logued. Additionally, Waimax 250S’ soft daylight simulator was employed for imaging
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4.1 Bayes’ Theorem

the set to reduce the likelihood of capturing shadows88,130. The setup for collecting the
reference images is displayed in Fig. 4.2. Moreover, all reference images of the targets
were collected 50cm away from the camera to ensure consistency across datasets for
the study.

Figure 4.2: Illustration of the setup of the reference image data acquisition.

A total of 300 positive and negative test images per subject were collected. The subjects
were imaged in various lighting conditions, orientations, and distances from the camera.
For maintaining consistency in the study, all images were first converted to grayscale
before the ORB feature detector was applied to extract features from the scene. The
robustness of the system was assessed based on the average minimum Hamming dis-
tance, overall execution runtime, and total number of detected keypoints identified per
test image. Inspired by Sharif et al.131, the observations were binned into five member
functions based on how often on average the parameter was observed (in comparison
to the total dataset) as shown in Fig. 4.3. In other words, the member functions sep-
arated and differentiated between reoccurring patterns of measured parameters. By
having such a large number of member functions, the likelihood of a majority of pa-
rameters clustering together is reduced, thereby essentially increasing the confidence of
detections for Bayes’ theorem.
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For creating the catalogue, member functions were defined using three Gaussian func-
tions for the three central bins (low-medium, medium, and medium-high), and two
sigmoidal functions for each the upper and lower extreme boundaries of the range:

y = exp(−(x− ψ)2

(2φ)
) (4.2)

y =
1

1 + exp(−a(x− c))
(4.3)

Table 4.1: Minimum Hamming distance of the 10 scene images when cross compared with
the reference images.

Where ψ is the mean, φ is half of the standard deviation of the data of the respective
parameter, and y is the probability of occurrence between 0 and 1.

a =
log(( 1

v − 1)/( 1
1−v − 1))

φ
(4.4)

c = ψ ±
√

2φ2log(2) (4.5)

There are a variety of member function shapes to choose from, such as bell-shaped,
triangular, square, etc. The shape selection was based on which has a closer repre-
sentation to a natural match for translating the probabilities used in overall execution
runtime. As well, to maintain consistency in the evaluation, the same member function
shape was applied in the analysis of all parameters.
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4.1 Bayes’ Theorem

Figure 4.3: Example of the member function distributions for the minimum Hamming
distances. The shape was selected based on which has a closer representation to a natural
match for translating the probabilities.

Table 4.1 lists the minimum Hamming distance of 10 scene images across positive
reference images of Space Shuttle as well as a negative reference image. It is clear that
a number of matches share the same minimum Hamming distances (such as minimum
Hamming distances of: 20, 23, 33, 24). The member functions were then defined based
on these results as illustrated in Fig. 4.3. Table 4.2 illustrates how the measurements
for each parameter would fit across the five member functions. To explain how the
measurements were applied, scene image 9 is used as highlighted in Table 4.2.

Table 4.3 displays the extracted parameters of scene image 9 when it was compared
with Space Shuttle’s top reference image. Its measured minimum Hamming distance
of 20, which was then plotted along the member functions, as shown in Fig. 4.4 where
the majority of the parameters fit within the low-medium member function.

The results were then used for evaluating the probability of viewing the Space Shuttle
from above, considering that a minimum Hamming distance of a sample obtained fit
in the low-medium member function.

Posterior = (Space Shuttle’s top surface = true | minimum Hamming distance = medium)

Prior = (Space Shuttle’s top surface = true)
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4. POSE ESTIMATION

Table 4.2: The results for the minimum Hamming distance readings of the Space Shuttle’s
top view.

Table 4.3: List of results correlating to the scene image 9 and reference image of Space
Shuttle top.

Likelihood = (minimum Hamming distance = medium | Space Shuttle’s top surface = true)

Evidence = (minimum Hamming distance = medium | Space Shuttle’s top surface
= true + minimum Hamming distance = medium | Space Shuttle’s top surface = false)
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4.1 Bayes’ Theorem

Figure 4.4: Example of how 20 minimum Hamming distance was distributed across the
member functions.

By applying the results from Table 4.3 when minimum Hamming distance is medium
and the suspected surface that is in line of sight of the camera is the Space Shuttle’s top
surface, Bayes’ outcome estimates a confidence in detection as illustrated in Table 4.4.

Prior in this case was 1/6, because in the specifications of the study the camera would
mainly be facing one of the five surface panels (front, back, left, right, top) of the target
or a bias when it would not be facing the spacecraft at all.

Posterior = Prior · Likelihood
Evidence = (1/6 · 65.66)

((1/6 · 65.66) + (5/6 · 81.47) = 0.139

Finally to evaluate the robustness of the Bayes’ outcome, a set of scene images as dis-
played in Fig.4.5 were evaluated against the earlier catalogued dataset. Furthermore,
for illustration purposes, the detected key features in the images are highlighted with
colourful circle-markers; however, the evaluation only used the original (unprocessed)
images. At last, the results from the study are summarized into two main tables below.
Table 4.5a details the Bayes’ outcome based on the minimum Hamming distances ob-
tained, which evaluated images from Fig. 4.5 as the input image and compared against
Figs. 4.1a- 4.1c. Ideally the highest confidence results in the table would align along the

109



4. POSE ESTIMATION

(a) Member function of the positive Space Shuttle images.

(b) Member function of the negative Space Shuttle images.

Table 4.4: Member functions for average minimum Hamming distance results.

diagonal line where the input (Fig. 4.5b) pairs with its respective set (Fig. 4.1a- 4.1c).
However as it can be observed from the Table 4.5a, the highlighted yellow cells contain
the highest confidence in detection and yet not all are aligned on the diagonal line; this
indicates false detections caused by sharing a cluster of similar features. For instance,
for Fig. 4.5b, the system estimated the target to be either detecting the Space Shuttle
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(a) Scene image of
Space Shuttle’s top
panel.

(b) Scene image of
Space Shuttle’s front
panel.

(c) Scene image of
Space Shuttle’s back
panel.

(d) Scene image of
Space Shuttle’s left
panel.

(e) Scene image of
Space Shuttle’s right
panel.

(f) Negative scene
image, without the
Space Shuttle.

Figure 4.5: Illustration of the scene images used to evaluate the performance of Bayes’
theorem to detect the orientation of the subject.

from the front (Fig. 4.1b) or not having any of the features of the target be present at
all in the frame (Fig. 4.1p). Thus the Bayes’ results suggest that minimum Hamming
distance alone as a parameter would be insufficient to conclude the orientation of the
target in the frame. Furthermore, the results in almost all cases extracted the same
number of key features. So the number of detected key features ultimately did not
provide added value to combine with the other parameters which were considered for
Bayes’ evaluation. Therefore the final Bayes’ theorem combined the results for overall
execution runtime and the minimum Hamming distance as the parameters used in the
evaluation, as illustrated in the Table 4.5b.

Although the confidence in detection noticeably improved, the system still demon-
strated difficulty in clearly differentiating between when the target was present and
when it was absent in many instances. It also could not discern which side panel that
it was facing. For instance, the outcome in Table 4.5b shows that the system is con-
fident in detecting its reference image. However, it was unsure whether Fig. 4.5a is a
match with Fig. 4.1a, Fig. 4.1b, or Fig. 4.1c. This is because the scene images used for
cataloguing had parts of each others’ facades (such as the top panels of the subject)
visible in the frame as can be seen in Fig. 4.5. Thus the large overlap of shared features
made it difficult for the system to differentiate between some of the detections with
confidence.

Initially it was thought that Bayes’ approach with a sample set in the range of 100s
could be sufficient to design a novel pose estimation method. However the results
demonstrated that the technique would require a much greater training dataset (in
the range of 1000s) for a robust estimate. In the space context, there would never be
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(a) Bayes outcome using only minimum Ham-
ming distances.

(b) Bayes outcome combining the minimum
Hamming distance and overall execution run-
time parameters.

Table 4.5: Bayes’ outcome from the evaluation.

sufficient training dataset available for cataloguing. Thus this study did not continue
evaluations beyond the orientation estimations, as it was infeasible and would have
required a lot more training dataset for a robust estimation of the target’s position.

4.1.1 Summary on Bayes’ theorem

In the traditional feature detection approach, one would have a 1/6 chance of correctly
guessing whether the subject was in the frame and if so, the majority of which side
panels were aligned with the camera. However, using Bayes’ approach, it was demon-
strated that the confidence in detection results improved by about 33% for some of the
cases.

Bayes’ theorem has demonstrated robustness in detecting subjects when environmental
conditions varied and when the entire shape of the object was not always visible131,132.
Although this application offers a solution to a unique problem, it requires a large
training dataset of images to prepare the catalogue, which is not always accessible
for space applications. Thus, the study in this section only focused on orientation-
based detections and did not further pursue evaluating the detections based on relative
position. At last, alternative solutions for obtaining the pose estimation were considered
which could better comply with the objectives of this thesis; they are explained in the
rest of this chapter.
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4.2 Perspective-n-Point (PNP)

Perspective-n-Point (PNP) was first introduced by Grunert133 in 1841. Years later,
Nistér et al.134 applied Grunert’s techniques to compute robust vision-based odometry
compatible with both monocular and stereo imagery. The computation consists of
three main phases: feature detection, feature tracking, and motion estimation. PNP
is often used for estimating the relative pose of a calibrated (perspective) camera to
a target. This is achieved from a set of n visible points with known coordinates of
the target and its 2D image projections of known pixel coordinates. The approach
is ideal for camera localization or tracking of a subject. Typically the technique is
utilized for Simultaneous Localization and Mapping (SLAM), Structure-from-Motion
(SfM), and VO. Such characteristics make this method very appealing for the purposes
of this study as it complies with the limitations imposed by the thesis’ objectives while
visually tracking an object from its 2D images.

PNP requires knowledge of the target’s 3D model or at minimum a 2D image of the
target, as well as the camera’s intrinsic parameters in order to evaluate the pose estima-
tion. The transformation matrix (T ) is a homogeneous matrix, where rotation matrix

Figure 4.6: Illustration of perspective projection: a transformation (T ) from a 2D camera
frame (Fc) with respect to world frame (Fw).

(Rc
w) and translation vector tcw represent the position of the camera with respect to the

world frame.

T =

(
Rc

w tcw
03x1 1

)
(4.6)

The projection x̄ = (cx, cy, 1)
T of a point Xw = (Xw, Yw, Xz, 1)

T .

x̄ = KΠTC
w Xw (4.7)

Where x̄ is the point coordinates of the image in pixel, and K is the camera intrinsic
parameters (as explained in Equation 2.1.3). The projection matrix, Π, is represented
in Eq. 4.8.

Π =

⎛
⎝1 0 0 0
0 1 0 0
0 0 1 0

⎞
⎠ (4.8)

Typically pose estimation processes employ an outlier rejection technique to improve
the precision. There were a number of popular options to choose from, such as:
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M-Estimators135, Least-Median of Squares (LMedS)136, and RANSAC137. However
RANSAC, an iterative technique, was selected since it was already being applied dur-
ing the feature matching process (based on the recommendations from chapter 2.2.3).
Additionally, RANSAC was also recommended by Steward et al.138 for being compu-
tationally fast and also most suitable to be paired with P3P methods. At last a 3-by-3
essential matrix is then derived from a pair of 2D images (typically a reference or the
previous frame and the current frame) to compare with their matched features.

Since the intrinsic parameters are known, it was assumed that the images had been
calibrated and that the coordinates are normalized where the origin is at the center of
the reference image. Therefore, assuming that there are N points in the world frame
(Fw) coordinates, Xw

i = (Xw
i , Y

w
i , Z

w
i , 1)T where i = 1, ..., N . The projection of the

points xi = (xi, yi, 1)T is as follows:

xi = ΠT c
wX

w
i (4.9)

3D points are employed for the pose estimation of the camera139,140. When the system
estimates a relative pose and orientation between two frames, the matched features are
considered a desirable match. The common points from the previous two scene images
and the current one are then triangulated together and marked as world points. The
latest points along with the world points are then applied through a P3P algorithm to
estimate the camera’s orientation and location in world coordinate form141. The 3D
world points are then triangulated by identifying the common matched points across the
multiple views observed so far142. Using the Levenberg-Marquardt technique, 3D points
and camera pose are then refined to minimize the reprojection errors143,144. Lastly, the
initial pose from the first set of frames was scaled to match groundtruth’s range; this
is because depth perception is nearly impossible to achieve via monocular imaging. So
additional sensors compensate for the impediments of using a single camera.

4.2.1 Summary on PNP

Although the VO technique was able to compute the relative trajectory of the target via
a single camera, the detector proved to be sensitive to lighting, the shape and surface
texture of the subject, and the shutter speed. These shortcomings create opportunities
for false detections, which affects the erroneous scaling of the subject by leaving the
system in the blind. Fluctuation of scale uncertainty in the frames then further results
in poor and unreliable pose estimations for when a false detection has occurred.

However, by combining several sensors together, it can be especially helpful in times of
sensor malfunction such as when the system is unable to detect the subject of interest
due to high illumination or the lack of it. Next section in this chapter explores a fusion
of multiple sensors to improve the detection and compensate for such scenarios.
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4.3 Fusion of multi-sensors

Traditionally, many sensors and techniques have contributed to obtaining localization
in robotics: wheel odometry, inertial measurement unit (IMU), laser/ultrasonic odom-
etry, GPS, global navigation satellite system (GNSS), and VO. However each sensor
bears its own shortcomings. Wheel odometry often encounters wheel slippage, result-
ing in drift126. As well, the IMUs are highly susceptible to accumulating drift unless a
high precision model is selected which carries a sizeable financial cost as the tradeoff.
Although GPS and GNSS offer absolute positioning, they are not always available and
when the positioning is provided, the accuracy is inversely proportional to the cost of
the high precision sensor. As such, it too is not a reliable instrument for autonomous
navigation145. Lastly, the previous section exposed some of VO’s shortcomings. Its
accuracy is highly dependent on the surface texture and shape of the target as well as
its environment (i.e. sufficient lighting and contrasting background should be present)
or else it will accumulate drift. To best tackle the pose estimation challenge without
compromising the payload and computational power limitations, a fusion of sensors
was explored.

A number of recursive filtering techniques are available for selection, such as Particle
Filter (PF)146, Kalman Filter (KF)147, Extended Kalman Filter (EKF)148,149, and Un-
scented Kalman Filter (UKF)150. KF was invented in the 1960s by Rudolf E. Kálmán.
Since then, it has been modified and applied for various applications such as in the nav-
igation of spacecraft. Its variations (KF, EKF, UKF, and etc.) are popular methods
due to their ability to extract data from noisy sensors at a fraction of the computational
power and memory of the alternative methods151.

EKF was selected as it can handle non-linear systems and is a popular method152,153,154

for merging visual and inertial measurements. Also, it has demonstrated to be compu-
tationally more efficient than other non-linear filtering techniques such as UKF155,156,
which makes it a preferable technique for critical real-time guidance applications. The
filter is composed of two states that influence its pose estimation over time: prediction
denoted by the state vector Xk, and measurement update denoted by the state vector
yk

157.

Xk = f(Xk−1, uk−1) + wk−1 (4.10)

yk = h(Xk) + vk (4.11)

where uk denotes the control input and all are represented at k time intervals. The
f and h respectively represent functions at the prediction and measurement update
states. A linearization step was applied to the non-linear functions to derive their
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Jacobian matrices:

Fk =
∂f

∂X

∣∣∣∣
X̂k−1

(4.12)

Hk =
∂h

∂X

∣∣∣∣
X̂k|k−1

(4.13)

Moreover, wk and vk are the prediction and measurement update noise respectively.
They are assumed to be zero mean multivariate Gaussian noise processes, independent
of each other. Their covariance matrices are denoted by Q and R respectively. The
state functions and partial derivatives are summarized in Eqs. 4.14- 4.19.

prediction:
X̂k|k−1 = f(X̂k−1, uk−1) (4.14)

Pk|k−1 = Fk−1Pk−1F
T
k−1 +Qk−1 (4.15)

Measurement update:

Kk = Pk|k−1H
T
k (HkPk|k−1H

T
k +Rk)−1 (4.16)

zk = yk − h(X̂k|k−1) (4.17)

X̂k = X̂k|k−1 +Kkzk (4.18)

Pk = Pk|k−1 −KkHkPk|k−1 (4.19)

For the initial state, X0, the pose from groundtruth was employed as it was assumed
that the EKF would be implemented when traditional navigation approach would be-
come unavailable. So for instance, when there is a system malfunction, the last known
position of the spacecraft is applied as the initial known state and then the EKF takes
over to evaluate the successive pose estimations.

Additionally, in this thesis, monocular visible and infrared imagery along with ac-
celerometer and gyroscope measurements were used to fuse the odometry sensors. The
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reason for selecting these particular sensors was that they are typically available on-
board most spacecraft. In particular, the cameras are typically used for science appli-
cations but left idling for the remainder of the mission; instead this analysis proposes
utilizing the cameras for enhancing pose estimations.

Figure 4.7: Overview of the selected fusion pipeline.

Furthermore, prior to computing the EKF estimations, noise variances of the accelerom-
eter, gyroscope, and the visual odometry of the cameras were evaluated. To accomplish
this, the camera and the IMU sensor were fixed down, resting on a steady surface, and
their data was acquired over a period of approximately 40 minutes. The IMU provided
measurement updates at 200Hz while each camera at 1Hz respectively. The length of
this data acquisition was selected based on the recommendations from M. Shelley158;
he warned that long durations could result in corrupt measurements caused by the
changing bias of the sensors.

For the cameras, a fixed target with varying thermal emissivity material was used under
artificial lighting. This process was achieved in a lab to control a consistent ambient
lighting and temperature setting. Pose estimation of the images were later derived from
the acquired images. Finally, the standard deviation for both the pose of the cameras
and the IMU sensors were evaluated and applied for the noise matrices of the filter.

Lastly, there are a number of combinations for setting up the control and measurement
inputs of the EKF. Based on recommendations from previously published comparison
studies157,159, it was concluded that the optimal approach is a combination of visual
odometry as the measurement update and inertial measurements as the control input.
Conveniently the inertial input was able to acquire data at a much higher rate of 200Hz,
so the measurement updates every second complemented the estimation’s performance.
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4. POSE ESTIMATION

4.3.1 Summary on fusion of multi-sensors

The EKF is a modified version of the Kalman filter that can be applied to non-linear
systems. By adapting the multivariate Taylor series expansions approach, it has proven
to linearize the models. Ultimately, the EKF has proven to offer a robust technique to
merge all available sensors to be one of the most reliable navigation techniques, and it
has been employed for space applications over decades160,161; it is an applicable solution
for scenarios with high measurement error or sensor malfunction.

4.4 Chapter summary

This chapter considered three image-based pose estimation techniques. For a fair eval-
uation of the methods in this chapter, all three techniques were processed using the
same dataset and all employed the same feature detector, descriptor, and matcher.
The SURF feature detector and descriptor were selected for the evaluation of pose es-
timation measurements, as recommended in chapter 2.2. RANSAC and Brute Force
Hamming were also employed for the matching of the features.

A model of Space Shuttle was used as the imaging target. The subject was imaged
in 1280x960 pixel via Roboception’s rc visard 65C camera’s left lens. The camera’s
internal IMU sensor also recorded the acceleration and gyro measurements as the cam-
era moved around the fixed subject. For the Bayes’ theorem, approximately 20 images
for each viewing angle (front, back, top, left, right, and negative) of the subject were
catalogued. For each catalogue, the mean of minimum Hamming distance was then
evaluated across a three binning system to establish where it stands relative to all
obtained dataset’s minimum Hamming distances.

(a) Front. (b) Back. (c) Left. (d) Right. (e) Top. (f) Negative.

Figure 4.8: Reference images of the Space Shuttle.

To evaluate the robustness of the system, six reference images were processed and com-
pared with images from each of the six catalogue combinations. The results are clearly
that the system was confused about what was in front of it. The lack of differentiation
may be improved by increasing the number of bins for the cataloguing, the addition of
other factors such as the execution runtime, and avoiding the use of catalogued images
with the same background as other bins.

118



4.4 Chapter summary

Table 4.6: Summary of the posterior results. The results show that a number of categories
as well as a large catalogue of data are needed to be able to employ bayes’ theorem towards
navigation.

Table 4.6 shows that irrespective of which reference the system was observing, it con-
sistently gave highest confidence to detecting the subject from the front view as high-
lighted. This is even when negative images were applied where the subject was absent
from the frame. Ideally, the highest confidence in detection would have been along the
diagonal line in the table.

Therefore the novel use of applying Bayes’ theorem offered a unique solution to estimate
the relative pose of an approaching target. However the technique requires a substantial
dataset of the subject in its catalogue to be able to classify the subject’s pose with
confidence. Since images of the target are not always available to catalogue the system,
this approach was ultimately discarded from the selection choice.

PNP however, proved to be a much more pertinent method for detecting a subject and
estimating its relative pose. The results as shown in Fig. 4.9 demonstrate at worst
a less than 15cm margin of error which is a significant improvement. PNP’s simple
requirement of a 2D image of the target for detection and evaluation of the target’s
pose further align with the objectives of this thesis.

Having said that, at times, the method failed to detect the subject in the frame. In an
actual rendezvous or docking of two spacecraft, blinded guidance (even for just a few
seconds) is a recipe for catastrophic outcomes. Hence a popular fusion of sensors, the
EKF, was considered as a means to close the gap for sensor malfunctions. Fig. 4.10 is
a fusion of the IMU sensor along with the VO to estimate the relative pose. As it can
be observed, in the event that the system cannot visually track the target the EKF
provides an alternative means for motion estimations.

The results illustrated that although EKF is a powerful method, the IMUs had a
high drift rate. If the drift gradually reaches kilometres off of the actual course over
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4. POSE ESTIMATION

Figure 4.9: Pose estimation via VO. Although the VO is off by about 20cm from the
groundtruth at worst, the results displayed that there were gaps when the input was not
available or insufficient features were being detected, so there was no VO at times. Hence
VO of a camera alone cannot be relied on for critical pose estimation measurements (i.e.
towards autonomous docking).

a two hours rendezvous and docking with the ISS, it would put the spacecraft on a
significantly different trajectory. VO adjusted the estimations whenever it was available
to propagate.

Finally, Table 4.7 briefly details a comparison of the three approaches for estimating
the pose of the subject.

A fusion of sensors proved to be the most robust and applicable technique for guidance
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4. POSE ESTIMATION

Figure 4.10: Pose estimation by fusion of sensors via EKF. The results demonstrates
that fusion of multiple sensors is a desireable as it is efficient and prevents the mission to
be blinded or accumulate high drift due to sensor malfunctions.

and navigation of a spacecraft, given the guidelines of this dissertation. So the following
chapter will further evaluate the fusion’s performance by applying the method to real-
world experiments.
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5

Hardware in the loop testing

The objective of this thesis is to develop a robust technique that can be adapted for a
variety of space applications ranging from autonomous rendezvous and docking (RvD),
On-Orbit Servicing (OOS) of satellites, entry descent and landing (EDL), and more.
Hence, as a proof of concept, the algorithm was adapted for three unique test campaigns
to help visually track the relative motion of their respective targets.

For a fair comparison of the robustness of the system undergoing different tests, the
same feature detector, descriptor, and matching characteristics were implemented across
the experiments to obtain VO (as shown in Fig. 5.1).

Since this chapter will focus on studies that compute pose estimations of a subject,
SURF was selected as the feature detector on the basis of chapter 2.2’s evaluation and
recommendations.

The detector is most applicable as it is scale-invariant and still has the capacity to
efficiently perform the feature matching to adhere best to the limitations of the thesis’
objectives. SURF descriptor was also selected as it is binary which is most efficient in
matching and requires the least amount of storage space. Ultimately it was selected as
it is the most compatible descriptor for the SURF detector. Hence the SURF detector
and descriptor were used for evaluation of all three studies in this chapter. Furthermore,
RANSAC and Brute Force Hamming were consecutively applied to reduce outliers and
then compare the remaining binary descriptors.

All images were prefiltered to grayscale intensity first. Based on preliminary studies,
thermal images of all three cases in the chapter carried a low signal-to-noise ratio, where
it was difficult for the detector to differentiate between the presence of the subject in
the frames. Hence all thermal images in this chapter were prefiltered by Canny with a
threshold of [1 9] (as recommended in chapter 2.3) prior to feature extraction.
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5. HARDWARE IN THE LOOP TESTING

Figure 5.1: Overview for obtaining the VO for all three studies in this chapter.

The demonstrations in this chapter detail three completely different campaigns, which
required the system to be adapted for the needs of each individual study. In the first
study, the system was applied to visually track the motion of the leaves of a plant
that was being thermally monitored during a parabolic flight campaign. The second
section was a demonstration for how the system used some of the images taken by an
ATV to visually track the ISS during a rendezvous and approach. In the last section,
the system integrated a comprehensive set of sensors on a robotic arm to simulate a
rendezvous and docking simulation.

5.1 Demonstration I: Parabolic Flight campaign

Long durational missions such as manned missions to Mars require consumables (such
as food, water, and oxygen) for the crew onboard to last at minimum a 400-day trip.
Given the high cost of launches, supplying missions exclusively with materials sent
from Earth significantly increases a mission’s financial overhead, so researchers have
been studying more sustainable solutions. For instance onboard the ISS there are
currently studies where water is recycled for use; this is done by extracting it from the
crew’s waste for re-consumption throughout their mission162. Additionally, although
non-perishable dehydrated food are traditionally served as meals for the crew, fresh
produce has proven to have a physiologically and psychologically positive impact on
the crew’s performance163. Thus it is considered highly advantageous to establish
sustainable plant production practices for long durational missions.

In low gravity there is a lack of convection, which impacts the natural gas exchanges
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5.1 Demonstration I: Parabolic Flight campaign

between the leaves and the atmosphere, likely leading to impairments of plant growth.
A study164 was carried out at the ESA’s 40th parabolic flight campaign165, where leaf
surface temperatures of young spinach were observed under different gravity levels.
Various airflow velocities were also studied in parallel, to identify the optimal growth
environment in low gravities. Three flights were allocated for this campaign. Due to
limited available space onboard the spacecraft, only four samples were flown per each
flight, and for consistency in collecting the results each flight employed a fresh batch
rather than reusing the same spinach sample for the three consecutive flights.

Fig. 5.2 was captured moments before four sample spinach were loaded in the plane.
Two leaves for each sample were coated with nail polish as a reference to compare its
convective heat exchange with the others.

Figure 5.2: A spinach sample being prepared on the morning before the flight.

Spinach was selected as the subject of interest for this study as it is rich in nutrients,
requires relatively less time for growth, and produces a high degree of photosynthesis
which is beneficial for the observations during the flight. The photosynthesis of the
subjects were monitored during the span of the flights (each lasting about three hours
from take off to landing). The plants were simultaneously imaged in IR and visible
spectrums, and later paired with the measured sensors (i.e. accelerometer and gyro-
scope readings) to annotate the mechanistic model of the plant. The cameras were fixed
to the roof of the enclosure, 65cm away from the leaves, and were each controlled via
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5. HARDWARE IN THE LOOP TESTING

Android devices which were attached on the exterior of the rack (displayed in Fig. 5.5b).

For contingency planning, the cameras and spinach samples were tightly secured with
3M Dual Lock velcro to the inside of an enclosure. To avoid spillage or contamination,
spinach was grown and flown in Agar solution. The gelatine-like substrate provided all
the nutrients that the plant needed to grow, while reducing the risks of escaping the
pots.

Moreover, the enclosure (shown in Fig. 5.3) was sealed with heavy-duty clasps and
further reinforced with a safety belt. This was to ensure that electronics would stay
inside the sealed enclosure in the event of a high impact landing. The enclosure was
kept shut throughout the flight but the perforated holes on the ceiling allowed for
ventilation. Furthermore, the enclosure was mounted inside a double water-proof rack
which was mounted to the floor of the plane, so that in the event of any emergency
might arise, the experiment and the electronic instruments were not putting the crew’s
health and safety at risk.

Figure 5.3: Measuring instruments and the subject inside a sealed enclosure enroute to
be mounted inside the dual water-proof rack in the plane.

Each flight accommodated fifteen experiments and about forty investigators, flight
safety crew, and media onboard. Flights each consisted of thirty-one parabolas, of-
fering a total of about twenty seconds of microgravity. As it was a scientific parabolic
flight campaign, there were approximately five to eight minutes of break in steady hor-
izontal (cruise mode) in between every five parabolas. The breaks were designed to
enable investigators to adjust or modify the configuration of their experiments. During
the breaks, the rack was opened to reduce the built-up humidity and heat. The speed
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5.1 Demonstration I: Parabolic Flight campaign

of airflow was also adjusted for every parabola based on a randomized order as was
previously arranged.

(a) Illustration of a parabola166.

(b) Imaging target and measurement instruments were kept inside the enclosure, which is mounted
inside the waterproof rack. The rack was secured to the floor of the plane. Both enclosure and the
rack were kept shut during the parabolas.

Figure 5.4: Overview of the data acquisition setup during a parabola.

Thermal images with 240x320 pixel resolution of the leaves were acquired at 1Hz using
FLIR One cameras. The thermal images for each sample were recorded and could be
monitored in real-time via a custom Android application from the exterior of the rack.
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5. HARDWARE IN THE LOOP TESTING

Visible images were acquired using an rc visard 65c colour camera with a 1280x960
pixel resolution. As a precautionary measure, visible images were collected at a faster
rate (at 9Hz frequency) to better track any rapid changes to the motion of the leaf
that might be missed at 1Hz. rc visard’s state of the art imaging camera includes a
built-in IMU, which captured the accelerations at 200Hz throughout the flight. The
built-in IMU played an essential role in correlating the data with the parabolas, to
better analyze the leaf movements and also the moment of stress on the plants.

(a) Spinach, the imaging target, was visually monitored by FLIR One’s infrared camera
and rc visard’s visible camera.

(b) Snapshot of what the IR cameras were observing during the flight.

Figure 5.5: Overview of the setup during the parabolic flight campaign.
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5.1 Demonstration I: Parabolic Flight campaign

(a) Visible image of spinach. (b) Thermal image of spinach.

Figure 5.6: Overview of the data acquisition during a parabola. Visible image was
acquired with rc visard’s left lens and thermal image was acquired with FLIR One’s infrared
camera.

Fig. 5.7 illustrates the offset between the position of the sensors employed for the pose
estimation measurements in this study. According to rc visard’s user manual61, the
camera’s coordinate frame origin is defined as the left camera lens, which includes the
coordinates of the built-in IMU. Hence, all measurements were projected in the visible
camera’s coordinates. Extrinsic (M ) and intrinsic (K ) camera parameters from the
calibrations are defined in Eqs. 5.1- 5.3.

Mvisible
IR =

 1.0000 −6.9813e− 07 0.0011 81.510
6.9813e− 07 1.0000 0.0344 20.998
−0.0011 0.0000 1.0000 4.0920

 (5.1)

KIR =

338.18 0 0
0.8715 387.69 0
119.72 179.80 1

 (5.2)

Kvisible =

1.0932e+ 03 0 0
1.9175 1.0916e+ 03 0
642.23 490.87 1

 (5.3)

For this demonstration, the data employed were from the spinach sample positioned
in the bottom left corner of the rack (labelled ’3’ in Fig. 5.5a) during the third flight.
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5. HARDWARE IN THE LOOP TESTING

Figure 5.7: The hand-eye calibration aligned the IR camera’s coordinates in the coordi-
nates of the visible camera’s left lens, where the built-in IMU was also located.

Additionally, a set of ten random positions on the surface of the leaves were monitored
throughout the flight. The pixel colour of the thermal images at the fixed positions
were correlated to temperature readings and later those temperature measurements
were averaged together per leaf to conclude the photosynthesis of the sample from each
image. As copper has a high thermal conductivity quotient, a copper ring was also
imaged throughout the flight as a reference.

The monitored leaves were secured using nylon threads to prevent them from freely
moving so that the full surface of the leaf can be visible to the cameras throughout the
flight. Ideally, the thermal images would have provided sufficient data to conclude the
thermal changes pixel-by-pixel on leaf surfaces. Despite the methodical measures, the
leaves experienced negligible shifts during the transition phases of the parabolas.

Thus to better track the thermal changes at specific pixels, VO extracted the relative
pose estimation of the region of interest to derive the transformation matrix for each
frame. While VO can be applied directly to thermal images, the thermal contrast un-
expectedly dropped during the flight, making it very challenging to track the motion of
the leaves. This is because the ambient temperature and humidity accrued overtime;
this rise gradually camouflaged the leaf’s surface temperature with its background un-
til the leaf thermal signatures became incoherent. Consequently visible images had to
be employed for tracking the motion at regions of interest and to correlate those with
the IR images for thermal monitoring. The VO results for tracking the motion of
the selected leaf is shown in Fig. 5.9. The groundtruth is the acceleration measure-
ments which is overlaid on the plot to better visualize each phase during the flight.
The groundtruth along the z-axis indicates the gravity forces that were experienced.
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5.1 Demonstration I: Parabolic Flight campaign

(a) Shortly after take-off. (b) Middle of the flight. (c) Shortly before landing.

Figure 5.8: Overview of the decline in thermal contrast of the subject due to the increase
of ambient temperature in the experimental rack.

During cruising altitude the measurements read -9.8m/s2 but during the start of each
parabola it experienced +9.8m/s2 and towards the end of a parabola it experienced
-19.6m/s2 in acceleration. The flight underwent some brief hyper gravities as the plane
experienced turbulence. Moments of turbulence can be observed from groundtruth’s
z-axis measurements at approximately forty minutes, fifty-seven minutes, one hour and
four minutes, and one hour and twenty five minutes into the flight.

Moreover, the pose estimations reveal that the leaf consistently (albeit minimally)
moved throughout the flight. Clearly the most significant leaf movements occurred at
three specific times throughout the flight: once at about one minute into the flight
during the first parabola, once at approximately thirty-three minutes into the flight
which was during a break when the rack had been opened, and one last time near
one hour and twenty-two minutes into the data acquisition during the second break.
During the breaks the rack was opened to reduce the built-up humidity and heat inside
while the fans were set to high speed to increase air circulation. It is believed that this
introduced a sudden and noticeable shift of the leaf.

Thus it was functional to track the motion of the leaf to be able to cross-correlate the
temperature of the appropriate pixels. Due to the lack of clock synchronization, by
overlaying the inertial measurements, one can pair and better grasp the leaf motion
with each phase throughout the flight. Additionally, having the data from the sensors
fused together played a critical role during the periods of turbulence when unexpected
hyper-gravity was experienced.

131



5. HARDWARE IN THE LOOP TESTING

Figure 5.9: Estimated motion of the target leaf during flight 3. The most significant
leaf movements occured during the first parabola and twice more when the rack had been
opened during the breaks.
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5.1 Demonstration I: Parabolic Flight campaign

5.1.1 Summary on Parabolic Flight campaign

Fusion of multi imaging sensors was explored along with IMU to obtain a more reliable
and robust onboard tracking towards autonomous applications.

The data from the parabolic flight campaign was used to demonstrate a novel fusion
approach such that IMU tracked the acceleration changes that the spinach endured
throughout the flight while VO from visible images tracked the movement of the leaves,
which then helped IR imagery to correlate and monitor the thermal changes for regions
of interest of a leaf.

Moreover, it was observed that the leaf experienced the most significant displacements
at the start of the first parabola as well as during the breaks when the rack had been
opened. The rack was opened to reduce the built-up humidity and heat. Although for
safety concerns, the enclosure remained closed at all times, the speed of the fans inside
of the enclosure were set to high so that the air can circulate during the breaks. The
air was able to exit the enclosure via perforated holes on the ceiling of the enclosure. It
is believed that by switching-on the fans at high speed during those times, the leaves
experienced the most movement. In future a more uniform ventilation system should
be considered to keep the enclosure dry and cool throughout the flight, which would
ultimately improve the data acquisition process. Additionally, an alternative approach
for fixing the leaves should be considered.
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5.2 Demonstration II: Laser Infra-Red Imaging Sensor
campaign

This experiment focused on data acquired from ESA’s Laser Infra-Red Imaging Sensor
(LIRIS) mission. During a rendezvous and docking of the ATV’s Georges Lemâıtre
with the ISS, visible and IR images were obtained using Sodern’s COTS cameras. The
main objective of the campaign was to improve existing autonomous guidance and
navigation manoeuvres by imaging the ISS from the onboard cameras on the ATV167.
This is so that the knowledge can be applied to have fully autonomous missions in
the future, where uplink opportunities and human-error will not impose limitations on
future missions.

On August 12,2014 the ATV conducted a rendezvous and docking mission starting
from a distance of 3500m from the ISS’ Russian Service module, Zvezda. The ATV

Figure 5.10: Russian Service Module, Zvezda, as seen during an approach from a trans-
port vehicle. Image source: Roscosmos168.

was equipped with a monochrome visible and two Long Wavelength IR uncooled mi-
crobolometer imaging cameras from Sodern. The images of the LIRIS mission were
paired with ATV’s onboard telemetry in order to better understand the limitations
and strengths of the visual odometry from various ranges of distances.

Since the COTS cameras were not designed for use in space, they were enclosed in
protective housings made of aluminum to shield against exposure to harsh space envi-
ronments (i.e. radiation). The visible camera’s protective housing used a Silica-based
window; whereas the IR cameras used windows made of Germanium, as it is transparent
to IR wavelengths. Since intrinsic camera parameters were not provided to compensate
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5.2 Demonstration II: Laser Infra-Red Imaging Sensor campaign

Figure 5.11: ATV’s trajectory during the rendezvous and docking with the ISS. Image
source: Airbus Defence and Space169.

for distortions and offsets, their parameters were mainly estimated based on trials to
align the position of the detections.

Mvisible
IR1 =

1.0000 0.0000 0.0000 43.733
0.0000 1.0000 0.0000 −8.1176
0.0000 0.0000 1.0000 −8.2038

 (5.4)

Mvisible
IR2 =

1.0000 0.0000 0.0000 24.428
0.0000 1.0000 0.0000 −3.2801
0.0000 0.0000 1.0000 −5.6253

 (5.5)

Mvisible
Telemetry =

 0.9999 −5.9341e− 04 0.0148 40.988
5.9335e− 04 1.0000 8.8031e− 06 15.920
−0.0148 0.0000 0.9999 55.078

 (5.6)

KIR1 =

338.18 0 0
0.8715 387.69 0
320.00 240.00 1

 (5.7)

KIR2 =

 14.25 0 0
0.8715 14.25 0
320.00 240.00 1

 (5.8)
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Kvisible =

 8 0 0
1.9175 8 0
680.00 512.00 1

 (5.9)

Furthermore, to avoid hardware damage to the cameras while in direct line-of-sight with
the sun, each camera performed periodic power cyclings approximately every 30min. In
total, there were six cycles during the 3hrs 15min until the ATV docked. The cameras’
cycling was not concurrent which meant that the images acquired were not always
available across all three cameras, nor were they imaged in a consistent periodic time
frame.

The images provided for this study were never captured at the same instance, so this
study focused on the fusion of the available VOs as a way to mend the gap in pose
estimations.

A Prosilica monochrome visible camera and two identical Miricle Thermoteknix un-
cooled microbolometer IR cameras were employed for the mission. A total of 79 visible
images with 1360x1024 pixel resolution were captured alongside 56 thermal images
with 640x480 pixel resolution which were used for the study. One IR (IR1) provided
19 images and the other (IR2) provided the remaining 31. Since the images were
not captured continuously, the results appear more like scattered points rather than a
smooth continuous pose estimation for the motion.

Fig. 5.13 details the pose estimation by the fusion of three different VOs. The groundtruth
used for the comparison of the estimations, was collected from the telemetry of the ATV
during the rendezvous and docking with the ISS. The groundtruth measurements are
a relative position from the docking system of the ATV (at the tip of its nose as shown
in Fig. 5.12b) relative to the Orbital Docking Unit Port (ODUP) at Zvezda.

The VO measurements can be significantly improved by compensating for the lens
distortions, had camera calibrations been provided. Furthermore, with access to only
a few images from the mission and the ISS occupying at most 15% of the frame for
distances beyond 1km from the ATV, there were very few features detected. Hence the
detector had difficulty obtaining VO through tracking the features until approximately
the last hour of the approach. Additionally, a large number of provided images were
discarded for pose estimation measurements as the camera was either not facing the
ISS during the rendezvous or the image was highly distorted as illustrated in Fig. 5.14.
Ultimately, there were no VO measurements for approximately the first two hours of
the mission (as shown in Fig. 5.13a).

This study was also a critical step to validating the performance of vision-based de-
tection with IR imagery for autonomous navigation, as it has never been done before.
The results illustrated that IR imagery can be considered a very reliable tool for guid-
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5.2 Demonstration II: Laser Infra-Red Imaging Sensor campaign

(a) Optical imagers on the ATV. Image source: Twitter170.

(b) Dynamic illustration of the ATV and its relative size to the ISS. Image source:
ESA171.

Figure 5.12: ATV fitted with instruments for LIRIS mission.
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5.2 Demonstration II: Laser Infra-Red Imaging Sensor campaign

(a) The ISS undetected with
light diffractions in visible
image at 11:28:53.

(b) The ISS undetected with
vignetting observed in IR1
image at 11:22:51.

(c) The ISS undetected with
vignetting observed in IR2
image at 11:10:05.

(d) Visible camera was fac-
ing away from the ISS at
11:20:23.

(e) IR1 camera was fac-
ing away from the ISS at
11:06:18.

(f) IR2 camera was fac-
ing away from the ISS at
11:01:18.

Figure 5.14: A sample of some images that were not used for VO measurements. Image
source: ESA.

ance and navigation, especially when the visible camera is blinded by extreme lighting
conditions or simply when it is undergoing a camera cycling.

This approach is ideal since most missions carry the camera for the scientific portion
of the mission. In the event that the camera is available and is not blinded, it can
contribute to improving the pose estimations by fusion of any and all available sensors
to increase the confidence in accuracy.

Concisely, in the event of a sensor malfunction (i.e. by way of unresponsiveness or due
to drift) there are often limited opportunities for recalibration or repair. As a result,
measurements become unreliable for use in autonomous navigation. For example, if
the visible camera is blinded by the lack of light when the Earth eclipses the sun
during a docking, IR cameras can still observe the target to track it. In another
example, when the IR camera has powered down during its scheduled cycling, the visible
camera can continue to image and monitor the target. It is imperative to employ all
available sensors onboard to improve the confidence in pose estimation measurements.
Ultimately, since none of the images were acquired at the same time, the fusion of
the pose estimations from the three sets of images would offer an improvement for
the approximation of the trajectory of the ATV during docking with the help of the
available vision-based navigation sensors.
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5.2.1 Summary on LIRIS campaign

Telemetry (longitude and latitude, as well as the distance to the ISS) measurements
are insufficient in identifying the orientation of the docking vehicle. As such, tradi-
tionally, retro reflectors on the docking port of the ISS are commonly used to safely
and visually align the two. This study demonstrated an alternative to the traditional
approach, demonstrating that autonomous navigation can be realized without the need
for dedicated communication links nor the need for the customization of the spacecraft
(i.e. installation of retro reflectors or for obtaining additional imaging instruments).
The technique simply utilized the limited set of data from the LIRIS mission to address
two objectives for the study: the ability to perform VO with thermal images in orbit,
and confirming that combining multimodal imaging can play a complementary role for
vision-based navigation.

The lack of intrinsic and extrinsic parameters of the cameras notably impacted the
precision in VO measurements. Also although VO was proven to be a reliable source to
support autonomous navigation, the approach has its drawbacks in the form of limited
available measurement updates. The lack of VO can be for a number of reasons: for in-
stance, when the camera is in use for other applications (such as scientific experiments)
or during a sensor malfunction. VO disruptions can also occur due to extremely high
or low illumination, or during camera cycling. In such events, the spacecraft needs to
rely on alternative available sensors efficiently. The next section evaluates the fusion of
additional sensors to enhance autonomous navigation.
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5.3 Demonstration III: Testbed for Robotic Optical Navigation campaign

5.3 Demonstration III: Testbed for Robotic Optical Nav-
igation campaign

Guidance, navigation, and control of spacecraft systems are critical drivers of the suc-
cess of every mission. Autonomous control removes the likelihood of human-error while
increasing the productivity of the mission by eliminating the crew’s manual navigation
responsibilities and instead allowing for greater time allocation toward more pertinent
tasks (i.e. additional scientific experiments). However a fully autonomous system can
introduce risks of its own, such as sensor malfunctions where the system guides in
blindness. Hence in this final section, the lessons learned from earlier studies were
combined to design an optimal vision-aided navigation system that has the capacity to
compensate for sensor malfunctions.

Due to payload restrictions of limited power, memory, and computational capacity, the
selection of vision-aided techniques were finite. This meant that the spacecraft could
not be equipped with the latest onboard instruments due to their added volume and
weight, which would have further inflated the costs of launch. Instead, the onboard
imaging cameras were reused for the task. This is an attractive solution as most
spacecraft carry imaging cameras for scientific missions, however the instruments are
often left idling for the remainder of the campaign.

Furthermore the precision of VO is highly dependent on the texture of the imaged
surface, its shape, and lighting conditions. Thermal imaging plays a complementary
role to the visible camera; as it can detect the subject even in overexposed settings where
the visible camera would otherwise miss all of a target’s features. On the other hand,
IR imaging often could miss detailed textures of a subject if the thermal emissivity of
the surface is not discernible from its background. Additionally, since IR imaging will
mainly detect the subject from its contour, it would be challenging for the system to
differentiate the orientation of a symmetric imaging target (i.e. a cubesat). Hence, in
order to best tackle the pose estimation challenge of accumulating drift, a fusion of
measurements from different sensors was considered.

Demonstration III evaluated the maturity of the system by fusing multimodal images
along with acceleration and gyro measurements in DLR’s state-of-the-art Testbed for
Robotic Optical Navigation (TRON) laboratory as displayed in Fig. 5.15a. The eval-
uation simulated some potential shortcomings of the autonomous technique during
rendezvous and docking.

The TRON facility offers a unique testing experience with a repeatable dynamic posi-
tioning and lighting environment172. The dynamic positioning entails a KUKA KR 16
robotic arm that can be programmed to carry up to 16kg of sensors on its hand on a rail
towards a static subject. This approach enabled for repeating the test along the same
path with 0.1mm precision at any desirable speed of up to 1.5m/s. For this study, the
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(a) Overview of the setup.

(b) Bird’s-eye view of the positioning of all sensors relative to the data acquisition station. Image
source: DLR172

Figure 5.15: DLR’s state-of-the-art TRON facility.

robotic arm carrying the imaging and IMU sensors imitated a docking with a passive
spacecraft at about 0.75m/s traverse velocity. The robotic arm had been programmed
to follow a specific trajectory. As it approached each defined position along its trajec-
tory, it decelerated and then accelerated again as it left the position towards next one
along its path. To mitigate the unnatural acceleration and decelerations of the arm,
the arm was operated at its 50% speed capacity. This speed was nearly twenty-three
times faster than the reported docking speed of Space Shuttles approaching the ISS173.
For the dynamic lighting settings at TRON, the laser-safety curtains blacked-out the
laboratory by blocking off all external illuminations. Meanwhile a zoom profile spot-
light ADB WARP was employed to provide a controlled sun simulating effect for the
tests. For this study, a variation of the light source’s intensity were implemented by ad-
justing the brightness to mimic a range of illumination conditions that would typically
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be observed.

For this study, rc visard 65c’s left camera and Flir One’s IR imaging camera were
employed for acquiring images at 1Hz, while rc visard’s built-in IMU recorded the
acceleration and gyroscopic motion at 200Hz. The clocks for the two cameras were
not synchronized so the difference was estimated. A common approach would have
been the Precision Time Protocol (PTP) synchronization technique which can obtain
accuracies in microseconds range; however there was a lack of physical property to
connect all of the cameras to the same network, so a slightly less precise solution was
considered. For the duration of two minutes prior and post each TRON testing session,
the cameras in parallel recorded a countdown clock that displayed the time down to
milliseconds. Then the difference in results were averaged together for each TRON test
(as illustrated in Fig. 5.16). The precision of this method is estimated to be close to 1ms.
Although this is not the technique with optimal precision for pairing the timestamps,
it was estimated to be sufficient for the purposes of this study. This is because during
the study the images were recorded once every second so a more precise time syncing
technique would not have made a significant impact in the overall results for this case.
Also, it’s important to note that in a real mission all onboard sensors would be running
on a single primary clock and would not require this additional synchronization step.

(a) Image from FLIR One’s camera. (b) Image from rc visard’s camera.

Figure 5.16: Demonstration of cameras’ clock synchronization technique.

All sensors were mounted on the KUKA arm while the static subject was stabilized on
a stand to act as a passive spacecraft. The background was covered with professional
black photography paper to absorb reflections and reduce features from being detected
and tracked from the background, so that images appear closer to what is observed in
orbit.

The IR and visible cameras were fixed together as closely as possible to maintain a low
offset. The cameras were fixed to the end-effector using a 0.64cm thick aluminum plate
as displayed in Fig. 5.17.
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Figure 5.17: Pose estimations are provided in world coordinate frame origin, which is
defined at the end-effector coordinate frame of the robotic arm.

In order to display the measurements from all sensors in a single coordinate frame,
hand-eye calibrations were applied. The IMU is a built-in sensor of the rc visard and
was already displaying the coordinates in terms of the visible camera’s left lens. So
the left lens of the camera was used as the visible imaging sensor. Thus the coordinate
frame of measurements from the IR camera were projected onto the coordinate frame of
the left lens. Then the second hand-eye calibration converted the cameras’ coordinates
to be projected onto robot’s end-effector. In summary, the coordinate frames of all
measurement sensors were displayed with respect to the coordinates of the end-effector
prior to fusion of the data. The extrinsic (M ) and intrinsic (K ) parameters derived
from the two step hand-eye calibrations are listed in Eqs. 5.10- 5.13 respectively.

Mvisible
IR =

 0.9899 −0.1411 0.0153 −10.428
0.1405 0.9895 0.0344 31.280
−0.0200 −0.0319 0.9993 −15.144

 (5.10)

M robot
visible =

−1.7453e− 04 −0.4965 0.8680 137.50
1.0000 2.1634e− 04 3.2482e− 04 −223.70

−3.9407e− 04 0.8680 0.4965 −185.50

 (5.11)

KIR =

338.18 0 0
0.8715 387.69 0
119.72 179.80 1

 (5.12)
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Kvisible =

⎡
⎣1.0932e+ 03 0 0

1.9175 1.0916e+ 03 0
642.23 490.87 1

⎤
⎦ (5.13)

Fig. 5.18 displays a set of sample images that were employed for the camera calibrations.
From nearly 2000 images that was acquired from each spectrum, less than 1% were used
for the computation of MV isible

IR . The harsh lighting fixture that was designed for the
actual test was not ideal for the calibration setup. The overexposure meant that many
images had to be discarded. Calibration process would have been improved if its images
were obtained under softer or natural lighting conditions.

Figure 5.18: The calibration could be improved by acquiring images in natural lighting
conditions.

Since rc visard is a stereo imaging camera with a built-in inertial measurement unit,
the camera computes pose estimations by fusing its internal sensors’ measurements.
Hence as a reference system, the stereo camera’s pose estimations were employed to
compare with monocular-based estimations derived for this thesis.

Moreover, to reduce the influence of time jitter (as illustrated in Fig. 5.19), the arm
maintained a steady but slow motion. Additionally, the observed frequency was under
1Hz; so images and consequently the measurement updates were set to one per second.
In this way, the drift remained low and the dynamics could be reduced by taking fewer
measurement updates to compensate. This is similar to when one is walking slowly
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down a road; it is possible to close one’s eyes and continue walking, knowing with
confidence that one is still on the same route and in the same lane.

Figure 5.19: The noted spikes represent the moment of jitter. A desirable plot would
have been, time jitter-free, a continuous diagonal line without any spikes.

3D printed 75:1 scale models of Roscosmos’ Soyuz and SpaceX’s Dragon capsules were
employed as imaging targets, as shown in Fig. 5.20 and Fig. 5.21 respectively. The
polylactic acid (PLA) structures don’t have a high heat threshold. Hence to avoid a
fire hazard or deformation of the modules, they could not be heated to produce a com-
parable level of thermal signature that would be typically observed by IR cameras of
fractionated objects in orbit. Instead, in order to increase the thermal contrast of the
subject with its background, the modules were covered in parts with Multilayer Insu-
lation (MLI) of contrasting thermal emissivity to the PLA structures. To additionally
increase the thermal signature of the subjects relative to the background, the imaging
subjects were frozen overnight. Moments before each test run, the imaging targets were
exposed to the room temperature of about 18◦C as they were interchangeably employed
during the data acquisition.

As discussed in chapter 4.3, to account for the noise variances of the sensors, the IMU
(at 200Hz) as well as both imaging cameras (each at 1Hz) recorded static data for
approximately 40 minutes. These measurements were acquired once all sensors had
been mounted on KUKA in the TRON lab. The robotic arm was kept still during
the entire recording. A fixed cork board (as shown in Fig. 5.22) containing patches of
polished and matt aluminum were imaged by both cameras of different spectrums. The
material selected to be imaged has a contrasting thermal emissivity to its background,
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(a) Actual image in
orbit.

(b) Scale model of the
Soyuz.

(c) IR view of the
model.

(d) Visible view of
the model.

Figure 5.20: Roscomos’ Soyuz capsule.

(a) Actual image
in orbit.

(b) Scale model of the
Dragon.

(c) IR view of the
model.

(d) Visible view of
the model.

Figure 5.21: SpaceX’s Dragon capsule.

so both visible and IR cameras were able to image the same pattern throughout the
measurement process. An average of the acquired measurements in each spectrum was
then used as their respective sensor biases. Both visible and thermal images appeared

(a) Sample IR image. (b) Sample visible image.

Figure 5.22: Cameras’ view during bias measurements.

consistent across all of their respective frames during the measurement. However IR
images (displayed in Fig. 5.22a) displayed a grainy background with small discernible
shapes (of low contrast) in its foreground. The poor resolution is due to the low contrast
of the subject with its background. A heated subject could have noticeably improved
that performance. However in order to capture the bias in a setting closest to the test
conditions, a heated subject was chosen not to be used.

There were a number of recursive fusion filtering techniques to choose from. For this
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study, the sensors were fused together via EKF (as recommended in chapter 4) to es-
timate the relative pose of the target. More specifically, EKF was selected as it can
handle non-linear systems and is a popular method for merging visual and inertial mea-
surements152,153. Also, it has been demonstrated to be computationally more efficient
than other non-linear filtering techniques, which makes it a preferred method for crit-
ical real-time autonomous guidance applications. The filter (as shown in Fig. 5.23) is
composed of two states that influence its pose estimation over time: prediction denoted
by the state vector Xk (in Eq. 4.10), and measurement update denoted by the state
vector yk (in Eq. 4.11)157.

Figure 5.23: Pipeline of the fusion of data from TRON.

VO and the inertial measurements were employed as the measurement and control input
respectively. There were two sources of VO for the measurement updates: one from
visible and the other from thermal images. Hence the filter was adapted to propagate
(as detailed in Appendix A) with either when one or both VOs were available for a
measurement update.

Finally to assess the durability of the overall system in extreme conditions, the following
test runs simulated scenarios featuring a sensor malfunction. The test contemplates a
common situation where there is no VO for measurement update due to a lack of
tracked features. The following test run imitates a RvD when the presence or absence
of sun has washed out most features of the subject in the scene, leaving the visible
camera blinded for a period during the approach.
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5.3 Demonstration III: Testbed for Robotic Optical Navigation campaign

The pose estimations as well as the groundtruth are plotted together for comparison.
Whenever VO was applied for a measurement update, it is marked on the pose estima-
tions to highlight when the update had occurred.

At the start of the approach, as illustrated in Fig. 5.24a, Soyuz is completely washed
out by the high illumination and hence no VO is observed for the initial 48sec of the
motion (as shown in Fig. 5.25b).

(a) Visible image at the start of the
approach.

(b) Thermal image at the start of
the approach.

(c) Visible image at the end of the
approach.

(d) Thermal image at the end of the
approach.

Figure 5.24: Features of Soyuz were washed out with high illumination at times during
the trajectory.

Fig. 5.25 offers a cogent side-by-side comparison of relative pose estimations with and
without measurement updates. Fig. 5.25b is an illustration of how the system would
estimate the relative pose of the subject if it only had access to the VO of visible
images. Furthermore, the results in Fig. 5.25b show that at the early phases of the
motion, the visible VO was unavailable. This is likely due to the high illumination
that intentionally washed out almost all features of the target. Also, in Fig. 5.25c the
available VO from the IR camera provided measurement updates early in the motion
which considerably reduced the drift. However as the time progressed, the subject
reached room temperature which significantly reduced its thermal signature. It is
also evident from Fig. 5.25 that in the absence of VO updates, the IMU drift rapidly
accumulated.
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The repercussions for the lack of measurement updates is best demonstrated in Fig. 5.25a
where the drift of the IMU along the x-axis reaches 200m off-course from the actual
path that groundtruth displays. It took only 1.5min to reach this drift. However higher
accelerations (even if for a short period of time) are expected to amplify that drift. Dur-
ing docking, this is a highly likely scenario as the approaching spacecraft’s thrusters
will try to correct its orientation and align with the desired docking port. Thus it is
crucial to rely on multiple sensors (especially imaging sensors) to improve the accuracy
in autonomous guidance and navigation.

On a closer look at the EKF (as shown in Fig. 5.26), when all available VO are fused
together, it significantly improves the precision of relative pose estimations. The filter
started to converge with each measurement update.

The observations of results in Fig. 5.28a proved to be consistent with the event when
Dragon capsule’s model was used as the docking target (instead of Soyuz). As illus-
trated in Fig. 5.27, the model is under high exposure, resulting in false detection at the
beginning of the approach. The high illumination concealed the corners of the subject,
which is why there is no VO measurement by the visible camera for the first 18sec of
the approach (as shown in Fig. 5.28a).

Fig. 5.28 presents the difference between VO as measurement update and its lack
thereof. Despite the lack of features detected in the visible images during the early
stages of the docking, VO was derived from the thermal images which foreshortened
the drift in some cases by 150m.

In another test run with the same rendezvous and docking motion as earlier, extreme
lighting conditions were exercised during an approach with the model Soyuz capsule.
All lights were shut off during the measurements and the curtains were also drawn
close. This particular test environment imitated a scenario when the sun is aligned in
such a way that a shadow has been cast over the Soyuz capsule during the approach
as illustrated in Fig. 5.29. In the absence of lighting, the visible camera is completely
blinded and the relative pose estimation is dependent on IR imagery’s VO.

The results shown in Fig. 5.30 demonstrates the added value of having infrared cameras
to provide measurement updates. IR-based VO is available for very few measurement
updates and only during the first 49sec of the motion. Despite having only measure-
ment updates for the first half of the motion, Fig. 5.30a demonstrates that the pose
estimations drift off significantly less (in some cases by 100m) than when there were no
measurement updates at all.

The loss of VO towards the second half of the approach is due to lack of features to
match the frames. By halfway through the motion, the subject had acclimated to the
room temperature reducing its thermal signature. Thus as the camera approached
the target, its featureless thermal image offered little to no details for the detector to
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Figure 5.26: Close-up of when both VOs provided measurement updates.

identify and track the relative pose of the Soyuz. This issue would be avoided if the
subject was able to maintain its contrasting temperature relative to its background
during the tests. In a real scenario, IR-based VO is expected to provide more updates
as the spacecraft will have a much higher thermal juxtaposition with the backdrop in
the vacuum of space.

Spacecraft normally experiences extreme temperature fluctuations across +120◦C to
-120◦C due to the absorption of high solar radiations and low infrared emittance174.
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(a) Visible image at the start of the
approach.

(b) Thermal image at the start of
the approach.

(c) Visible image at the end of the
approach.

(d) Thermal image at the end of the
approach.

Figure 5.27: Features of Dragon were not detected at times due to overexposure or the
lack of sufficient lighting.

An active spacecraft’s radiators would be emitting heat to keep the onboard computers
from overheating in the lack of convection. On the other hand, a passive spacecraft
(such as a retired satellite) will still carry a high contrasting thermal signature as the
surface that is not exposed to the sun will freeze. Contrarily its other regions that
are in direct line of sight to the sun will be extremely hot. So thermal images of
spacecraft will contain sharp contours, making it very easy to match the features for
VO computations. Fig. 5.31 is an illustration of an experiment that studied the effects
of extreme thermal cycling on material in orbit.
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(a) Both VO provided measurement updates. (b) When no measurement update was available.

Figure 5.28: Comparison of measurement update when VO was available vs. absent.

(a) Visible image at the start of the
approach.

(b) Thermal image at the start of
the approach.

(c) Visible image at the end of the
approach.

(d) Thermal image at the end of the
approach.

Figure 5.29: Soyuz moving along the same trajectory in darkness.

154



5.3 Demonstration III: Testbed for Robotic Optical Navigation campaign

(a) Propogation with thermal VO. (b) No measurement update was available.

Figure 5.30: Comparison of with and without measurement updates of Soyuz in complete
darkness.

Figure 5.31: Illustration of degradation of samples from the Materials International Space
Station Experiment-4 that were exposed to thermal cycling outside the ISS. Image source:
NASA174.
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5.3.1 Summary on TRON campaign

In over exposed lighting conditions, SURF had difficulty detecting features to obtain
VO for the visible images. This is because the subject’s features were often partially
or completely washed out. Also for thermal imaging, in far distances beyond 1m from
the subject, no VO could be obtained. The main contributor to IR’s performance was
the low thermal contrast of the subject with respect to the room temperature. The low
resolution of the camera further impeded the feature detector’s performance. However,
these thermal-related issues will not be of concern in orbit. Due to lack of convection
and conduction in space, the thermal signature is expected to be significantly more
distinct.

Thus at first glance, it might appear that thermal imaging would be the superior
choice (over visible) for all vision-based navigation applications in orbit. However,
in vacuum during each thermal cycle, fractionated objects undergo a high fluctuation
of the temperatures. For example, the ISS orbits Earth every ninety-two minutes
and consequently experiences sixteen thermal cycles each day174. With such a large
variation of thermal signatures of the same subject, IR-based feature matching will have
difficulty to track the subject over long durations. When fewer features are tracked, the
robustness of VO is hindered. However by fusion of VO obtained from both thermal
and visible cameras, a more robust pose estimation can be obtained by relying on each
to play a complimentary role towards the other’s shortcomings.

TRON experiment illustrated that the fusion of sensors offered a solution towards
autonomous guidance and the navigation of spacecraft in orbit. More specifically, fusion
by EKF improved the pose estimations especially in the event of sensor malfunctions.
Furthermore, the robustness of the system adheres to the payload restrictions while
maintaining a low computational cost. The fusion technique is applicable in scenarios
with high measurement error due to sensor malfunction.

5.4 Chapter summary

This chapter was an extensive demonstration of capabilities of the adaptable system
that employs 2D images while complying with the payload restrictions. Moreover, for
the first time, it was proven that IR images can be employed for VO measurements in
space applications. Furthermore, although monocular imaging suffers from scale uncer-
tainty, fusion of VO from 2D images with IMU can provide very promising navigation
estimations. Also combining VOs obtained from both visible and thermal cameras en-
sured that vision-based navigation can be used as a reliable tool even in poor visibility
conditions (i.e. extremely high illumination or in no illumination settings).
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Conclusion and outlook

Vision-based algorithms are gaining popularity in space applications as they offer the
autonomy and precision needed in RPO, EDL, and unmanned long duration exploration
missions. This thesis introduced a system that utilizes image processing techniques
towards estimating the relative position of a nearby target.

The thesis objectives entailed some pre-requisites. The system needed to:

i) Be computationally efficient.

ii) Have low memory usage.

iii) Maintain the weight and volume of the payload as low as possible to avoid increas-
ing the cost of launch.

iv) Be adaptable for implementations in a variety of applications.

Image processing techniques often require high computational power to extract features
and compare against a dataset. The requirements meant that the feature detector and
feature matching techniques have to be fast enough so they can be relied on in real-
time. Hence, chapter 2 was dedicated to identifying the ideal image-based detection
approach and image prefiltering techniques to enhance the detection, while complying
with the requirements of the thesis. Furthermore, although there are various robust
pose estimation techniques that could be considered, many had to be disregarded due
to the requirement for low memory usage. This meant that the system could not
be expected to have access to a large training dataset. Ultimately the relative pose
estimations are obtained by comparing a 2D reference frame of the subject with the
current scene via the P3P method.
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Most space exploration missions have imaging cameras in visible and infrared band-
width for scientific missions. Often these monocular cameras are left idling for the
majority of the mission. By reusing the commonly available instruments for other
applications, the third requirement of the thesis was satisfied. Moreover, lack of con-
vection, conduction, atmosphere, and gravity in space all introduce complications in
image processing that are often not experienced here on Earth. Sensitivity studies in
chapter 3 detailed three experiments that mimicked the predominant issues that are
experienced in space, which impair the performance of the vision-based detectors. In
parallel to the studies, the strengths and weaknesses of using imagery in thermal and
visible spectrums were also explored. Throughout the studies, it was observed that
using images across IR and visible spectrums offers unique advantages driven by the
ability for each to complement the other’s shortcomings. Thermal-based detections
were unphased by extreme illuminations and textureless surfaces. However visible-
based detections were more reliable for tracking features over long durations; this is
because thermal cyclings in vacuum will result in high fluctuations that continuously
change the thermal signature of the target, which makes it very difficult to track the
subject over a long duration.

Of note, the camera input might not always be available due to power cycling, the
target may be out of the line of sight of the camera, or the detector may not be able to
see the target due to poor lighting conditions. Hence the proposed system is conceived
of a fusion of commonly available sensors onboard most spacecraft to obtain a relative
pose estimation of a nearby target. The fusion approach via the EKF is very suitable
for unmanned autonomous navigation applications when there may be an unexpected
sensor malfunction. This is because the system would adapt to a signal cut-off and
learn to converge over time.

Finally, the system was extensively evaluated for a diverse set of experiments in the
hardware in the loop chapter. Due to a lack of access to space imagery, most studies
simulated space applications. The studies adhered to the fourth and final requirement
for this thesis, while also proving that neither the spacecraft nor the target require
previous modifications before use. This feature incurs minimal incremental mission
expenses, fulfilling the constraint of keeping mission costs low.

Furthermore, the thesis contributions included the design of a dual spectrum calibration
technique, design of monocular vision-based images towards navigation of the space-
craft, employment of infrared imagery towards autonomous guidance, and finally the
fusion of the multimodal sensors to improve the precision in relative pose estimation.

In conclusion, some key findings are summarized as follows:

i) A novel camera calibration technique was developed to calibrate multiple cameras
in different spectrums in parallel. This enabled hand-eye calibration to ensure that
all sensors had a central coordinate frame.
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ii) The thermal imaging cameras were employed extensively throughout this thesis:
FLIR One second generation and Cat S60. They both shared the same specifi-
cations with the same imaging lens; however during the post-processing, it was
discovered that Cat S60’s thermal images were half the resolution of FLIR One’s.
Thus performing camera calibration to verify the parameters of each camera has
been necessary.

iii) For the sensitivity studies of chapter 3, ORB feature detection was employed. Each
experiment considered a range of FAST thresholds for ORB to be able to detect the
most amount of features from the subject during the test while accepting the least
amount of features from the rest of the scene. In other words, by tuning the FAST
threshold of ORB feature detector for each study, the sensitivity of the detector
can be varied. Thus when ORB detection is employed for space applications, it is
recommended to apply the FAST threshold of 20 for visible and FAST threshold
as low as 2 for the IR images to ensure that the detector performs at an adequate
sensitivity level.

iv) The SURF feature detector performed best in detections of space simulated tests.
Hence it is recommended for use in space applications.

v) Binary descriptors were selected as they are the most efficient in detection and
require the least memory. Consequently, SURF descriptor was employed as it is
the most suitable when paired with its respective feature detector.

vi) To improve the detection results, feature matching was achieved in two tiers. First
tier employs RANSAC to search for outliers to discard. Then the second tier applies
Brute Force Hamming to identify the nearest neighbours to pair the reference and
scene key features together.

vii) A number of image denoising techniques were considered to reverse the effects of
motion blur. As a result, a novel approach for using blind deconvolution was pro-
posed where the visible image was employed as the blur kernel to convolve with its
corresponding IR image, and vice versa. Although the technique offered promis-
ing results in denoising and faster overall execution runtimes than the traditional
blind deconvolution methods, it wasn’t the most effective technique to improve the
detection. Therefore this method is not recommended for space applications.

viii) To improve the detection by increasing the signal-to-noise ratio of the detected
features, Canny prefiltering was recommended. For example for instances when
the imaging hardware was impacted by the motion blur effect.

ix) In chapter 3 the detection of visible and infrared images was evaluated for short-
comings and strengths in simulated harsh space environments. It was identified
that the strengths of each spectrum plays a complimentary role to the other’s short-
comings. Visible camera was often blinded by poor illumination conditions where
thermal images could still capture the thermal image of the subject. Contrarily
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6. CONCLUSION AND OUTLOOK

the thermal-based detection had difficulty tracking the target for long durations
when the thermal signature of the subject varied overtime.

x) During the evaluations to identify the suitable technique to obtain vision-based
pose estimations that adhere to the objectives of the thesis, a novel approach
using Bayes’ theorem was proposed. Bayes’ approach was considered as it has
demonstrated robustness in detections in various environmental conditions and
even when the subject was partially obstructed from the camera. However, the
method required a large set of training data for cataloguing which is not accessible
for space applications. Since it was realized that it does not comply with the
objectives of the thesis and that it is not suitable for space applications, it was not
further pursued.

xi) Chapter 5 evaluated the overall system’s adaptability on various space-simulated
applications through three distinct test campaigns.

xii) Finally, fusion of sensors via EKF was identified as necessary for a reliable naviga-
tion system for instances when the coordination sensors malfunction. For example,
fusion of VOs from both thermal and visible images resulted in smaller estimate
errors, compared to those cases where images from only one spectrum were em-
ployed.

In addition, this thesis identifies the following research opportunities:

i) Investigate an alternating vision-based guidance approach using two monocular
cameras, such that in close proximities the cameras would operate as a stereo
camera for depth perception.

ii) Design a stereo imaging camera that combines monocular infrared and visible
cameras.

iii) Develop a universal approach to calibrate cameras even if they are not all aligned
in the same field of view.

iv) Explore the implementation of a universal system that would function with any
visible and IR imaging camera without the need for camera calibration.

v) Since the approach during RvD is not always guaranteed to have the target in line
of sight of the cameras, investigate camera alignment at an off angle to increase
the field of view.

vi) Assess improvements to target detection with the use of higher resolution thermal
cameras.

vii) Derive a universal system to synchronize clocks across all platforms without rely-
ing on PTP or similar approaches, in anticipation of incidents when PTP is not
available.
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viii) Consider possible improvements to target detection and memory use by varying the
image capture frame rate on the basis of a scene’s motion, testing the assumption
that high-speed dynamic scenes require higher frame rates than static scenes.

ix) Assess performance differences when employing varying degrees of clock synchro-
nization precision. For example precision in milliseconds range should suffice for
data acquisition up to 900Hz but microseconds range precision would be even more
desirable.

x) Test approaches to managing periodic power cyclings such that a camera is always
acquiring images.

xi) Evaluate visible and thermal imaging techniques described in this thesis on space-
craft in orbit. Alternatively, conduct imaging of a spacecraft model in a thermal
vacuum chamber to simulate a closer test environment for RvD evaluations.
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Appendix A

Characterization of the Extended
Kalman Filter

In Demonstration III section in chapter 5.3, there were four possible scenarios of mea-
surement update for the EKF):

i) No input.

ii) Measurement input from only visible camera’s VO.

iii) Measurement input from only infrared camera’s VO.

iv) Measurement input from both visible and infrared cameras’ VO.

Hence the filter has taken into account all four possibilities for the measurement up-
dates.

The EKF state is comprised of:

� qIT : attitude quaternion of inertial measurement unit (IMU, indexed as ”I”) with
respect to the target (”T”).

� rIT : position of IMU (”I”) with respect to the target (”T”).

� vIT : velocity of IMU (”I”) with respect to the target (”T”).

where q is in the scalar-last convention:

q =

e sin(
θ

2
)

cos(
θ

2
)

 (A.1)
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e ∈ R3, ‖e‖ = 1, 0 ≤ θ < 2π

Measurement updates from VO:

� qCT : attitude quaternion of camera (”C”) with respect to the inertial measurement
(”T”).

� rCT : position of camera (”C”) with respect to the inertial measurement (”T”).

Control input from IMU:

� wIT
I : angular rates of IMU (”I”) with respect to target, in IMU coordinates

(”IT ”).

� a
(I)
I : acceleration of IMU (”I”) with respect to target, in IMU coordinates (”IT ”).

Where qCI is the constant attitude (offset) of camera with respect to the IMU, q = qIT q
C
I .

Also, rCI is the constant position (offset) of camera with respect to the IMU.

Propagation:

� qITk
= Ω

[
∆tk−1.w

(IT )
Ik−1

]
.qITk−1

, where ∆tk−1 is constant and w
(IT )
Ik−1 is the input

and qITk−1
is normalized back to unit length. Ω[w] :=

[
−[w]x w
−wT 0

]
, where [w]x := 0 −w3 w2

w3 0 −w1

−w2 w1 0


� rITK

= rITK−1
+ ∆tk−1v

I
Tk−1

� vITK
= vITK−1

+ ∆tk−1.A[qITK−1
]−1a

(
II)

where a
(
II) is the input, I3x3 is an identity matrix and A[q] := (q4 − ‖q1:3‖2)I3x3 −

2q4[q1:3]x + 2q1:3q
T
1:3.

Measurement Prediction:

� q̂CTk
= qITk

.qCI

� r̂CTK
= rITK

+A[qITK
.qCI ]−1.rI

C
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A. CHARACTERIZATION OF THE EXTENDED KALMAN FILTER

where . is the quaternion multiplier

f =



r1 + ∆v1

r2 + ∆v2

r3 + ∆v3

v1 + (q2
1 − q2

2 − q2
3 + q2

4)∆v1 + 2(q1q2 − q3q4)∆v2 + 2(q1q3 + q2q4)∆v3

v2 + 2(q1q2 + q3q4)∆v1 + (−q2
1 + q2

2 − q2
3 + q2

4)∆v2 + 2(q2q3 − q1q4)∆v3

v3 + 2(q1q3 − q2q4)∆v1 + 2(q2q3 + q1q4)∆v2 + (−q2
1 − q2

2 + q2
3 + q2

4)∆v3

∆w3q2 −∆tw2q3 + ∆tw1q4

∆w3q1 + ∆tw1q3 + ∆tw2q4

∆w2q1 −∆tw1q2 + ∆tw3q4

∆w2q1 −∆tw2q2 −∆tw3q3


(A.2)

h =
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f and h respectively represent functions at the prediction and measurement update
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states, while F and H for their respective Jacobians.
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A. CHARACTERIZATION OF THE EXTENDED KALMAN FILTER
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