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“To ask the right question is harder than to answer it.”
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Abstract

Model Selection and Evaluation in Supervised Machine Learning

Max Westphal

In this thesis, we propose new model evaluation strategies for supervised machine
learning. Our main goal is to reliably and efficiently infer the generalization perfor-
mance of one or multiple prediction models based on limited data. So far, a strict
separation of model selection and performance assessment has been recommended.
While this approach is valid, it lacks flexibility as a flawed model selection can usually
not be corrected without compromising the statistical inference. We suggest to evalu-
ate multiple promising models on the test dataset, thereby taking into account more
observations for the final selection process. We employ a parametric simultaneous
test procedure to adjust the inferences (test decisions, point estimates) for multiple
comparisons. We extend this method to enable a simultaneous evaluation of multiple
binary classifiers with regard to sensitivity and specificity as co-primary endpoints.
In both cases, approximate control of the family-wise error rate is warranted. Besides
this established frequentist procedure, we propose a new multivariate Beta-binomial
model for the analysis of multiple proportions with general correlation structure.
This Bayesian approach allows to incorporate prior knowledge to the inference task.
Finally, we derive a new decision rule for subset selection problems. Our method
is developed in the framework of Bayesian decision theory by employing a novel
utility function. Compared to previous approaches, this method is computationally
more complex but hyperparameter-free. We illustrate in extensive simulation studies
that our framework can improve the expected final model performance and statisti-
cal power, the probability to correctly identify a sufficiently good model. While an
unbiased point estimation is no longer possible, the selection-induced bias can be
corrected in a conservative manner. The family-wise error rate is controlled under
realistic parameter configurations given that a moderate number of observations is
available. We conclude that the test data can be used for model selection when suit-
able adjustments for multiple comparisons are applied. This increases the flexibility
and statistical efficiency compared to traditional approaches. Our framework can
help to prevent the implementation of flawed models into sensitive and large-scale
applications while at the same time reliably identifying truly capable solutions.

HTTPS://WWW.UNI-BREMEN.DE/EN/
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Zusammenfassung

Model Selection and Evaluation in Supervised Machine Learning

Max Westphal

In dieser Arbeit betrachten wir statistische Methoden zur Bewertung der Güte von
Vorhersagemodellen. Unser Ziel ist es eine zuverlässige Aussage bezüglich der zu
erwarteten Genauigkeit für zukünftige Instanzen zu treffen. Ein verbreiteter Ansatz
ist eine strikte Trennung von Modellselektion und -evaluation. Dies ermöglicht
valide statistische Aussagen, ist aber unflexibel, da die finale Modellwahl vor der
Evaluationsstudie erfolgen muss. Wir schlagen daher eine simultane Überprüfung
mehrerer aussichtsreicher Modelle vor. Dies ermöglicht auch die finalen Testdaten
für die Modellwahl zu berücksichtigen. Dabei verwenden wir eine parametrische
multiple Testprozedur um Ergebnisse (Testentscheidungen, Punktschätzungen) für
die entstehende Multiplizität zu adjustieren. Wir erweitern diese Methode so, dass
auch eine Bewertung mehrerer binärer Klassifikatoren bezüglich Sensitivität und
Spezifität als ko-primäre Endpunkte möglich ist. In beiden Fällen wird der globale
Fehler 1. Art asymptotisch kontrolliert. Neben dieser etablierten frequentistischen
Methode entwickeln wir ein multivariates Beta-Binomialmodell für die Analyse
mehrerer korrelierter Proportionen. Dieser Bayesianische Ansatz ermöglicht die sys-
tematische Berücksichtigung von A-priori-Informationen. Außerdem entwickeln wir
eine Entscheidungsregel für die Selektion einer geeigneten Teilmenge von Modellen
für die Evaluationsstudie. Die Herleitung erfolgt im Rahmen der Bayesianischen
Entscheidungstheorie und verwendet eine innovative Nutzenfunktion. Dies erhöht
den numerischen Aufwand für die Optimierung, resultiert aber in einem Verfahren
ohne jegliche Hyperparameter. In umfangreichen Simulationsstudien zeigen wir auf,
dass sich durch unseren Ansatz die Modellselektion verbessern und statistische
Macht, die Wahrscheinlichkeit ein geeignetes Modell zu identifizieren, erhöhen lässt.
Verzerrte Punktschätzer lassen sich zumindest so korrigieren, dass eine konservative
Schätzung ermöglicht wird. Der globale Fehler 1. Art kann in realistischen Szenarien
kontrolliert werden, sofern eine moderate Anzahl an Beobachtungen zur Verfügung
steht. Wir schlussfolgern, dass die finalen Testdaten sehr wohl zur Modellwahl
genutzt werden können, sofern eine geeignete Multiplizitätskorrektur erfolgt. Der
vorgestellte Ansatz erhöht dadurch die Flexibilität und statistische Effizienz im Ver-
gleich zu etablierten Vorgehensweisen. Unsere Methodik kann dabei helfen die
Implementierung von ungeeigneten Modellen in sensiblen und weitreichenden An-
wendungen zu verhindern und gleichzeitig leistungsfähige Lösungen zuverlässig zu
identifizieren.

HTTPS://WWW.UNI-BREMEN.DE/
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Chapter 1

Introduction

1.1 Motivation

1.1.1 The Apparent Goal of Supervised Machine Learning

Today’s world is full of mathematical, statistical and heuristic models. The focus of
this thesis are so-called prediction models which take some form of input data X
(features) and return an output label Y. Examples can be found almost anywhere, for
instance in weather forecasting (Hong, 2008; Lei et al., 2009), stock market prediction
(Chong, Han, and Park, 2017), visual object recognition (Szegedy, Toshev, and Erhan,
2013; Erhan et al., 2014), natural language processing (Hirschberg and Manning, 2015;
Young et al., 2018) and medical testing applications (Kourou et al., 2015; Gulshan
et al., 2016; Litjens et al., 2017).

Formally, a prediction model ˆ︁f is a mapping from feature space X to label space Y

ˆ︁f : X → Y , x ↦→ ˆ︁y

whereby often (but not always) X ⊂ RP and Y = {1, . . . , K} (classification) or Y = R

(regression). The number of features P ∈ N can be large in modern problems, e.g.
in the millions for imaging applications. We write ˆ︁f instead of f because prediction
models are learned from data by means of machine learning (ML) algorithms. This
modern approach contrasts the traditional paradigm in many domains, namely
to apply simple models based on relatively few features which have been hand-
engineered from the raw data by domain experts.

A learning algorithm A can be seen as a mapping that takes a dataset D as input
and returns a prediction model ˆ︁f which is often parametrized by a set of weights
(parameters) ω, i.e. ˆ︁f = ˆ︁f ω. We will revisit this vague definition in section 2.2.1. For
classification problems, a traditional example would be to fit a logistic regression
model (ˆ︁f ) with the Newton-Raphson method (A) (Albert and Anderson, 1984). A
modern example would be to train a neural network (ˆ︁f ) with stochastic gradient
descent (A) (Zinkevich et al., 2010). The proceeding definitions allow us to define the
goal of supervised machine learning in a principled, non-technical way.

Apparent goal of supervised ML (non-technical)

Given a prediction task and a suitable dataset, train a prediction model with
high generalization performance.
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Let us make this vague formulation more precise. A prediction task ˆ︁Y = ˆ︁f (X) is
just a specification of which label Y should be predicted based on which features
X. In almost all real-world applications, observations of X and Y are noisy. That
is due to sampling variability or measurement error or both. This is captured in
the assumption that X and Y are random variables following some unknown joint
probability distribution D

(X, Y) ∼ D = D(X,Y).

A suitable dataset D would thus be a sample of nD independent observations of this
distribution which will be denoted as

D = {(xi, yi)}nD
i=1 ∼ DnD .

As pointed out earlier, an ML algorithm takes such a dataset, a collection of feature-
label pairs, and tries to derive rules which (combination of) features X influence the
label Y and how they do. We will expand this aspect in section 2.2.1.

So what is the performance of a prediction model? For many tasks, the (generaliza-
tion) performance can be defined as the expected similarity between prediction and
label for an unseen feature-label pair drawn from the distribution D. To define the
performance

ϑ = ϑ( ˆ︁f ,D) = ED[s( ˆ︁f (X), Y)], (1.1)

we thus need to define a similarity measure between predicted and actual labels
s : Y × Y → R (Westphal and Brannath, 2019a). A simple and common example is
the classification accuracy ϑ = P(ˆ︁Y = Y) induced by s(ˆ︁y, y) = 1(ˆ︁y = y). Finally, we
need to decide which performance shall be considered as high (enough). For this,
we may define a performance benchmark ϑ0 which can be either a fixed numerical
threshold ϑ0 ∈ R or the unknown performance ϑ0 = ϑ( ˆ︁f0,D) of another (known)
model ˆ︁f0 on the same task. Combining the preceding definitions allows us to put the
goal of supervised machine learning into more concrete terms.

Apparent goal of supervised ML

Given a prediction task ˆ︁Y = ˆ︁f (X) and a suitable dataset D ∼ DnD , obtain a
prediction model ˆ︁f with sufficiently high performance

ϑ( ˆ︁f ,D) > ϑ0.

compared to a suitable benchmark ϑ0.

1.1.2 The Default Machine Learning Pipeline

The preceding formulation appears very straightforward. It has however an unap-
parent shortcoming: we cannot check in practice if we have reached our goal, i.e. if
ϑ > ϑ0. This is because the true generalization performance ϑ is a population quantity
and thus not known in practice. It rather needs to be estimated based on a finite
dataset. The most obvious empirical performance estimate is the average observed
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similarity, the sample mean

ˆ︁ϑ = ˆ︁ϑs( ˆ︁f ,D) =
1
n

n

∑
i=1

s( ˆ︁f (xi), yi). (1.2)

While it is trivial in practice to calculate this kind of estimate on any dataset D for
a given predictor ˆ︁f , it is actually somewhat difficult to obtain a useful estimate. As
outlined by Westphal and Brannath (2019a) and Westphal and Brannath (2019b) this
is due to two phenomena that are inherent to almost all prediction tasks.

Firstly, overfitting describes the phenomenon that the training data is predicted (al-
most) perfectly by a complex model and this does not generalize to the population of
interest (Friedman, Hastie, and Tibshirani, 2009; Kuhn and Johnson, 2013; Goodfellow,
Bengio, and Courville, 2016). The model capacity can usually be increased to obtain a
(nearly) optimal training performance, i.e. the empirical performance estimated on
the training data. For instance, a one-nearest neighbour classifier yields a training
accuracy of 100% if there are no observations with exactly the same feature values but
different labels. Overfitting is the reason why we need another independent dataset
for model selection, the so-called validation data.

Secondly, comparing a large number of different models on the same (validation)
dataset induces overoptimistic estimates and inferences for the empirically best
model (Varma and Simon, 2006; Boulesteix, 2009; Cawley and Talbot, 2010). This
phenomenon is referred to as selection induced bias in this thesis. This effect can
also be understood as overfitting to the validation data and is the reason why we
need an independent sample for model evaluation, the so-called test data, compare
section 2.3.1. The omnipresent recommendation in the machine learning literature is
thus to select a final model based on the validation estimates and evaluate this single
final model on an independent test dataset (Friedman, Hastie, and Tibshirani, 2009;
Japkowicz and Shah, 2011; Zheng, 2015; Goodfellow, Bengio, and Courville, 2016;
Géron, 2017; Raschka, 2018).

With this default model evaluation strategy we have guaranteed ourselves to obtain
an unbiased estimate for the final model performance which is often the focus in the
machine learning literature. However, simply plugging in ˆ︁ϑ for ϑ to decide if ϑ > ϑ0
may result in high rate of erroneous decisions. This is in particular true for test sets
with only a small or modest number of observations. In section 2.4 we will introduce
a hypothesis testing framework to decide between null H : ϑ ≤ ϑ0 and alternative
hypothesis H : ϑ > ϑ0. This turns out to be very simple when only a single model is
evaluated, providing another argument for the default evaluation strategy.

Figure 1.1 illustrates this default machine learning and evaluation pipeline. We refer
to training and validation combined as the learning phase. Throughout the thesis,
the statistical test decision to retain H will be denoted by ϕ = 0 and ϕ = 1 denotes
the rejection of the null. One aspect which is not captured in this figure 1.1 is the
fact that the final model is usually refitted on training and validation dataset before
evaluation, as we can expect a free (small) performance boost by doing so.

1.1.3 The Revised Goal of Supervised Machine Learning

So in the unfavourable but possible case that we selected a model which in reality
performs far worse than the validation estimate indicated, it is likely that we will
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find out in the evaluation study. This is of course desirable. However, if rigorous
(experiment-wise) error control is the goal, we are not allowed to simply select another
model for evaluation on the same dataset to correct our flawed selection.

Why should we pursue such a statistical error control? In serious applied machine
learning projects, model training and selection are usually conducted with the goal to
deploy a model in practice to improve upon the current solution. An improvement of
predictive performance is associated to an enhancement regarding an overarching
target, e.g. patient health or financial revenue. Connecting the decision of implement-
ing a new model with the result of the statistical test in the evaluation study can thus
be seen as a type of quality control and risk assessment. We can limit the probability
to wrongly implement a model in practice which appears to be an improvement but
in reality is a downgrade compared to the current implementation.

So error control is important and easily possible when employing the default machine
learning pipeline. However, this approach leads to a dead end when, for whatever
reason, the model selection based on the validation data was sub-par. We will tackle
this problem by not limiting ourselves to evaluating a single but rather multiple
models on the test data. This is the main conceptual novelty of this thesis. This leads
to a multiple testing problem which requires suitable statistical adjustments.

Multiple testing has received limited attention in the machine learning community
in the past (Raschka, 2018). So far, it was mainly considered in situations where
the inherent goal of a study was to compare different models or algorithms on a
single or multiple datasets, see also section 1.2.3. Westphal and Brannath (2019a)
and Westphal and Brannath (2019b) give an additional novel motivation, namely to
employ the test data for model selection without introducing overoptimism. To put
this in other words, we are now able to correct an erroneous validation ranking while
still controlling the probability for a false positive model evaluation. Figure 1.2 shows
this multiple testing approach as part of the machine learning pipeline, extending the
default strategy displayed in figure 1.1.

These considerations have important consequences for the goal of supervised machine
learning formulated in section 1.1.1. We need to acknowledge that an absolute certain
evaluation is not possible.

Revised goal of supervised ML (non-technical)

Given a prediction task and a suitable dataset, empirically demonstrate with
high probability that at least one of the trained prediction models has a suffi-
ciently high performance compared to a suitable benchmark, given there is
such a model. Hereby, the probability to conduct a false positive evaluation
shall be controlled.

There are many different error rates which one could possibly control (Dickhaus,
2014). In this work we will mainly focus on (strong) control of the family-wise error
rate (FWER), i.e. the probability of any false positive test decision occurring shall be
bounded by the significance level α ∈ (0, 1) regardless of the true parameter ϑ:

∀ϑ ∈ Θ : FWERϑ(ϕ) = Pϑ(
⋃︂

m∈M0

{ϕm = 1}) ≤ α. (1.3)
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Hereby, the multiple test ϕ = (ϕ1, . . . , ϕM) depends on the test data and the compo-
nents have the usual interpretation: Hm : ϑm = ϑ( ˆ︁fm,D) ≤ ϑ0 is rejected if ϕm = 1. In
the model evaluation context, this means that we bound the probability to implement
any of the candidate models ˆ︁fm, m ∈ M0 ⊂ M = {1, . . . , M}, which have a lower
performance than the benchmark ϑ0 by 100 · α%. The FWER is the most appropriate
error rate in our context because we are finally interested in the single model that is
selected in the evaluation phase and routinely used afterwards in practice. We will
mainly focus on statistical tests with approximate FWER control, implying that (1.3)
only holds asymptotically as the number of test observations grows to infinity. We
investigate in chapter 4 how the use of approximate methods affects finite sample
error rates in realistic and worst-case scenarios. Finally, we can state the revised goal
of supervised ML more precisely.

Revised goal of supervised ML

Given a prediction task ˆ︁Y = ˆ︁f (X) and a suitable dataset D ∼ DnD , empirically
demonstrate with high probability that

ϑm = ϑ( ˆ︁fm,D) > ϑ0,

for at least one of the candidate models ˆ︁fm, m ∈ M = {1, . . . , M}, given there
is such a model. Hereby, the family-wise error rate shall be controlled:

∀ϑ ∈ Θ : FWERϑ(ϕ) = Pϑ(
⋃︂

m∈M0

{ϕm = 1}) ≤ α

Note that the phrasing "with high probability" is necessary and is linked to the concept
of statistical power, the probability to obtain a true positive test decision, compare
section 2.4. This goal will persist throughout the entire thesis, whereby some of the
details will be made more precise later. For instance, ways to appropriately respect
practical requirements such as model interpretability are discussed in section 1.2.7.

The statistical concepts and methods investigated in this work can be applied in nearly
all contexts of predictive modelling. Certain areas are however especially suited and
hence also targeted. An example is the domain of medical testing which covers,
among others, medical diagnosis, prognosis and monitoring applications. This is
due to the serious potential consequences of implementing a bad model into practice,
i.e. unnecessary or delayed therapeutic decisions based on flawed medical tests.
Additionally, opposed to other domains, acquiring many high quality observations is
often not easy or at least very expensive. This makes sampling variability more of
a concern and a sound statistical methodology thus mandatory. What follows is a
recent example of an evaluation study of an AI based diagnostic device for diabetic
retinopathy. Further background information and important references regarding
medical testing applications are provided in section 1.2.1.
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FIGURE 1.1: Schematic representation of the machine learning and evaluation pipeline. Default approach: evaluate the single best model according to the
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X Ŷf̂3

X Ŷf̂4
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1.1.4 An Example From Automated Disease Diagnosis

Many examples of machine or deep learning methodology utilized in healthcare
applications have been published over the past years (Jiang et al., 2017; Litjens et al.,
2017; Miotto et al., 2017; Ching et al., 2018). However, the developed models rarely
undergo a strict prospective evaluation study.

A recent counterexample to this observation is the IDx-DR device which is an auto-
mated screening tool for diabetic retinopathy (DR), an eye disease in type 2 diabetes
patients (Abràmoff et al., 2016; Van Der Heijden et al., 2018; Abràmoff et al., 2018).
Convolutional neural networks were utilized, among other techniques, to train a
classifier for the disease status based on imaging data. The retinal images are acquired
with a special camera by a camera operator following a standard protocol. A final
severity classification is obtained by thresholding the initially predicted risk score.

The final model was then evaluated in a prospective "multicenter observational study
with primary endpoints to determine sensitivity and specificity of IDx-DR to diabetic
retinopathy in the primary care setting"1 (Abràmoff et al., 2018). Centralized manual
grading was conducted by certified experts according to established rating schemes
and defined as the reference standard. A total of 900 patients were enrolled of which
819 were analyzable. The observed sensitivity and specificity were 87.2% (95% CI:
81.8% - 91.2%) and 90.7% (95% CI: 88.3% - 92.7%), respectively. The study success was
predefined as confirming superiority for both endpoints compared to a sensitivity of
75% and a specificity of 77.5% regarding the detection of more than mild DR. This so-
called co-primary endpoint analysis is the standard approach in diagnostic accuracy
studies (Pepe, 2003; Committee for Medicinal Products for Human Use, 2009). From
the statistical viewpoint, the study was successful as both lower confidence bounds
exceeded the respective predefined thresholds.

Furthermore, the evaluation study was a great success in that the "FDA authorized
the system for use by health care providers to detect more than mild DR and diabetic
macular edema, making it, the first FDA authorized autonomous AI diagnostic
system in any field of medicine, with the potential to help prevent vision loss in
thousands of people with diabetes annually" (Abràmoff et al., 2018).2

1.1.5 Aims and Objectives

The aim of this work is to improve model evaluation in (supervised) machine learning.
More specifically, the main aim is to use the available observations more efficiently to
conduct statistical inference (estimation, hypothesis testing) with the goal to assess
the performance of one or multiple prediction models.

To achieve this aim, we formulate the following objectives:

• Assessment and enhancement of experimental design in machine learning.

• Adaptation of existing or design of novel statistical procedures (e.g. estimators,
hypothesis tests) for relevant decision problems.

• Comparison of the proposed methods to established procedures, either through
theoretical considerations or numerical simulation studies.

1https://clinicaltrials.gov/ct2/show/NCT02963441 (accessed April 6, 2020)
2https://www.fda.gov/news-events/press-announcements/fda-permits-marketing-artificial-

intelligence-based-device-detect-certain-diabetes-related-eye (accessed April 6, 2020)

https://clinicaltrials.gov/ct2/show/NCT02963441
https://www.fda.gov/news-events/press-announcements/fda-permits-marketing-artificial-intelligence-based-device-detect-certain-diabetes-related-eye
https://www.fda.gov/news-events/press-announcements/fda-permits-marketing-artificial-intelligence-based-device-detect-certain-diabetes-related-eye


1.2. Related Topics 11

1.2 Related Topics

Model selection and evaluation are broad topics which may be tackled from many
different angles. This thesis will, for the most part, stay close the framework of
supervised machine learning introduced in section 1.1. The following paragraphs
will give a brief overview on adjoined (research) areas and highlight similarities and
differences to the path pursued in this work.

1.2.1 Diagnostic Accuracy Studies

As already pointed out at the end of section 1.1.3, our model evaluation framework is
closely linked to diagnostic accuracy studies when conducted in the medical testing
domain. As laid out by Westphal, Zapf, and Brannath (2020), a (phase III) diagnostic
(test) accuracy study asks the question:

"Among patients in whom it is clinically sensible to suspect the target dis-
order, does the level of the test result distinguish those with and without
the target disorder?" (Knottnerus and Buntinx, 2009)

We will stick with the traditional naming "diagnostic accuracy study", although the
above question and the study type generalize in principle to other medical tests, e.g.
for the purpose of prognosis instead of diagnosis. One of main questions motivating
the research project which lead to this thesis was in fact how to evaluate classification
models for diagnostic purposes more efficiently. The example given in section 1.1.4, a
machine-learned classifier to distinguish between different disease conditions, can
thus be seen as the canonical example of this work and inspired many numerical
experiments in chapter 4.

As hinted earlier, diagnostic accuracy studies are especially targeted by this work
because of the increased sampling variability induced by the omnipresent shortage
of large, high-quality datasets. In contrast, when the test set consists of 50, 000
observations for the evaluation of a stock price model, the need for statistics is
severely reduced because comparing point estimates will rarely lead to a different
conclusion than conducting an adequate statistical test. Additionally, several works
investigated design and analysis related reasons for and empirical evidence of bias
and over-optimism in diagnostic accuracy studies (Lijmer et al., 1999; Whiting et
al., 2004; Rutjes et al., 2006; Schmidt and Factor, 2013) and bioinformatics research
(Boulesteix, 2009; Boulesteix and Strobl, 2009; Jelizarow et al., 2010). Our perception
is that this tendency for overoptimistic performance claims also applies to (published)
applied machine learning projects which is also indicated by independent research
(Boulesteix, Lauer, and Eugster, 2013; Boulesteix, Stierle, and Hapfelmeier, 2015).
This was a motivation to take a more general perspective and detach the overall
theme of this thesis from the field of medical testing.

Research regarding the evaluation of medical tests dates back much longer and is still
an active research area (Lijmer et al., 1999; Knottnerus and Buntinx, 2009; Whiting
et al., 2004; Rutjes et al., 2006; Whiting et al., 2011; Schmidt and Factor, 2013). Interest-
ingly, the general recommendation to assess the accuracy of the final medical test on
an independent dataset to avoid bias is also popular here. Traditionally, before the
digital age, investigations where often focused on thresholding a single (continuous
or discrete) clinical measurement or a weighted combination of several biomark-
ers. Such a combination or a transformation thereof is often referred to as a risk
score. With modern prediction models, the fundamental idea is still almost the same.
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However, risk scores may be based on a much larger collection of features and ever
more complex models nowadays. This increased complexity contributes also to the
motivation of this work. Not only has the number of modeling approaches increased
rapidly over the past decades. For every approach the choice of possible models has
increased exponentially in the number of features. This is already apparent when
thinking only of the question which of P features to include in the model - a question
which has 2P potential answers. In effect, model selection becomes more critical
and also more prone to error because the number of observations has arguably not
increased at the same rate in most healthcare domains. This is a core issue which we
address in this work with our multiple testing framework. To some degree, we will
be able to correct errors in the model selection process with help of the test data.

A distinction has to be made between automated and assisted disease diagnosis
(Westphal, Zapf, and Brannath, 2020). While in the former case, the model is capable
to derive an answer autonomously, the latter necessarily requires interaction with
a human expert to arrive at a final prediction. Think for instance of an imaging
application where a model returns (a) a final disease diagnosis based on the raw
input image or (b) only hints the clinician to one or multiple regions of interest in
the image. Not only are goal and implementation of these two pipelines different,
the same applies to the evaluation study design. In particular, the assessment of
multiple assisted diagnostic systems on the same data would require, in the worst
case, an equal number of independent readers for the evaluation study (Westphal,
Zapf, and Brannath, 2020). This factor, among others, increases planning and resource
requirements. For the most part, we thus consider the evaluation of automated
systems as the prototypical example of this work. In this case, following our multiple
testing framework essentially is free of charge, apart from the increased complexity
of the statistical analysis. We emphasize that this shall not imply that the model is
not allowed to provide further information besides a predicted label. In the above
mentioned example, a combination of label prediction and graphical annotation
would usually be considered superior to a model only providing the former.

An important extension of our initial performance definition (1.1) is the so-called
co-primary endpoint analysis as indicated in section 1.1.4. Typical for diagnostic
accuracy studies is a simultaneous assessment of sensitivity and specificity of a binary
classifier (Committee for Medicinal Products for Human Use, 2009). The study goal
then shifts from demonstrating superiority for a single endpoint (overall accuracy) to
superiority regarding these two endpoints. We will introduce a multiple test with
approximate FWER control and also a Bayesian approach for exactly this scenario in
section 3.3.

1.2.2 AI Regulation

Our model evaluation framework can be connected to recent discussions regarding
the need for (self-)regulation in the machine learning and artificial intelligence (AI)
communities. Regarding one of our mainly targeted domains, medical testing, Pe-
sapane et al. (2018) give an overview over the current regulatory framework in the
European Union (EU) and the United States (US) from the viewpoint of radiology.
They also comment on future developments, in particular the new Medical Devices
Regulation (MDR) and the new In Vitro Diagnostic Medical Device Regulation (IVDR)
in the EU (European Parliament, Council of the European Union, 2017a; European
Parliament, Council of the European Union, 2017b). These new regulations will
apply from May 2020 and May 2022, respectively. A medical device is defined as
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"any instrument, apparatus, appliance, software, implant, reagent, material or other
article intended by the manufacturer to be used, alone or in combination, for human
beings" for the purposes of "diagnosis, prevention, monitoring, prediction, prognosis,
treatment or alleviation of disease", among others (European Parliament, Council
of the European Union, 2017a, article 2). This definition is certainly relevant to the
application of (supervised) machine learning methodology for medical testing pur-
poses. We also refer to Holder et al. (2019), who comment on legal and regulatory
issues regarding medical devices, autonomous driving and general data mining in
the EU. Yaeger et al. (2019) describes the regulation of medical devices enhanced with
AI components in the US. The US Food and Drug Administration (FDA) has also
recently published a discussion paper where a regulatory framework for different
types of modifications of AI enhanced medical devices is proposed (US Food and
Drug Administration, 2019).

While for many other domains there currently is no explicit regulatory framework,
potential benefits and downfalls are actively discussed in the literature (Cath et al.,
2018; Gómez et al., 2018; Olhede and Wolfe, 2018; Reed, 2018). Rapid advances in
ML and AI methodology have already lead to (prediction) models being deployed in
large-scale real world applications before being thoroughly questioned. O’neil (2016)
even speaks of "weapons of math destruction" and gives several examples where
flawed models decide over credit ratings, assess the quality of employees or even
influence length of imprisonment. The many facets of the question how intelligent
systems shall be regulated certainly incorporate a balanced and well thought out
performance definition and a risk assessment regarding its real world implementation.
The latter inevitably demands for suitable statistical methods, such as those covered
in this thesis.

1.2.3 Benchmark Experiments

In this thesis, we tackle the question how to select and evaluate prediction models. A
similar but distinct question is concerned with the same issues regarding learning
algorithms. Several publications investigate methods for algorithm evaluation or
benchmarking, some of which investigate the use of multiple testing adjustments
(Dietterich, 1998; Nadeau and Bengio, 2000; Hothorn et al., 2005; Eugster, Hothorn,
and Leisch, 2008; Boulesteix et al., 2015). In this case he question shifts from "Does
this model have a high performance?" (model evaluation) to "Does this algorithm, on
average, learn models with high performance?" (algorithm evaluation). For the latter,
the expected (generalization) performance

η(nT , A,D) = EDnT ϑs(A(T ),D)

is considered which incorporates a second expectation, namely that over the training
data T . We will comment on data splitting modalities in section 2.1.3. In contrast,
the training data is considered fixed for model evaluation. The quantity η(·, A,D),
viewed as a function of nT , is also known as the learning curve of the algorithm A
(Figueroa et al., 2012). Friedman, Hastie, and Tibshirani (2009) refer to ϑ as conditional
and to η as unconditional performance.

These two questions and there answers are of course related. For a given training
set T ∼ DnT , an unbiased estimator of ϑ(A(T ),D) is also an unbiased estimator of
η(nT , A,D) and vice versa. Usually, some sort of resampling scheme is employed
to estimate η such as cross-validation or bootstrapping. This allows to explicitly
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investigate the influence on the (estimated) performance when the training data
varies. However, using K-fold cross-validation validation instead of simple hold-out
validation greatly increases the computational burden due to the repeated training
process for each algorithm. When many highly-complex candidate algorithms are
compared, this can even render cross-validation infeasible. For this reason, cross-
validation was only employed in the first and most basic simulation study in this
thesis, compare section 4.1.

It is important to note that we assume a distinct test set after either hold-out or
cross-validation, see section 1. Statistical inference for η(nT , A,D) estimated via
cross-validation alone is much harder to conduct. One reason for this is that there
is no unbiased estimator for the variance of the cross-validation estimates (Bengio
and Grandvalet, 2004). Moreover, the adjustment for multiple comparisons would
need to be much stricter than in our framework because the number of all initial
candidate algorithms is usually large when taking into account all considered model
architectures, hyperparameter settings and preprocessing steps. We will come back
to this point in the discussion in section 5.2.

Algorithm and model evaluation diverge more clearly when the comparison covers
not only a single prediction task but rather several different scenarios. Such compar-
isons are also known as benchmark experiments (Eugster, Hothorn, and Leisch, 2008).
Comparing fixed models would arguably not make much sense in this case, as one
would rather employ different models for distinct tasks in real world applications.
The question which algorithm leads to good models on average for a variety of sce-
narios is however sensible. One could argue that the goal of benchmark experiments
is thus closer to basic machine learning research, i.e. when the goal is to develop more
powerful learning algorithms with respect to a range of tasks or data distributions. In
a specific academic or industrial application however, the goal is usually to develop a
(prediction) model specifically suitable for a narrow task. In effect, the methods in
this work are primarily tailored to be employed in the latter setting.

1.2.4 Repeated Test Set Reuse

Related to the previous problem is the repeated use of benchmark datasets. Such
datasets are frequently used by different research groups to test and compare their
novel algorithmic or modelling approaches. Popular datasets, such as data from
the Large Scale Visual Recognition Challenge 2012 (ILSVRC2012), have likely been
queried many thousand times (Russakovsky et al., 2015; Feldman, Frostig, and Hardt,
2019). Even if only a fraction of these queries is recorded, the unknown number
of (unsuccessful) queries can be expected to be much higher. Mania et al. (2019)
have recently investigated how model similarity influences the severity of resulting
selection induced bias. They conclude that high similarity dampens this effect which
is exactly what we will exploit in this work: the adjustment for multiple comparisons
needs to be less strict in case of high model similarity, compare section 3.1.

In the above described scenario, the number of queries to the test set is in principle
unlimited. This makes statistical inference much harder or even impossible, de-
pending on which error rate shall be controlled. In contrast, while we also conduct
multiple comparisons on the test data, the number of queries is prespecified. Even
more, we assume a prospective study design in the sense that all defining properties
(candidate models, performance measure, comparator, ...) are defined up-front, i.e.
independently of the test data.
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1.2.5 Generalization Theory

The main target quantity in this thesis is the generalization performance ϑ = ϑs( ˆ︁f ,D)

of a given model ˆ︁f , compare (1.1). The statistical estimation and inference is hereby
based on the test data as outlined in section 1. Several works from statistical learning
theory are devoted to bounding the so-called generalization gap in a probabilistic
manner (Zhang et al., 2016; Kawaguchi, Kaelbling, and Bengio, 2017; Neyshabur et al.,
2017). This gap is defined as the difference between (estimated) training performance
ˆ︁ϑ( ˆ︁f , T ) and true generalization performance ϑ( ˆ︁f ,D), however usually framed in
error rather than performance terms. Because the training performance is known in
practice, bounding the generalization gap also bounds the performance. However,
statistical learning theory aims to provide such bounds without test set but rather
based on properties of the class of data distributions, model space or algorithmic
stability, depending on the framework. Naturally, the resulting bounds are weaker
compared to the scenario where a test set is available. The goal is usually to under-
stand what properties enable models to generalize, i.e. have small generalization gap,
and to translate this knowledge into the design of better learning algorithms. This
is very distinct from our goal, namely to assess the performance of a collection of
models and decide if any of them is suitable to be implemented in practice.

1.2.6 Unsupervised Learning

Not all machine learning is supervised. A common goal of unsupervised learning is to
deduce low dimensional representations of the data (distribution) without providing
any labels, such a class membership, to the learning algorithm. A traditional variant
of this are clustering problems where the goal is to partition the feature space into
distinct classes.

The methodology for evaluating clustering algorithms or the resulting sample parti-
tions can differ quite substantially from the methods investigated in this work, see
e.g. Brun et al. (2007) for an overview. There is however one important exception,
namely when the evaluation is conducted in a supervised manner, i.e. the learned
representation is compared to a human-labelled (ground-truth) clustering with regard
to some kind of similarity measure. This approach is called "external validation" in
the terminology of Brun et al. (2007).

We will not go into detail here but note that the methods presented in this work can
be used for the evaluation of any kind of machine learned model or representation
as long as labels are available for evaluation. This is always the case in supervised
learning applications as the labels are also needed to derive the (prediction) model,
hence the focus of this work. In unsupervised applications labels are available less
frequently as one of the main reasons to perform unsupervised learning is the inherent
shortage of labelled data in some domains.

1.2.7 Model Interpretability

Models which are used for prediction can often, in some way, be used for explanation
and vice versa. By explanation, we mean the attempt to describe which of and how
the input features influence the output label. Such a description can be qualitative or
quantitative. In the machine learning literature, such considerations are often framed
as model interpretability.
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One of the main criticisms of modern (deep learning) prediction models is their
’black box’ character. That is to say, their high complexity often results in high
performance but also low interpretability. For instance, the coefficients of a logistic
regression model are inherently interpretable as log odds ratios of the associated
input features (Bewick, Cheek, and Ball, 2005). On the other hand, a deep neural
network is (usually) equipped with many more parameters which do not allow such
a direct interpretation.

There have been several works with the goal to thoroughly define, objectively assess
and improve interpretability in machine learning (García et al., 2009; Freitas, 2014;
Ribeiro, Singh, and Guestrin, 2016b; Ribeiro, Singh, and Guestrin, 2016a; Doshi-Velez
and Kim, 2017; Gilpin et al., 2018; Molnar, 2018; Friedler et al., 2019). In general,
there is a trade-off between predictive performance and model interpretability which
"implies one cannot use a model whose behaviour is very complex, yet expect humans
to fully comprehend it globally" (Ribeiro, Singh, and Guestrin, 2016a).

In some respect, model evaluation can be seen as an attempt to justify the implemen-
tation of a complex model when its high performance can be empirically confirmed
with high confidence. For instance, we may be more comfortable of employing a
convolutional neural network for cancer detection when we can rule out with high
certainty that the high empirical performance in the evaluation study is due to chance
alone, even if we do not understand exactly how the model derives its predictions.
This will only be possible with a sound evaluation study design and suitable statistical
methods. Both stand in the limelight of this thesis.

This being said, it is of course desirable and sometimes even necessary to obtain
a better understanding of the functionality of a prediction model - either with the
intention to understand the X-Y relationship or to perform sanity checks. We will
not explore this important aspect in much detail in this thesis but rather employ the
following practical perspective. We may reformulate the goal of supervised machine
learning (section 1.1.3) to empirically demonstrating a high predictive performance
for one of the candidate models which satisfy certain practical requirements. An
example for such a requirement may be interpretability. This could for instance be
decided by domain experts in a subjective manner. Gilpin et al. (2018) and Mohseni,
Zarei, and Ragan (2018) describe various attempts to make this process more objective.
Besides interpretability, there might be other requirements which can be defined as
side conditions that need to be checked. For instance, in time-critical applications,
the prediction time (the time it takes to obtain a prediction) is an important factor to
consider.

It is important to stress that such side conditions should be formulated and checked
before the evaluation study is conducted whenever this is possible. Otherwise one
might successfully evaluate a model regarding its performance to find out later that
it cannot be implemented in practice because an important practical requirement is
not satisfied. This would lead to a waste of resources and should thus be avoided
under any circumstances. For this it is advisable to involve all relevant stakeholders
early in the process of defining the goals and requirements of a prediction model.
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1.3 Organization

1.3.1 Structure of This Work

This is a cumulative thesis and thus, at its core, a collection of scientific publications.
Part I provides an overarching motivation and summarizes and connects the indi-
vidual contributions. It is thus meant to be read in conjunction with them, not as a
standalone work. The only exception are section 5.1 and chapter 6 which can be read
together as a concise, independent recap of the entire work.

Chapter 2 reviews important concepts of machine learning and model evaluation.
It unifies and complements the introductions of Westphal and Brannath (2019a),
Westphal and Brannath (2019b) and Westphal, Zapf, and Brannath (2020).

Chapter 3 is dedicated to the methodological contributions, i.e. selection and inference
procedures for the application in supervised machine learning.

Chapter 4 gives an overview of all numerical experiments and the corresponding
findings are briefly described. For a more detailed discussion, the reader is referred
to the individual research papers.

Chapter 5 covers the discussion which includes an overall summary, limitations and
possible extensions of this work.

Chapter 6 contains the final conclusion.

The lists of symbols, figures and abbreviations only refer to the main body of the
thesis, not the individual research papers. The same applies to the bibliography.
The notation across the different publications is not always consistent. In the most
important cases, such inconsistencies are stated in the text.

In this final version of the thesis, a few typographic and linguistic errors have been
corrected compared to the originally submitted version. This also applies to the
two latest manuscripts (Westphal, 2020; Westphal, Zapf, and Brannath, 2020). The
manuscript by Westphal (2020, p. 15) contains one additional comment regarding a
limitation of the proposed copula approach. The layout of figure 4.1 has been revised
but the shown graphs are still based on the same data.

1.3.2 Publication Overview and Contributions

This work encompasses four scientific papers which are included in part II. The first
two publications (Westphal and Brannath, 2019a; Westphal and Brannath, 2019b)
are published at the time point of submission while the last two (Westphal, 2020;
Westphal, Zapf, and Brannath, 2020) are available as preprints. Max Westphal is
the first author of all four manuscripts. The third publication (Westphal, 2020) is
an individual work by Max Westphal. Werner Brannath contributed to the other
three manuscripts (Westphal and Brannath, 2019a; Westphal and Brannath, 2019b;
Westphal, Zapf, and Brannath, 2020) through steady supervision of the research and
revision of the initial manuscripts. Antonia Zapf contributed by revising the fourth
manuscript (Westphal, Zapf, and Brannath, 2020). The main body of the thesis (part
I) was written solely by Max Westphal. The pronoun "we" was used exclusively for
stylistic reasons.
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Chapter 2

Foundations

In this chapter, we will expand on the setup, definitions and goals introduced in
chapter 1 and point to further references. The structure corresponds to the standard
machine learning pipeline consisting of model training, selection and evaluation.
Important background and assumptions for chapter 3 are also introduced. We start
out with some of the core ingredients of applied machine learning.

2.1 Core Principles

2.1.1 Performance Definition

For a given prediction task ˆ︁Y = ˆ︁f (X), the performance of a specific prediction
model ˆ︁f can usually be measured in many different ways. Sokolova and Lapalme
(2009) give a systematic overview over performance measures for classification tasks
and analyse different invariance properties. Hennig and Kutlukaya (2007) discuss
general principles for the definition of a loss functions (and thus implicitly also for
performance measures). Certain tasks such as automated object or motion detection
in images and videos may require highly customized metrics (Schlogl et al., 2004;
Manohar et al., 2006; Redmon et al., 2016). The assessment of survival prediction
models also requires special techniques due to censored data (Gerds and Schumacher,
2007; Lawless and Yuan, 2010). While there are frequently used measures such as
overall accuracy for classification and mean squared error (MSE) for regression tasks,
it is usually hard to arrive at a performance measure which is objectively optimal in
some sense.

As described in chapter 1, many performance measures can be defined as the expected
similarity between predictions and labels, compare (1.1). In the machine learning
literature, this is often rather phrased in terms of defining the risk (error) as the
expectation over a loss (dissimilarity) function. For instance, instead of classifica-
tion accuracy Acc = P(ˆ︁Y = Y), we might as well consider the classification error
CE = 1 − Acc = P(ˆ︁Y ̸= Y). Mathematically, the two formulations are of course
equivalent as one is completely determined by the other. We will thus sometimes
switch perspectives, e.g. when we talk about the training process which is usually
described in terms of loss and risk instead of similarity and performance.

A natural strategy is to base the performance measure on the real-world (monetary)
costs arising when predicting a certain label. For binary classification, there are only
two types of false predictions, so this is quite simple. More concretely, define the
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weighted accuracy as

wAcc = w Se+(1 − w) Sp, w ∈ (0, 1),

whereby the sensitivity (true positive rate) is defined as Se = P(ˆ︁Y = 1 |Y = 1) and
and the specificity (true negative rate) is given by Sp = P(ˆ︁Y = 0 |Y = 0). Let C1
and C0 be the (monetary) costs for a false positive and false negative classification,
respectively. We assume no costs for a correct prediction. Then one can show that
minimizing the expected overall costs due to misclassification

C = ϱ(1 − Se)C0 + (1 − ϱ)(1 − Sp)C1

= ϱC0 + (1 − ρ)C1 − (ϱC0 Se+(1 − ϱ)C1 Sp)

is equivalent to maximizing the weighted accuracy with w = ϱC0/(ϱC0 + (1 − ϱ)C1).
The frequently employed overall accuracy, corresponds to using wAcc with a weight
w equal to the empirical prevalence ˆ︁ϱ = (∑n

i=1 yi)/n of the positive class. Based the
above cost analysis the use of overall accuracy as a performance measure can thus
only be justified when C0 ≈ C1.

While basing the definition of a performance measure on a cost analysis gives a
guideline, the process can still be subjective and subject to uncertainty. This is in
particular true, when monetary costs are hard to assign. Note that in the above
example concerning wAcc, relative costs are all that matter. For instance, it would be
sufficient to specify that a false positive disease diagnosis is three times more costly
than a false negative one to derive the corresponding optimal weight w.

The same approach can in principle be applied for regression problems. However,
we now have to specify a (dis)similarity function on Y × Y ⊂ R2. This is usually
more difficult than for classification problems. It may however be feasible to falsify
the induced costs associated to a given, popular performance measure. For instance,
determining whether the costs are rather linear or quadratic in the classification error
|ˆ︁y − y| implies a decision between mean absolute error (MAE) and mean squared
error (MSE). Note that both MAE and MSE are based on symmetric loss functions
(around |ˆ︁y − y| = 0). Although rarely encountered in the literature, asymmetric
loss functions might be more appropriate for certain regression tasks (Christoffersen
and Diebold, 1997; Tolstikov, Janssen, and Fürnkranz, 2017). Utility theory provides
a general framework on how to systematically define loss or similarity in practice,
compare e.g. Berger (2013, chapter 2).

Details of the training process are covered in section 2.2 but we already hint here that
the problem specific performance measure ϑ = EDs(ˆ︁Y, Y) is usually not perfectly
aligned with the objective function optimized during model training. For the latter,
often a numerically more tractable surrogate version of the real loss function (cor-
responding to the chosen similarity function) is used. Additionally, over-complex
models are usually penalized to avoid overfitting which is achieved by adding a
regularization term to the objective function. However, we would rather have such a
misalignment of losses than an improper performance definition. The main reason for
this is the following. Even if we might not be able to directly optimize model weights
regarding our desired performance measure, we can and should use this measure for
model selection and evaluation as described in sections 2.3 and 2.4, respectively.

The above arguments have implications on our course of action in applied ML projects.
From a statistical viewpoint, the performance measure needs to be defined at the
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latest (right) before the evaluation study, i.e. without access to the test data. We
argue however that the performance measure should be identified as early as possible
because it makes model training more efficient. While model selection usually is
numerically cheap, model training is certainly not for modern algorithms like deep
neural networks. Think of the following simplified example. One might train hun-
dreds of regression models for a particular application by optimizing (regularized)
training MSE for different model architectures. While MSE is arguably one of the
most prominent risk measures, it might turn out later that MAE is a much better way
to describe the real-world risk of a model. So while the trained models are still usable,
it would have been very valuable in terms of training time and the actual resulting
risk (MAE) to make this discovery earlier. This is in particular true when complex
modern model architectures like deep neural networks with immense computational
demand are employed.

While data analysis, in particular machine learning, is always adaptive to some
degree, we argue that the way performance is measured should be based primarily
on real-world demands and not on the data. Adopting the initial perception of
performance in a data-driven manner until ’satisfying’ results are achieved, may
result in bias. This issue was discussed in detail by Hennig and Kutlukaya (2007)
who conclude the following.

"Here, we just emphasize that data dependent choice of the loss function
may lead to some problems which are not fully understood at the moment.
In [certain] situations (...), we are willing to accept these problems if the
impression exists that the results from the initial choice of the loss func-
tion are clearly unsatisfactory, but loss functions should not be changed
without urgency." (Hennig and Kutlukaya, 2007, p. 35)

This is another sort of selection-induced bias, namely due to the selection of the perfor-
mance measure. As a result, the probability to replicate promising empirical findings
in an evaluation study can potentially decrease. On the other hand, if we achieve
a successful replication, it might be regarding a performance measure which has
limited real-world impact. We conclude that an early consensus on how to measure
performance should be pursued whenever possible. To achieve this, incorporating all
relevant stakeholders from the beginning of an ML project is advisable. This is also
true with regard to defining additional practical requirements for the prediction task,
compare section 1.2.7.

We note that not all performance measures can be written in he standard form (1.1),
i.e. as the expected similarity between prediction and label. For instance, the area
under the ROC curve (AUC) is a frequently used performance measure in binary
classification problems (Bradley, 1997; Pepe, 2003). Rather than directly assessing
the accuracy of predicted binary labels, it rather operates on the underlying, feature-
dependent risk score. The AUC is defined as the probability that such a risk score
correctly ranks two observation, i.e. the probability that the predicted risk of a
randomly chosen positive observation (Y = 1, e.g. diseased) is higher than that
of a randomly chosen negative observation (Y = 0, e.g. healthy) (Pepe, 2003). As
noted by Westphal and Brannath, 2019a, the simultaneous test procedure by Hothorn,
Bretz, and Westfall (2008) employed in our approximate multiple testing framework
still applies as long as the vector of empirical performances follows asymptotically
a (multivariate) normal distribution. DeLong, DeLong, and Clarke-Pearson (1988)
showed that the prominent non-parametric (Mann-Whitney-U) estimator for the
AUC satisfies this condition.
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2.1.2 Comparator Definition

Once we have defined a performance measure ϑ, we also need to define a comparator
for our newly developed prediction model(s). We will also refer to comparator as
benchmark or baseline (model). The most obvious choice for this purpose is the
prediction workflow that is currently employed in production for the task under
consideration, if already existent. This could be another (fixed) prediction model,
possibly augmented with human input. In both cases, we denote the comparator by ˆ︁f0.
An alternative is to specify a performance threshold ϑ0 ∈ R when no real comparator
is available. This threshold can be seen as the minimal acceptable performance in
production. As introduced in chapter 1.1, the final goal of the machine learning
pipeline can be phrased to provide evidence that indeed one of the (newly developed)
candidate models is better than the comparator, i.e. ϑ0 = ϑ( ˆ︁f0) or ϑ0 ∈ R. After all,
our goal in machine learning is to improve the status quo. A simple extension to the
so-called non-inferiority design is described in section 2.4. Obviously, the problem of
data-driven adaptation of the performance measure is even more pronounced for the
adaptation of the comparator: We can make every new candidate look good if we
downgrade the comparator arbitrarily. Again, the comparator should be specified
in advance in accordance to real-world demands if we seek an honest performance
assessment.

The comparator shall not be mistaken with the reference standard which provides
the true labels, or rather the best available approximation thereof. At least in the
terminology of medical diagnosis studies, we would prefer to use the so-called gold-
standard to obtain the true labels. As this is not always feasible (e.g. because the gold-
standard is too invasive or costly), we fall back to the best feasible alternative, the so-
called reference standard, compare Westphal, Zapf, and Brannath, 2020 and references
therein. By definition, neither a new candidate model nor the comparator can provide
better predictions than the reference standard, e.g. a classification accuracy of more
than one or a MSE of less than zero. This framework may be problematic in case of
high label uncertainty. Methods to explicitly acknowledge a noisy reference standard
are discussed in great detail by Frénay (2013). This aspect is however out of the scope
of this work. We will therefore default to the usual assumption that our reference
standard provides high quality labels.

2.1.3 Data Splitting

It was argued already in section 1.1.2 that data splitting is an integral part of machine
learning to avoid overfitting and selection induced bias. Throughout this work, we
assume that learning and evaluation phase are completely separated. This assumption
goes along with the ML literature. The only and major difference is that we will
allow multiple models to be evaluated on the test data simultaneously. This goes
against the default recommendation to only evaluate a single final model on the test
dataset (Friedman, Hastie, and Tibshirani, 2009; Japkowicz and Shah, 2011; Zheng,
2015; Goodfellow, Bengio, and Courville, 2016; Géron, 2017; Raschka, 2018). Two
scenarios are in general thinkable here. (a) Retrospective evaluation: All data to be
used for either model development or evaluation is available at once and no further
data is to be collected. For this case, it is important to not let the test data influence
the learning process as otherwise inferences about the final model performance will
likely be too optimistic. For the same reason, it is not advised to initially begin with
learning on the complete data and only later start out with data splitting for the
purpose of model evaluation. This issue is illustrated in detail by Friedman, Hastie,



2.1. Core Principles 23

and Tibshirani (2009, chapter 7.10.2) and Kuhn and Johnson (2013, chapter 19.5) (and
references therein) with special focus on feature selection. (b) Prospective evaluation:
The learning data L is available up-front but the test data E is not yet collected. In
this case the evaluation study is conducted prospectively which makes leakage from
evaluation to learning phase virtually impossible. Moreover, this might improve
the relevance of the evaluation results as greater care can be taken upfront to define
the relevant target population and thus appropriate inclusion or exclusion criteria
to apply when sampling observations. In case of concept drift over time, this can
also increase the relevance of the sample in contrast to ’historical’ evaluation data.
Roughly speaking, concept drift refers to the situation where key characteristics of
the prediction task, e.g. the data distribution, change over time (Tsymbal, 2004).
For retrospective and prospective evaluation, we end up with two distinct datasets
L ∩ E = ∅ and hence we will usually not distinguish between the two cases in the
following.

The learning data is usually split up as well, to separate model training and model
selection. Selection or ranking of models based on training performance is generally
a not advised as this would reward overfitting, i.e. overly complex models which fit
the training data (almost) perfectly but do not generalize to unseen samples, compare
section 2.2.2. In this work, we focus on the most basic form of data splitting, namely
simple hold-out validation. Hereby, the learning data L is split into training data
T and and validation data V . One can then apply any candidate algorithm A to
T to obtain preliminary models ˆ︁f− with performance ϑ− which can be estimated
on V , compare sections 2.2 and 2.3. Our selection of models for evaluation is based
on these preliminary performance estimates. For a cross-sectional design with i.i.d.
observations, the division L = T ∪ V can usually be conducted with a simple
random split. For longitudinal or otherwise (auto)correlated data, the timestamp
of each observations should be taken into consideration for data splitting to avoid
leakage of ’future knowledge’ into the training process.

A common critique of simple hold-out validation is that the results are sensitive to
the initial data split. To enhance the situation many variations have been proposed.
Commonly used are cross-validation and other resampling techniques, compare
Martin and Hirschberg (1996a), Held and Bové (2013, chapter 4.4) and Raschka (2018).
The most prominent approach is arguably K-fold cross-validation (CV). Hereby the
train-validation split is conducted K times induced by a (random) partition of the
learning data in K distinct parts. For each split, one part is used for validation,
i.e. performance estimation, and the remainder of the data is used as a training set.
Finally, a summary statistic, usually the sample mean, of the different estimates is
calculated as the overall estimate for the expected performance with (K − 1)/K nL
training samples for each learning algorithm under investigation, compare section
1.2.3. Further variations include repeated and stratified cross-validation which are e.g.
covered by Martin and Hirschberg (1996a), Martin and Hirschberg (1996b), Arlot and
Celisse (2010), Reitermanova (2010), and Krstajic et al. (2014). Stratified CV is relevant
in cases where the performance is assumed to be influenced strongly by specific
covariates and can also be applied for hold-out validation. Repeated cross-validation
employs "the mean of multiple cross-validations as an estimate" and has actually
been criticized because "..., due to the fact that the same data set is continuously
resampled in cross-validation, this mean converges to another value than any of the
values one might really be interested in estimating" (Vanwinckelen and Blockeel,
2012). A major downside opposed to simple hold-out validation is the increased
computational burden. For K-fold CV, the computation time grows roughly linearly
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in the number of folds K as all training steps have to be conducted K times as often.
When many demanding algorithms such as deep neural networks are applied to a
large dataset this may render cross-validation infeasible. This issue is even more
severe for nested CV variants with two different data splitting loops. Nested CV is
discussed in section 5.2. With a single exception (section 4.1), we will only employ
simple hold-out validation in the numerical experiments of this work.

An important point not discussed so far is the splitting ratio between datasets, i.e.
(nT , nV , nE )/(nT + nV + nE ). This issue has been addressed in several works in
the past (Highleyman, 1962; Guyon, 1997; Guyon et al., 1998; Larsen and Goutte,
1999; Crowther and Cox, 2005). However, these investigations were conducted in
different settings, under (severely) simplifying assumptions or in (limited) numerical
simulations. In effect the derived answers vary substantially. Theoretical derivations
usually depend on the overall amount of data and a capacity measure of the consid-
ered learning algorithms. An example is the (asymptotic) scaling law for an optimal
train-validation ratio given by Guyon (1997, p. 7). Besides these factors, the optimality
criterion of course plays a major role when trying to answer the question regarding
an optimal splitting ratio. Most importantly, the resulting final model performance
and estimation bias and/or MSE have been considered. From a model evaluation
viewpoint, statistical power should also be taken into account. In the numerical
experiments in section 4 the ratio nT /nL was only varied in the simplest setting (4.1)
and otherwise fixed at 3/4. Many different ratios nE/nL where assessed. However,
neither of these two ratios were attempted to be optimized in this thesis. As a final
note, we recall that the datasets are denoted as

T = {(xi, yi)}nT
i=1, V = {(xi, yi)}nV

i=1 and E = {(xi, yi)}nE
i=1. (2.1)

This might be misleading, as e.g. (x1, y1) could be understood as an element of all
three datasets. This is however never the case because T , V and E are pairwise
disjunct. (2.1) is thus only to be understood symbolically.

2.1.4 Terminology

Finally, we make a few clarifying remarks regarding our terminology. By training data
(T ) we refer to the observation where models are initially trained. The validation data
(V), sometimes called development set in the literature, is used for model selection.
The union of training and validation data, L = T ∪ V , is called learning data in
this thesis. L is sometimes also referred to as training data in the literature. The
final performance assessment is conducted on the evaluation or test data E . Both
terms are used interchangeably in this work. In the vast majority of the literature, it is
emphasized that only a final model is allowed to be evaluated on E . This is sometimes
even used as the defining property. In this work, we weaken this restriction as we
allow the evaluation of multiple models (given suitable statistical adjustments are
conducted).

By performance ϑ, we refer to the the true (population) parameter, usually defined
via (1.1). The best candidate model is the model m⊕ = argmaxm∈M ϑm with the
highest performance ϑ⊕ = ϑm⊕ . Preliminary performance ϑ− is the true (population)
performance of the preliminary models ˆ︁f− (only trained on T ). The best preliminary
model is defined as the model with highest ϑ−. Evaluation or test performance is
the estimated performance on the evaluation (test) dataset and denoted as ˆ︁ϑ. The
empirically best model is the one is highest ˆ︁ϑ. Validation performance ˆ︁ϑ− is the
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empirical performance of a preliminary model ˆ︁f− estimated on the validation dataset.
By empirically best preliminary model (also best validation model), we refer to the
model with the highest validation performance. The training performance is the
empirical performance of a model on the data it has been trained on, also known
as apparent performance in the literature (Martin and Hirschberg, 1996a). Training
performance is not considered for decision making in this work. All preceding
definitions can be rephrased in loss/risk terms by replacing ’performance’ by ’risk’
and ’highest’ by ’lowest’.

2.2 Model Development

2.2.1 Learning from Data

As indicated in chapter 1, a machine learning algorithm is used to train a prediction
model ˆ︁f : X → Y based on a suitable dataset L = {xi, yi}nL

i=1 ∼ DnL . We assume that
the result of the training process is a (parametric) prediction model ˆ︁f = ˆ︁f ˆ︁ω ∈ FΩ
which depends on a set of model parameters (weights, coefficients) ˆ︁ω ∈ Ω. With
modern model architectures, the maximum number of weights has steadily increased
over the past years and can easily reach several millions. Khan et al. (2019) give an
overview over recent convolutional neural network (CNN) architectures including
the VGGNet (Simonyan and Zisserman, 2014) with 138 million parameters and
the ResNexT (Xie et al., 2017) with 68 million parameters. The function class F
is called model space in this thesis. We do not use the term hypothesis for ˆ︁f and
hypothesis class for F which is common in the statistical learning literature to avoid
any confusion with statistical hypotheses regarding model performances.

The outcome of the learning algorithm A is also influenced by hyperparameters (also
known as tuning parameters) λ ∈ Λ which need to be set before the training process.
Ω and Λ can have discrete (∈ N ⊂ N) and/or continuous components (∈ R ⊂ R).
Typical examples of hyperparameters are the type and the strength of the employed
regularization. We will actually employ a much broader definition of hyperparameter
in this work. That is to say, λ encapsulates all possible choices that might influence
the outcome of the training process. This covers for instance data preprocessing (e.g.
normalization or other transformations of features), application of dimensionality
reduction techniques (e.g. via a clustering algorithm), the optimization method
(e.g. gradient decent) and even the general model class (e.g. linear model, support
vector machine or neural network). This broad definition would justify to refer to
A : (L, λ) ↦→ ˆ︁f as ’model generating process’ rather than learning algorithm. We
will nevertheless stick with the latter traditional term. We write ˆ︁f = A(L, λ) even if
this notation might be misleading when the training process is not deterministic, i.e.
not uniquely determined by L and λ. This is for instance the case when stochastic
gradient decent (Zinkevich et al., 2010) is utilized to learn model parameters. This
technical issue can be fixed by assuming λ also contains the random seed of the
computing system which one can think of as an additional (non-tunable) tuning
parameter.

As usually several models are under consideration at the same time, we will list
them as ˆ︁fm = Am(L) = A(L, λm), m ∈ S . A specific model ˆ︁fm (or algorithm Am,
depending on the context) will often be referred just by its index m in this thesis.
We outlined in section 2.1.3 that models are trained on the complete learning data
only after they have been selected for evaluation. Before, a much wider range
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of algorithms and hyperparameters is usually used to train preliminary models
ˆ︁f−m = Am(T ), m ∈ M = {1, . . . , M} ⊃ S , only on the training data T ⊂ L. In case
cross-validation or another resampling technique is employed in the learning phase,
there exist multiple preliminary model versions ˆ︁f (k)−m , k = 1, . . . , K, each trained on a
different subset T (k) ⊂ L of the learning data.

The actual training process is outlined in much detail by Friedman, Hastie, and
Tibshirani (2009), Shalev-Shwartz and Ben-David (2014), and Goodfellow, Bengio,
and Courville (2016) and is briefly described in the following. The general goal is to
minimize an objective function C via an optimization algorithm, i.e. to find

ˆ︁f = A(L, λ) = argmin f∈F C( f ,L, λ).

When we assume a parametric model, this can equivalently be written as

ˆ︁f = ˆ︁f ˆ︁ω, ˆ︁ω = A(L, λ) = argminω∈Ω C(ω,L, λ).

The objective C depends on the learning data and the loss function l (or the corre-
sponding similarity function), compare section 2.1.1. If the objective function is equal
to the empirical training risk, i.e. the average training loss

C( f ,L, λ) = R( f ,L) =
nL

∑
i=1

l( f (xi), yi),

we speak of empirical risk minimization (ERM) (Vapnik, 1992; Shalev-Shwartz and
Ben-David, 2014, chapter 2.2).

Note that we will not treat ensemble models differently than any other model. An
ensemble model is composed of many individual models, often weak ’base learners’
such as very simple decisions trees. An ensemble may be built up gradually (boosting)
or as an average of many base models which were trained in independently (bagging).
Friedman, Hastie, and Tibshirani (2009, chapters 8, 10, 16) provides an in-depth
treatment of these topics. In our framework, any of the candidate models ˆ︁fm, m ∈ M,
may be an ensemble model. This covers combinations of other (previously trained)
initial candidate models m ∈ M. However, we do not consider combining a subset
of the selected model m ∈ S ⊂ M based on the test data and then assessing the
performance of such a combined model. In other words, we assume that the model
building process (including model averaging) is completed in the learning phase. The
XGBoost algorithm was employed in our numerical experiments to train ensemble
models, compare section 2.2.3.

Depending on the model class and further assumptions, different optimization algo-
rithms can be employed to minimize the objective function C. The ERM approach is
very intuitive and potentially powerful. However, it suffers from overfitting, i.e. a too
narrow fit to the learning data with limited generalization capability is likely to occur.
In other words, in the case of overfitting the apparent performance is high but the
true performance is insufficient. A canonical example in this regard is a polynomial
regression in the feature-label space Z = X ×Y = R × R = R2 (Goodfellow, Bengio,
and Courville, 2016, chapter 5.2). The model class of polynomial functions of degree



2.2. Model Development 27

d is given as

FΩ = { f : x ↦→ ˆ︁y =
d

∑
j=0

ωjxj, ω ∈ Ω = Rd+1}.

It is easy to see that any learning set L can be fitted exactly, i.e. ˆ︁f (xi) = yi, i = 1, . . . , nL,
as long as d ≥ nL − 1. For large d, the resulting predictor ˆ︁f will however usually be
highly variable. So while it predicts the learning data perfectly, it can be expected to
be unreliable on unseen samples.

2.2.2 Bias-Variance Trade-off

There are at least two general principles to limit the danger of overfitting. The first
approach is to restrict the model class F ′ ⊂ F by means of prior knowledge. For
instance, in the above example, a polynomial of low degree d′ < d might be deemed
sufficient to model a simple phenomenon. Application of the ERM principle to the
reduced model class F ′ is then called empirical risk minimization with inductive bias
(Shalev-Shwartz and Ben-David, 2014, chapter 2.3).

Secondly, a regularization (or penalization) term can be added to the objective func-
tion:

C( f , T , λ) = R( f ,L) + P( f , λ).

Minimizing the this cost function is called regularized loss minimization (Shalev-
Shwartz and Ben-David, 2014, chapter 13.1). Traditional choices for P are p-norm
penalties

Pp(ω, λ) = λ||ω||pp

which lead to different regression variants, e.g. ridge-regression (p = 2) or the LASSO
(p = 1). While the former favours small norm solutions ˆ︁ω, the latter favours sparse
solutions and thus implicitly performs variable selection (Friedman, Hastie, and
Tibshirani, 2009, chapter 3). A combination of P1 and P2 penalties results in the elastic
net algorithm, compare section 2.2.3. Norm penalties have prevailed over time and
are still commonly employed today. Additionally, many innovative strategies for
model regularization have been proposed for modern model architectures. Famous
examples for neural networks are ’dropout’ (random pruning of weights) and ’early
stopping’ (of the optimization during training) (Girosi, Jones, and Poggio, 1995; Sri-
vastava et al., 2014; Goodfellow, Bengio, and Courville, 2016). Hyperparameter choice
is often crucial as the resulting (empirical and true) performance can depend heavily
on them. As we can identify models by hyperparameters via ˆ︁f−m = A(T , λm), we
can identify hyperparameter selection by model selection which is tackled in section
2.3. Remember though that we cannot evaluate an endless list of hyperparameters
because each model is the result of a training process which may be (very) resource de-
manding. Goodfellow, Bengio, and Courville (2016, chapter 11.4.2) give an overview
over three general ways to choose the set of tuning parameters to be compared. For
grid search, one just defines a grid on the hyperparameter space Λ and every λ on
that grid is assessed (i.e. used to train a model and obtain an validation performance
estimate). Grid search has been employed by Westphal and Brannath (2019a). For
random search, one rather defines a (univariate) probability distribution for every
dimension of Λ to sample hyperparameters λ from the resulting joint distribution
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(usually assuming independence). This approach has several advantages over grid
search as it is "simple to program, more convenient to use and converges much faster
to good values of the hyperparameter" (Goodfellow, Bengio, and Courville, 2016,
p. 422), compare also Bergstra and Bengio (2012). Random search is employed in the
majority of numerical experiments in this work. Lastly, model-based hyperparameter
optimization is a technique which attempts to choose the next hyperparameter to
assess based on past experience (the validation performance of previously chosen
hyperparameters). Hereby, the performance as a function of the hyperparameters can
be modelled as a Gaussian process (realization) and the next promising hyperparam-
eter can be found within the framework of Bayesian optimization (Snoek, Larochelle,
and Adams, 2012). We have not utilized model-based optimization in our numerical
experiments as it is not applicable in all situations and harder to implement in practice
compared to random search.

Both principles, inductive bias and regularization, are frequently combined in practice.
Of course, restricting the model class F too far or enforcing too much regularization
will result in a low performance as well. This phenomenon is known as underfitting
in the literature. The need to balance out simple (high bias, low variance) and complex
(low bias, high variance) model aspects is another incarnation of the omnipresent
bias-variance trade-off in statistics.

We acknowledge that model development does usually not follow a straightforward
path but rather is an iterative and adaptive process. Trying out many algorithmic
approaches is easily justifiable with the No-Free-Lunch theorem of statistical learn-
ing. This fundamental result "states that for every learner, there exists a task on
which it fails, even though that task can be successfully learned by another learner"
(Shalev-Shwartz and Ben-David, 2014, chapter 5.1). Of course, the learning phase
is finite if any model shall eventually be implemented in practice. Before we do
so, we conduct an additional evaluation step to assess the performance of the most
promising model(s) on an independent test dataset. Our statistical framework for
model evaluation is presented in section 2.4.

2.2.3 Employed Learning Algorithms

For the numerical experiments in chapter 4, we used four popular learning algorithms
(Westphal and Brannath, 2019b). Details regarding the numerical implementation
are provided in the documentation1 of the R package caret which was used for
model training (Kuhn et al., 2019). In brackets, we denote the name of the utilized
caret method and the number of hyperparameters which were tuned via hold-out
validation after being sampled randomly, compare section 2.2.1.

• CART: Cost-Sensitive Classification and Regression Trees (rpartCost: 2)
(Breiman et al., 1984; Therneau and Atkinson, 2019)

• EN: Elastic Net - Penalized Logistic Regression (glmnet: 2)
(Zou and Hastie, 2005; Friedman, Hastie, and Tibshirani, 2010)

• SVM: L2 Regularized Linear Support Vector Machines with Class Weights
(svmLinearWeights2: 3) (Fan et al., 2008; Helleputte, 2017)

• XGB: XGBoost - eXtreme Gradient Boosting (xgbTree: 7)
(Chen and Guestrin, 2016; Chen et al., 2019)

1https://github.com/topepo/caret/ (last accessed April 6, 2020)

https://github.com/topepo/caret/
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2.3 Model Selection

2.3.1 Selection Induced Bias

In the learning phase, different model architectures, preprocessing steps and hyper-
parameter configurations are employed to train preliminary models ˆ︁f−m = Am(T ),
m = 1, 2, . . ., as described in the last section. This iterative process may be declared
completed when the validation performance saturates, i.e. the progress in terms of
empirical validation performances maxm ˆ︁ϑ−

m is no longer noticeable even when novel
approaches Am are investigated. Additionally, empirical performances may already
be close to the assumed human-level performance, i.e. the performance a human
would achieve on the task when supplied with the same data as the prediction model.
In real-world applications, the end of the learning phase does of course also depend
on the available resources, e.g. time and money. As laid out in section 2.1.3, we will
assume that simple hold-out validation is employed. Many of the considerations in
the following can be transferred to commonly used resampling approaches such as
cross-validation with minor modifications. At the time-point when no more models
are trained we denote the set of all initial candidate models as M = {1, . . . , M}. We
assume that all models M + 1, . . . , N that were trained but found to be not suitable
due to practical limitations are not included in M. Reasons to exclude models from
any further consideration might be non-interpretability or a high computational
demand for obtaining predictions, depending on the task, compare section 1.2.7.

After the learning phase, a decision maker might be inclined to declare the empirically
best validation model m† = argmaxm∈M ˆ︁ϑ−

m as the best available model, re-train this
winner on all available data L and implement the resulting final model ˆ︁fm† = Am†(L)
in practice. In the following, we will usually replace the subscript m† by just † such
that e.g. ˆ︁f† = ˆ︁fm† . As illustrated in the following, the estimate ˆ︁ϑ−

† is however not
unbiased.

Firstly, we note that ˆ︁ϑ−
m can usually be chosen to be unbiased for ϑ−

m = ϑ(Am(T ),D),
compare (1.1). For instance, this is true when employing the sample mean ˆ︁ϑ− =

∑nV
i=1 s( ˆ︁f−(xi), yi). This natural estimator is very frequently employed in practice.

However we use ˆ︁ϑ−
m as an estimate for ϑm = ϑ(Am(L),D) whereby L = T ∪ V .

Define

gm = ϑm − ϑ−
m

as the performance gain due to re-training Am on L instead of T and

Gm = EDnV gm.

Gm is the expected performance gain over randomly drawn validation datasets V .
Note that Gm is generally not equal to the unconditional difference

ηm(nL)− ηm(nT ) = EDnL ϑ(Am(L),D)− EDnT ϑ(Am(T ),D)

but rather

Gm = EDnV ϑ(Am(T ∪ V),D)− ϑ(Am(T ),D)

where the already observed training data T is considered fixed. We expect Gm to be
positive (or at least non-negative) for any reasonable learning algorithm. Moreover,
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we define

G† = EDnV gm†

as the expected gain for the empirically best model. This induces a pessimistic (nega-
tive) bias when we use (cross-) validation estimates as estimates for the performance
of the re-trained model (Raschka, 2018). The size of Gm depends on nV and the
stability of the learning algorithm Am. The latter refers to changes in the resulting
models by deleting, adding or changing training instances. There are many notions of
stability, e.g. "on-average-replace-one-stability" which requires the expected change
in loss when replacing a single training observation to be bounded from above, com-
pare Shalev-Shwartz and Ben-David (2014, p. 174). A negative bias can be seen as not
too problematic from a model evaluation perspective as this would usually imply
conservative inferences.

Secondly, we also need to consider the (non-negative) selection induced bias when
investigating many candidate models. This is sometimes also referred to as selection
bias, overfitting or oversearching (Jensen and Cohen, 2000). As a result, while the
(cross-) validation error estimate of a single (prespecified) model is downward biased,
the estimate of the empirically best model m† = argmax1≤m≤M

ˆ︁ϑ−
m is upward biased

as an estimator of ϑ−
† = ϑ−

m† . Note that in case of ties, m† might not be unique. In
the following, the notation m† = argmax1≤m≤M

ˆ︁ϑ−
m shall express that m† is chosen

randomly from the set argmaxm∈M ˆ︁ϑ−
m , unless mentioned otherwise. Define

bm = ˆ︁ϑ−
m − ϑ−

m

as the deviation between estimate and true (preliminary) performance and

Bm = EDnV bm

as the bias. The expectation is hereby taken with regard to the random validation set
V . Moreover we define

B† = EDnV bm†

as the expected bias of the empirically best model. Then, we have B† ≥ 0 in general
and usually even B† > 0 due to the following result (Smith and Winkler, 2006, propo-
sition 1). We simplify the notation for this result by omitting the superscript ’−’.

Proposition 1 For a set of continuous random variables ˆ︁ϑ1, . . . , ˆ︁ϑM with respective expected
values ϑ1, . . . , ϑM (i.e. ˆ︁ϑm is an unbiased estimator for ϑm, m = 1, . . . , M), define m† =
argmax1≤m≤M

ˆ︁ϑm. Then we have

B† = E(ˆ︁ϑm† − ϑm†) ≥ 0.

Furthermore, the inequality is strict if P(ϑm† ̸= max1≤m≤M ϑm) > 0.

The proof is based on the fact that

E(ˆ︁ϑm†) = E(max
m
ˆ︁ϑm) ≥ max

m
E(ˆ︁ϑm) = max

m
ϑm ≥ E(ϑm†)
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whereby the first inequality follows from Jensen’s inequality and the convexity of
max(·). Note that ϑm† is a random variable because m† is a random variable. This
result also holds for discrete estimators whereby ties have to be broken (randomly) to
define m†, as the random variable m† is no longer unique with probability one.

A theoretical quantification of the selection induced bias B† is difficult. Some numeri-
cal comparison studies regarding the properties (bias, variance) of different (cross-)
validation estimators are conducted in an ’univariate’ manner, i.e. they ignore the
selection process (Kohavi, 1995; Borra and Di Ciaccio, 2010). On the other hand,
Cawley and Talbot (2010) shows several artificial and real-world numerical examples
to illustrate the magnitude of selection induced bias.

"This is a clear demonstration that over-fitting in model selection can
be a significant problem in practical applications, especially where there
are many hyper-parameters or where only a limited supply of data is
available." (Cawley and Talbot, 2010, p. 2092)

Varma and Simon (2006) also consider the bias of CV estimates when tuning the
hyperparameters of different learning algorithms and conclude the following.

"Our results demonstrate that although it is reasonable to optimize classi-
fier parameters by minimizing cross validated error rates, the resulting
minimum CV error estimate is not an unbiased estimate of the true error
that can be expected from the final classifier on independent data." (Varma
and Simon, 2006, p. 6)

Boulesteix (2009), Boulesteix and Strobl (2009), and Boulesteix, Lauer, and Eugster
(2013) performed several qualitative and quantitative studies with synthetic and real
data to describe and quantify over-optimism in computational research in general
and in bioinformatics in particular.

"The reported classification error rate can also be lowered artificially by
selecting the values of tuning parameters a posteriori, i.e. on the basis of
the computed CV error rates. Doing this, one selects the ’best’ version of a
classifier and evaluates it using the same data, which of course leads to an
underestimation of the error rate (...)." (Boulesteix and Strobl, 2009, p. 2)

In figure 2.1 we illustrate the selection induced bias B† in different scenarios. The un-
derlying synthetic data was generated as follows. We assume M ∈ {3, 12, 50, 200, 800}
binary classifiers m = 1, . . . , M with true performances Accm (overall accuracy) are
assessed on an independent dataset of size n ∈ {50, 100, 200, 400}. The true perfor-
mances Accm lie equidistant in the interval (0.75 − ∆, 0.75). When ∆ = 0, all models
have the same accuracy of 0.75 which corresponds to a least favourable parameter con-
figuration with regard to B†. The sample means ˆ︃Accm are unbiased (Eˆ︃Accm = Accm)
and the vector nˆ︃Acc follows a multivariate binomial distribution whereby the esti-
mators are equicorrelated with correlation coefficient ρ. To simulate Nsim = 10000
repetitions per scenario (M, n, ρ, ∆), the true distribution of the estimators ˆ︃Accm was
approximated by a multivariate normal with the same mean and covariance matrix to
accelerate the data generating process. We checked for a subset of the results that this
approximation did not deviate too much from the exact results. We can observe that
the selection induced bias B† decreases in (a) the sample size n, (b) the correlation
ρ and (c) the spread ∆ of true parameters. On the other hand, B† increases in the
number of models M. Jensen and Cohen (2000) provide an analysis of the effects
of multiple comparisons in machine learning. Their work also contains theoretical
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FIGURE 2.1: Illustration of selection induced bias: estimation bias when M binary classifiers
are assessed on the same dataset with n observations. The correlation ρ defines model
similarity and ∆ the spread of true performances (Acc). The dashed horizontal line indicates
a bias of zero in the case M = 1.

results, partially proving (in limited generality) the qualitative conclusions we have
just drawn from figure 2.1.

We also checked the type I error rate inflation when the empirically best model m†

is assessed with a univariate Z-test. The resulting error rate is shown in figure 2.2.
The nominal significance level is α = 5% (one-sided). Note that the general trend is
qualitatively similar to the bias investigation. We conclude that in almost all but a
few scenarios the type I error rate is severely increased. This distortion of statistical
inferences, i.e. inflated error rates in hypothesis testing, is of course not new but rather
a very general phenomenon often referred to as p-hacking or fishing for significance
(Boulesteix, 2009).

"In a word, many false positive results are produced through multiple
comparisons, and false positives have higher chance to get published
than true negatives. Moreover, the difficulty to publish negative results
obviously encourages authors to find something positive in their study by
performing numerous analyses until one of them yields positive results
by chance, i.e. to fish for significance." (Boulesteix, 2009, p. 437)

Yousefi et al. (2009), Boulesteix, Lauer, and Eugster (2013), and Boulesteix, Stierle,
and Hapfelmeier (2015) also digest the related reporting or publication bias in compu-
tational research, e.g. due to the selection of the dataset which is used to demonstrate
the superiority of a novel algorithmic or modelling approach. This kind of bias is not
really considered in this thesis as we assume that we have one fixed prediction task
and suitable data which is representative of that task. In reality, oversearching for a
’suitable’ dataset, is of course an additional problem which amplifies already present
over-optimism in computational research.
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FIGURE 2.2: Illustration of selection induced bias: type I error rate when M binary classifiers
are assessed on the same dataset with n observations. The correlation ρ defines model
similarity and ∆ the spread of true performances (Acc). The dashed horizontal line indicates
the nominal significance level of α = 0.05 and corresponds to the type I error rate for M = 1.

2.3.2 Implications

Selection induced bias is not at all exclusive to model selection but a much broader
phenomenon. Smith and Winkler (2006) speak of expected disappointment in this
context which is quite fitting also from the machine learning viewpoint: if we rely
on the maximum validation estimate we can expect to be disappointed when imple-
menting the resulting model in practice. We will adapt this notion by defining the
(realized) disappointment as

d† = ˆ︁ϑ−
† − ϑ†

= ˆ︁ϑ−
† − ϑ−

† + ϑ−
† − ϑ†

= ˆ︁ϑ−
† − ϑ−

† − (ϑ† − ϑ−
† )

= b† − g†

Taking the expectation (over random V) yields the expected disappointment

D† = E(ˆ︁ϑ−
† − ϑ†) = E(b†)− E(g†) = B† − G† (2.2)

at the end of the learning phase. The expected disappointment D† when estimating
ϑ† with ˆ︁ϑ−

† can thus be split into two parts: We are too pessimistic (G† ≥ 0) because
we re-train the final model on L = T ∪ V and too optimistic (B† ≥ 0) because we
have selected m† from (very) many candidates M = {1, . . . , M}. In many practical
situations, we expect |B†| to be noticeably larger than |G†|. This assumption will be
verified empirically in section 4.7.2 in our main simulation study where B† (around
3-4%) was one order of magnitude larger than G† (around 0.2%).
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The most frequent recommendation to alleviate (selection induced) bias is to evaluate
the model ˆ︁f† (again) on an independent final test dataset E (Friedman, Hastie, and
Tibshirani, 2009; Japkowicz and Shah, 2011; Zheng, 2015; Goodfellow, Bengio, and
Courville, 2016; Géron, 2017; Raschka, 2018). Define B∗ and G∗ as the equivalents of
B† and G† in the evaluation study, i.e.

B∗ = EDnE (ˆ︁ϑm∗ − ϑm∗),
G∗ = EDnE (ϑ

+
m∗ − ϑm∗).

Hereby, m∗ ∈ S ⊂ M is the empirically best model from all those selected to be
evaluated and ϑ+

m∗ = ϑ(Am∗(D),D) is the final performance after re-training on all
available data D = L ∪ E . When only a single model is evaluated (S = {m†}),
we will have B∗ = 0 because there is no selection process in the evaluation study.
Moreover, if we leave the model f+† = f† = A†(L) unchanged after the evaluation,
we will also have and G∗ = 0. If we decide to re-train the final model on all available
data D = L ∪ E we can again expect G∗ ≥ 0. This will induce a (slightly) pessimistic
final inference which is justifiable from a model evaluation viewpoint.

While it is advantageous to obtain an unbiased (or slightly pessimistic) performance
estimate for our final model, the perceived disappointment ˆ︁ϑ−

† − ˆ︁ϑ†, i.e. the difference
between (empirical) over-optimistic validation performance ˆ︁ϑ−

† and unbiased test
performance ˆ︁ϑ†, may be large. In this case, we have done everything correctly, i.e.
separated model selection and performance assessment, but yet the end result is
disappointing: The final model does not perform as expected and may (empirically)
not even be not sufficiently good to be implemented in practice. This scenario is
rarely discussed in the literature. Simply starting all over again with the same data,
i.e. evaluating (an) additional model(s) on the test data E , will again introduce overly
optimistic inferences: we would just delay the selection induced bias from validation
to test stage. In sections 2.3.3 and 3, we outline how this dilemma can at least partially
be resolved by choosing a suitable subset of promising models for evaluation, i.e.
before we even instigate the test data. The resulting over-optimism can then be
countered with an adjustment for multiple comparisons in the final testing stage
(Westphal and Brannath, 2019a; Westphal and Brannath, 2019b; Westphal, Zapf, and
Brannath, 2020).

2.3.3 Selection Rules

A major focus in this work is the question how to choose the subset of models to
be investigated in a final evaluation study. In particular, we investigate different
selection rules κ which specify how to choose models for evaluation based on the
learning data L. Formally, we have

κ : ZnL → 2M, L ↦→ S ⊂ M = {1, . . . , M}, (2.3)

whereby Z = X ×Y is the (feature-label) sample space and 2M is the power set of M.
We assume that κ is a measurable mapping. When models are trained on T ⊂ L and
assessed on V = L \ T , the selection rules considered in this work depend usually
only on the validation data V which may be even further reduced to the validation
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similarity matrix

QV =
(︂

s( ˆ︁f−m (xi), yi)
)︂

i=1,...,nV
m=1,...,M

(2.4)

which contains all relevant information regarding ϑ as described by Westphal and
Brannath (2019a) and Westphal, Zapf, and Brannath (2020). The most prominent
recommendation in the literature is to decide for a single model which is then assessed
on the test data. This procedure will be referred to as the default selection rule. In
this work, selection rules are written in italics with further information denoted in
brackets. For instance, within1SE (bAcc) refers to the within1SE rule based on the
balanced (validation) accuracy. We have mainly investigated the following selection
rules and variations thereof:

• default: select the best validation model only, i.e. the model with highest valida-
tion performance,

• within 1 SE: select all models within one standard error of best validation model,
compare section 3.1,

• optimal EFP: select models such that evaluation study yields best expected final
performance (EFP), compare section 3.4,

• oracle: selects the truly best model according to true (either preliminary or final)
performances (this rule only serves as a comparator and cannot be implemented
in practice).

Note that all these procedures define non-randomized (i.e. deterministic) decision
rules. Technically, (2.3) allows the possibility S = ∅ which refers to not conduct any
evaluation study at all (Westphal, Zapf, and Brannath, 2020). This option is however
not a possible outcome for the selection rules employed in this work. This means
that we always go with the best choice (according to some criterion) even when it is
not good in absolute terms. In the real-world we would of course take into account
secondary information such as costs or the overall performance level compared to
our baseline ϑ0. For instance, it would make no sense to conduct a highly costly
evaluation study when its success rate (statistical power) is expected to be very low.
As such real-world concerns are hard to simulate, they are not taken into account for
our numerical experiments (chapter 4).

For discrete performance measures such as classification accuracy, ties regarding
empirical performances may technically lead to problems. For instance, when two
models are tied for the first validation rank, the default rule is not well defined. In
our numerical simulations the standard solution to this problem is to include all
tied models. In effect, we sometimes have S = |S| > 1 selected model even for
the default approach. In real-world applications we could of course use ancillary
information such as model complexity (preferring the simpler model) or any other
relevant criterion not incorporated in the performance measure when we only want
to evaluate a single model on the test data. This is however hard to implement in
numerical simulations. We assume that the initial list M = {1, . . . , M} of candidate
models is ranked such that S = {1, . . . , S}, S ≤ M. This convention has no practical
impact but simplifies the notation.

In the vast majority of our numerical experiments, we have set an upper limit for S,
the number of models selected for evaluation. This upper limit of Smax = ⌊√nE⌉ was
introduced to save computational resources during the extensive simulation studies.
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When more than a single model is selected for evaluation, we will need to conduct
a second, final model selection problem after the evaluation study, compare section
2.4.4.

2.3.4 Other Approaches

There are other model selection criteria not relying on a training-validation split
of any sort. Prominent examples are the Akaike information criterion (AIC) or
Bayesian information criterion (BIC), compare Friedman, Hastie, and Tibshirani
(2009, chapters 7.5, 7.7). The idea of these criteria is to penalize complex models
which limits the danger of overfitting. Complexity is measured by the number
of model parameters which is traded off against the log-likelihood of the model.
Aho, Derryberry, and Peterson (2014, p. 633) argue that from a predictive modelling
perspective the AIC should be the preferred of the two criteria as it is asymptotically
efficient which "is essentially minimized prediction error". While information criteria
are well-studied in regression modelling, their usage seems however not be overly
popular in modern machine learning - although variations for that purpose have been
discussed in the literature (Anders and Korn, 1999). Arlot and Celisse (2010) state
that universality is a benefit of (cross-)validation but lower computational demand is
an advantage of information criteria like AIC and BIC. From the model evaluation
perspective, the use of information criteria for model selection can be criticized as
they are based on the log-likelihood. Firstly, this is a problem for non-probabilistic
models which do (explicitly) involve a likelihood function. Secondly, this makes
information criteria harder to interpret and assess their real-world impact. In contrast,
basing model selection on (estimates of) a relevant performance measure ϑ resolves
this issue and also facilitates the planning of a final evaluation study with regard to
the same performance measure.

2.4 Model Evaluation

2.4.1 Statistical Model

As stated before, we assume that all important properties of our model evaluation
study are prespecified based on the characteristics of the prediction task and the
learning data L observed so far. This includes the performance measure, comparator
and all models to be evaluated. As outlined in section 2.3.3, we assume that models
are selected based on a selection rule κ : L ↦→ S ⊂ M. In particular, all mentioned
specifications need to be carried out independently of the evaluation data E .

We denote by S = {1, . . . , S} ⊂ M = {1, . . . , M} the index set of models selected
for evaluation. Hence, our primary estimation and inference target is the parameter
vector

ϑ = (ϑ1, . . . , ϑS)

whereby ϑm = ϑ( ˆ︁fm,D) is the true performance of the m-th model, compare (1.1).
Note that ϑ is S-dimensional in contrast to ϑ−, the vector of preliminary performances,
which is M-dimensional.

This work focuses on parametric inference. In the most general framework, i.e.
when performance definition (1.1) holds, this leads to a parametric statistical model.
Assuming a test dataset E with n = nE observations which are independent and
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identically distributed (i.i.d.) gives rise to a product model (Q⊗n, Σ⊗n, (P⊗n
θ )θ∈Θ).

Hereby, the sample space Q = (Ds)S consists of all possible realizations of the test
similarity vectors qE , i.e. rows of the test similarity matrix

QE =
(︂

s( ˆ︁fm(xi), yi)
)︂

i=1,...,nE
m=1,...,S

. (2.5)

In case the risk/loss viewpoint is adopted, the similarity measure s in (2.5) has to
be replaced by the loss function l . The domain Ds depends on the prediction task
and performance measure ϑ induced by s. For binary classification and performance
measure accuracy, the most prominent case in this thesis, we have Ds = {0, 1}
and the σ-algebra Σ = 2Q is the power set of Q. In the continuous case, we have
Ds ⊂ R and Σ = B(RS)|Q = {B ∩ Q : B ∈ B(RS)} is the Borel algebra B(RS)
restricted to Ds. For instance, we have Dl = R≥0 for the risk measures MSE or
MAE as the loss l(ˆ︁y, y) is non-negative in both cases. The product model may be
reduced by sufficiency to a simpler model. For instance, the multivariate normal
model which is used throughout this work and introduced in the next section can be
motivated this way by considering the sample mean ˆ︁ϑ which is a sufficient statistic
for ϑ. Note that the probability measure Pθ is parametrized by θ. We assume that the
performance vector ϑ = ϑ(θ) can be derived via a deterministic mapping from θ. For
instance, we have θ = (ϑ, Σ) in the multivariate normal model. In other settings, the
connection between θ and ϑ not that simple, e.g. in the multivariate Beta-binomial
model in section 3.2 where ϑ = Hθ for a fixed matrix H. Strictly speaking, we should
distinguish the parameter spaces Θθ ∋ θ and Θϑ ∋ ϑ. However, we will usually use
the imprecise notation Θ for both cases.

2.4.2 Frequentist Inference

As described in section 1, we connect model evaluation to parameter estimation and
hypothesis testing. While the former can be related to performance assessment and
uncertainty quantification, the latter can be employed for decision making. This can
also be seen from a quality control or regulation perspective, compare section 1.2.2.

Besides the Bayesian approach laid out by Westphal (2020) and chapter 3.2, we focus
on (approximate) frequentist inference in this thesis. For the most part, we work
under a multivariate normal model Pθ = (NS(ϑ, Σ))θ=(ϑ,Σ). That is to say, we assume
an estimator

ˆ︁ϑ = (ˆ︁ϑ1, . . . , ˆ︁ϑS)

for ϑ is available which follows an (either exact but) usually approximate normal
distribution, i.e.

ˆ︁ϑ ·∼ NS(ϑ, Σ). (2.6)

Furthermore a consistent estimator ˆ︁Σ for the covariance matrix Σ is needed. The main
reason to employ an approximate normal model is universality: (2.6) holds when the
performance measure ϑ is of standard form (1.1) and used in conjunction with the
empirical performance estimator (sample mean) (1.2) due to the multivariate central
limit theorem (Westphal and Brannath, 2019a). In this case, a consistent covariance
estimator is available as the sample covariance matrix of the similarity matrix (2.5)
divided by the sample size n = nE .
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We are primarily interested in the question if any of the trained models provides
a higher performance than the baseline ϑ0. We relate this to the system of (null)
hypotheses

HS = {Hm : ϑm ≤ ϑ0, m ∈ S} (2.7)

(called H∗ by Westphal and Brannath (2019a)). In particular, the global null GS = ∩m∈S Hm
is of interest. The global null is rejected when at least one individual Hm can be re-
jected. In this case, we would conclude that at least one model performs sufficiently
well. We usually focus on one-sided hypotheses in this work. The adaptation to
two-sided hypotheses is straightforward. Moreover, (2.7) can also be adapted to a
so-called non-inferiority design by considering

Hm : ϑm ≤ ϑ0 + δ.

The non-inferiority parameter δ ≤ 0 controls how much worse than the comparator
ϑ0 a new model may be to still be considered sufficiently good. A common reason
to sacrifice performance are for instance lower operational (monetary) costs, e.g.
if human experts can (at least partially) be replaced by an automated prediction
workflow. If δ = 0, we have the usual superiority setting. If ϑ0 ∈ R is a fixed
threshold, the parameter δ becomes pointless, as one could equivalently replace ϑ0
by ϑ′

0 = ϑ0 + δ. A variation of (2.7), the so-called co-primary endpoint analysis, is
described in section 3.3.

Westphal and Brannath (2019a) give an introduction to multiple testing terminology.
A more comprehensive overview is for instance provided by Dickhaus (2014). Here
we just define the most important quantities for later reference. A statistical test ϕ is a
measurable mapping

ϕ = (ϕ1, . . . , ϕS) : QE ↦→ {0, 1}S

A hypothesis Hm is rejected if and only if ϕm = 1. In case any null Hm and thus also
GS is rejected, we declare the models m ∈ P = {m ∈ S : ϕm = 1} as positively
evaluated. The connection to the extended hypothesis system HM is explained in
section 3.1. The standard frequentist approach to construct ϕ is based on test statistics

Tm =
ˆ︁ϑm − ϑ0

ˆ︁se(ˆ︁ϑm)
, m ∈ S , (2.8)

and to define ϕm = 1 ⇔ Tm > cα for a critical value cα. The risk measure we are
primarily interested in is the family-wise error rate (FWER) defined as

FWERϑ(ϕ) = Pϑ

(︄
⋃︂

m∈S0

{ϕm = 1}
)︄

.

S0 = S0(ϑ, ϑ0) ⊂ S denotes the subset of true null hypotheses. Note that we have
FWERϑ(ϕ) = P(∅) = 0 in the case if S0 = ∅. We say that ϕ strongly controls the
FWER when

∀ϑ ∈ Θ : FWERϑ(ϕ) ≤ α (2.9)
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whereby α ∈ (0, 1) is the significance level. Approximate or asymptotic strong
control of the FWER is given when (2.9) holds only asymptotically as n → ∞. For
an assessment of the type II error, we consider the (disjunctive) power of ϕ which is
defined as

Powerϑ(ϕ) = Pϑ

(︄
⋃︂

m∈S1

{ϕm = 1}
)︄

whereby S1 = S \ S0. Generally, FWER and power may also depend on other
(nuisance) parameters such as the covariance matrix Σ in the multivariate normal
model. This is suppressed in the above notation to stay in line with the manuscripts
in part II. Many other type I and type II error rates have been defined in the multiple
testing literature which are not considered in this work, compare Dickhaus (2014)
and Porter (2017).

2.4.3 Bayesian Analysis

For the most part, we will adhere to the frequentist paradigm in this work. An excep-
tion is the Bayesian model introduced by Westphal (2020) and the subset selection
procedure by Westphal, Zapf, and Brannath (2020). As a preparation, we give a brief
overview over important definitions and terminology in the following. Hereby, we
closely follow Berger (2013, chapter 1, 4), with some slight notational modifications.
A more technical treatment of fundamental concepts is given by Liese and Miescke
(2008).

In the Bayesian paradigm, we assume a statistical model (X , Σ, (Pθ)θ∈Θ) to hold,
similar as described in section 2.4.1. For the random variable we use the generic
notation X in this section. X may be vector valued and has realizations x in the
sample space X . We assume that each member of the family Pθ has a probability
density function (PDF) or probability mass function (PMF) depending on whether we
have a continuous or discrete outcome. We will use the notation p(x | θ) in both cases.
The parameter θ may also be vector valued. Besides the PDF/PMF p(x | θ) which
describes the distribution of the data x given the parameter θ, a prior distribution π(θ)
for θ is defined. π(θ) has also a PDF/PMF defined on the parameter space Θ. Note
that we use the notations π(θ) and π(θ | x) to denote the probability distributions and
the according PDF/PMF, as we have a one-to-one correspondence between the two
in a parametric model. In this work, we only consider the case where π(θ) belongs to
a parametric family as well, such that π(θ) = π(θ | γ) for a (prior) parameter γ ∈ Γ.
In the notation of Westphal (2020), the prior and posterior (distribution/density) are
simply denoted by π and π∗, respectively. In this work, we will denote updated
(posterior) parameters γ⋆ to avoid confusion with the final selected model m∗ in the
model evaluation context.

One fundamental goal of Bayesian statistics can be framed as to derive the posterior
distribution π(θ | x), based on π(θ) and x. In other words, we aim to connect the pre-
experimental knowledge π(θ) and the observed data x to form our post-experimental
knowledge π(θ | x) under our assumed model p(x | θ). The general answer to this
problem is given by Bayes’ theorem which (in the continuous case) reads as

π(θ | x, γ) =
p(x | θ) π(θ | γ)∫︁

Θ p(x | θ) π(θ | γ)dθ
. (2.10)
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When Θ is discrete the integral in the denominator has to be replaced by a corre-
sponding sum. As the denominator in (2.10) only serves as a normalizing constant, it
is often omitted and the equality is replaced by the following proportionality

π(θ | x, γ) ∝ p(x | θ) π(θ | γ).

Let us consider the following example. A common Bayesian model for the analysis
of a single proportion θ is the (univariate) Beta-binomial model. In this case we
have θ ∈ Θ = (0, 1). In the experiment we observe the random variable X which
denotes the number of positive events. We assume X ∼ p(x | θ) ≡ Bin(n, θ), i.e.
x ∈ X = {0, 1, . . . , n} and

P(X = x | θ) = p(x | θ) =

(︃
n
x

)︃
θx(1 − θ)n−x.

The prior distribution (density) for θ is assumed to be π(θ | α, β) ≡ Beta(α, β) with
shape parameters α, β ≥ 0, i.e.

π(θ | α, β) =
θα−1(1 − θ)β−1

B(α, β)

where the normalizing constant is B(α, β) =
∫︁ 1

0 θα−1(1 − θ)β−1dθ. Hereby, B is the
Beta function. Application of (2.10) and a few transformations yield the posterior

π(θ|x, α, β) =
θα+x−1(1 − θ)β+n−x−1

B(α + x, β + n − x)

i.e. π(θ|x, α, β) ≡ Beta(α + x, β + n − x). In this model, the prior and posterior
distribution are called conjugate because they belong to the same parametric family.
We also say that π(θ) is the conjugate prior for π(θ | x). This univariate Beta-binomial
model was generalized by Westphal (2020) to the multivariate case, compare section
3.2.

Based on the posterior distribution we can tackle common problems such as (point)
estimation or hypothesis testing. For this purpose, we need to define a loss function

L(a, θ) ≥ −K > −∞ (2.11)

where a ∈ A is an action from the action space A. For instance, for point estimation
we usually have the action space A = Θ and for (univariate) hypothesis testing we
have A = {0, 1}. A decision rule κ : x ↦→ a maps the observed data to an action. In
an estimation problem, κ is called estimator and an action a is an estimate. The risk
of a decision rule is given as

R(κ, θ) = Ep(x|θ)L(κ(X), θ)

which is a function of θ. The Bayes risk (or average risk) is defined as

r(κ, π(θ)) = Eπ(θ)R(κ, θ) ∈ R, (2.12)
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i.e. the expected risk regarding to the prior distribution π(θ). Finally, we define the
posterior expected loss of a specific action a ∈ A as

ρ(a, π(θ | x)) = Eπ(θ | x)L(a, θ), (2.13)

the expected loss with regard to the posterior distribution π(θ | x). A generic goal of
Bayesian decision theory is to find a Bayes rule, i.e. a minimizer of the Bayes risk r.
Construction of such rules may not always be easy. However, Berger (2013, p. 159)
outline a principled strategy to achieve this: To find a Bayes rule (minimizer of r), we
need to find a Bayes action (minimizer of ρ) for the observed data x.

Proposition 2 (Result 1 from Berger, 2013) A Bayes rule, i.e. a minimizer of (2.12), can
be found by choosing, for each x such that m(x) =

∫︁
Θ p(x | θ)π(θ)dθ > 0, an action

which minimizes the posterior expected loss (2.13). The rule can be defined arbitrarily when
m(x) = 0.

This result is a consequence of Fubini’s theorem which allows to interchange the
order of integration for the involved expectations. This derivation only works under
the assumption of a bounded loss, compare (2.11), and a proper prior distribution, i.e.
when

∫︁
Θ π(θ)dθ = 1. We will make use of this result in section 3.4.3. Berger (2013,

p. 160) states that "even when π is improper, however, it will often make sense to
minimize the posterior expected loss".

For instance, we may seek to find a point estimator ˆ︁θ for θ with minimal mean squared
error MSE = Eπ(θ)(ˆ︁θ − θ)2 under the prior π(θ). According to the result which we
just stated, ˆ︁θ can be obtained as the Bayes action (Bayes estimate in this case) for the
observed data x, i.e.

ˆ︁θ = argmina∈Θ Eπ(θ | x)(a − θ)2

which turns out to be the posterior mean, i.e. ˆ︁θ = Eπ(θ | x)θ, compare Held and Bové
(2013, Result 6.3).

The above concepts and the correspondence between Bayes action and Bayes rule
were employed by Westphal, Zapf, and Brannath (2020) to optimally choose the subset
of prediction models to evaluate on the test data, compare section 3.4. Moreover,
Westphal (2020) used this general principle (implicitly) to construct credible regions
for multiple proportions. A credible region (CR) is defined as an interval CR1−α ⊂ Θ
containing θ with (posterior) probability 1 − α, i.e.

Pπ(θ | x)(θ ∈ CR1−α) = 1 − α,

compare section 3.2.

2.4.4 Final Model Selection

When a single model is selected for evaluation, the only decision left in the evaluation
study is whether this model should be positively evaluated (ϕ = 1), compare section
2.4.2. However, we propose that multiple promising models should be assessed
simultaneously and hence more than one could be found to satisfy the performance
requirements. In this case, a final model selection needs to be conducted based on the
test data.
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Liese and Miescke (2008, chapter 9.2) refer to this as a point selection problem. The
most obvious approach is to base the final model selection on a sufficient statistic
of the performance ϑ, e.g. the sample mean ˆ︁ϑ. This is called natural selection rule
by Liese and Miescke (2008). This selection rule has several optimality properties,
such as being a Bayes rule, minimax and admissible under certain assumptions (e.g.
regarding the employed loss function) (Liese and Miescke, 2008, Theorem 9.31). In
all numerical experiments in this work (chapter 4) we have employed a (slightly)
different final selection rule. We choose the final model m∗ according to the test
statistics, i.e. via

m∗ = m∗(E) = argmaxm∈S Tm

whereby Tm is defined as in (2.8). For binomial proportions, we have

ˆ︁ϑm > ˆ︁ϑk ⇔ Tm > Tk, (2.14)

for all indices m, k ∈ S , compare Westphal and Brannath (2019a). This implies that
the final model selection according to the largest ˆ︁ϑ or T is equivalent for binomial
proportions. This may however not be the case in other statistical models, i.e. (2.14)
does not necessarily hold. The main reason to select the final model according to
the largest test statistic is that the final model is then guaranteed to be positively
evaluated, i.e. m∗ ∈ P = {m ∈ S : ϕm = 1}, given that P ̸= ∅. For the natural
selection rule, this is not necessarily true. So we could theoretically run into the
situation that for, say, S = {1, 2} we have ϕ1 = 1 because T1 = maxmTm > cα and
ϕ2 = 0 because T2 < cα. Nevertheless, it might be that ˆ︁ϑ2 > ˆ︁ϑ1 and hence m∗ = 2 /∈ P
if the natural selection rule is employed. This kind of contradictory evaluation
result can be prevented by restricting the final model selection to P by any suitable
rule which can be seen as a case of selection after inference. As pointed out above,
this hypothetical issue is of no concern for the performance measure classification
accuracy. Adjustments for the co-primary endpoint setting are discussed in section
3.3 and by Westphal, Zapf, and Brannath (2020).

2.5 Essential Assumptions

This section provides a recap of all assumptions made so far. Unless mentioned
otherwise, all theoretical considerations and numerical experiments are conducted
under these assumptions, if applicable.

(A1) The feature-label pair (X, Y) is assumed to be a random variable with unknown
joint probability distribution D = D(X,Y). The available observations are real-
izations (x, y) ∈ X ×Y of (X, Y).

(A2) The learning dataset L ∼ DnL is an i.i.d. sample with nL observations.

(A3) In the learning phase, preliminary candidate models ˆ︁f−m = Am(T ), m ∈ M =
{1, . . . , M}, are initially trained on the training data T ⊂ L and compared on
the validation data V = L \ T (simple hold-out validation).

(A4) All defining properties of the evaluation study are defined before the test data
E , or equivalently the test similarity matrix QE defined in (2.5), is investigated.
This includes the following:
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• the performance measure ϑ which is often induced by a similarity measure
s(ˆ︁y, y) via (1.1), compare section 2.1.1,

• the baseline performance ϑ0, i.e. either the unknown performance of a
comparator ˆ︁f0 or a fixed threshold ϑ0 ∈ R, compare section 2.1.2,

• practical requirements of the task, not incorporated in the performance
measure, e.g. model interpretability, compare section 1.2.7,

• the selection of models S ⊂ M to be evaluated (usually chosen by a
selection rule κ : L ↦→ S) whereby M = {1, . . . , M} is the set of all
(feasible) initial candidate models, compare section 2.3,

• the statistical analysis, i.e. a specification which risk shall be controlled
by which means. In this work, we primarily consider an analysis with
approximate strong FWER control which only leaves the significance level
α and the (multiple) test procedure to be chosen, compare section 2.4.2.

(A5) The selected models S ⊂ M are re-trained on all available data L, i.e. ˆ︁fm = Am(L),
m ∈ S , are the models to be evaluated.

(A6) The evaluation dataset E ∼ DnL is an i.i.d. sample with nE observations (and
distinct from L).

(A7) For the application of the maxT-approach, we assume that an approximate
multivariate normal estimator ˆ︁ϑ ·∼ N (ϑ, Σ) is available, compare section 2.4.
Additionally, a consistent estimator ˆ︁Σ of the covariance matrix Σ is needed.
(Alternatively, another (exact) statistical model may be employed. An example
of a Bayesian model is given in section 3.2.)

Strictly speaking, the assumption (A2) is only needed for the results obtained for the
optimal EFP selection rule, compare section 3.4.3. While dropping this assumption
will naturally result in worse models and a worse selection, the evaluation study
based on the test data would be unaffected, e.g. with regard to control of the FWER.
A practically relevant example where this condition is not met, is when the training
data is ’enriched’ e.g. with augmented observations such as cropped or rotated
images (Shorten and Khoshgoftaar, 2019). Clearly (A2) will not hold in this case but
such a strategy may still be helpful for the model development process. As we have
remarked previously, assumption (A3) can be modified in the sense that we might
choose to base our model selection on other approaches such as cross-validation, other
resampling techniques or information criteria, compare section 2.3. Assumption (A5)
may theoretically be dropped: we may not re-train the selected models m ∈ S to safe
computational resources thereby sacrificing a (small) performance improvement (on
average). The optimal EFP selection rule is developed under additional assumptions
outlined in section 3.4.
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Chapter 3

Theoretical Results

3.1 Evaluation of Multiple Prediction Models

A major goal in this work is a comparison of different selection rules

κ : L ↦→ S ,

i.e. data-driven rules that give an answer to the question which of the initial candidate
models M = {1, . . . , M} ⊃ S to evaluate based on the learning data L, compare
section 2.3.3. The selection rules considered in this thesis usually only depend on the
(holdout) validation similarity matrix (2.4), i.e. κ : QV ↦→ S . To allow a reasonable
comparison between different selection rules, Westphal and Brannath (2019a) connect
the model selection phase and the hypothesis testing conducted based on the test
data by introducing the extended hypotheses system

H = HM = {Hm : ϑm ≤ ϑ0, m ∈ M}. (3.1)

Hereby, ϑm = ϑ( ˆ︁fm,D) is the performance of the m-th prediction model ˆ︁fm = Am(L),
trained on the learning data L, compare (1.1). To link a test decision for the system
(2.7) (HS ) and system (3.1) (HM) we make use of the following definition (Westphal
and Brannath, 2019a).

Definition 1 (Evaluation strategy) Let κ : L ↦→ S be a subset selection rule and
(ϕS )S⊂M a family of statistical tests ϕ : E → {0, 1}S for HS, S ⊂ M. An evaluation
strategy is a statistical test for H and defined as

ψ : ZnV ×ZnE → {0, 1}M, D = (L, E) ↦→ ψ = (ψ1, . . . , ψM)

whereby the m-th test decision is defined as

ψm(D) =

{︄
0 if m /∈ κ(L),
ϕ

κ(L)
m (E) if m ∈ κ(L).

Hereby, Z = X × Y is the feature-label space. This definition formalizes "what is
implicitly done in practice, namely to namely to ‘spend’ all of the significance level on
the evaluation of the selected model(s) and neglect all other models" (Westphal and
Brannath, 2019a, p. 3). Note that the test ϕ usually only depends on the test similarity
matrix QE which is a deterministic transformation of E given the trained models ˆ︁fm
are deterministic, compare (2.5).
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Proposition 3 (Extended test) Let κ : L ↦→ S be any selection rule and (ϕS )S⊂M a
family of statistical tests such that ϕS strongly controls the FWER as a test for HS . Then, the
evaluation strategy ψ = (κ,ϕ) strongly controls the FWER for H.

PROOF We have (conditional on L) ∀ϑ ∈ Θ and for all possible subsets S ⊂ M that

e(ψ | ϑ,S) = Pϑ

(︂ ⋃︂

m∈M0

{ψm = 1}
⃓⃓
⃓ κ(L) = S

)︂

= Pϑ

(︂ ⋃︂

m∈S0

{ϕS
m = 1}

)︂
= FWERϑ(ϕ

S ) ≤ α.

Hereby, S0 = S ∩M0 ⊂ M0 is the set of true and selected null hypotheses. Moreover
we have ψm = ϕm, m ∈ S0, and ψm = 0, m ∈ M0 \ S0 by definition 1. Drawing
the learning data L ∼ DnL induces a probability distribution on the space Θ × 2M

with elements (ϑ,S), i.e. the true performances ϑm and the selected subset S . Both
depend on L via ϑ = (ϑ(Am(L),D))m∈M and S = κ(L) and are independent of E .
The overall FWER can thus be written as

FWER(ψ) = EDnL

(︂
e(ψ | ϑ,S)

)︂
≤ EDnL

(︂
α
)︂
≤ α.

This concludes the proof. �

The notation ψ = (κ,ϕ) was employed by Westphal and Brannath (2019a) (where
κ was denoted as r). In the remainder of this work, we will usually not explicitly
distinguish between the raw and extended test notationally and only use the symbol
ϕ. We already remarked in section 2.4.2 that the FWER would be indexed by θ
rather than by ϑ in a more accurate notation. We assume that the model indices
m = 1, . . . , M are sorted such that S = {1, . . . , S}, S ≤ M, to simplify the notation,
compare section 2.3.3. Note that the extended test can expected to be conservative
due to the simplistic construction in definition 1. For the most part, this will be
confirmed in our numerical experiments in section 4. However, in a few cases, this
strict adjustment is necessary. Roughly speaking, these are the scenarios were a lot
of the considered algorithms Am are capable to learn a model with similar (high)
performance and many of these models are likely to be selected by the selection rule
κ.

Westphal and Brannath (2019a) and Westphal and Brannath (2019b) focus their at-
tention on the within 1 SE rule. This (heuristic) rule is motivated by the simple
observation that simply following the default rule, i.e. to select only the empirically
best validation model for evaluation, may be suboptimal. If we strictly follow the
default rule, a potentially very small advantage in validation performance is enough
to favour one model over another. By selecting multiple promising models for evalua-
tion, we acknowledge selection uncertainty and aim to utilize the test data to improve
our final model selection.

As a widely applicable statistical test we employ an approximate simultaneous test
procedure adapted from Hothorn, Bretz, and Westfall (2008), the so-called maxT-
approach or projection method (Dickhaus, 2014). This approach is universal because
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it is applicable when the performance is defined as the expected similarity of pre-
dictions and labels, i.e. according to (1.1). It relies on the asymptotic multivariate
normality of the estimator ˆ︁ϑ for ϑ. In the simplest case, ˆ︁ϑ is a vector of sample
means. A major benefit of this procedure is that the correlation structure ˆ︁R of model
predictions is incorporated in the multiplicity adjustment. The simultaneous critical
value cα (to be compared to all test statistics Tm) is calculated as a suitable quantile
of the distribution P(maxm∈S Tm) under the global null ϑ0 and given ˆ︁R, hence the
name of the procedure. The details are outlined by Westphal and Brannath (2019a,
section 2.2). As a consequence, if highly similar models are assessed, the test is more
powerful than e.g. a simple Bonferroni correction that does not take into account the
correlation structure. The main disadvantage of the maxT-approach are inflations of
the type I error when sample sizes are small, at least under unfavourable parameter
configurations, compare section 4.

Besides statistical testing we are of course also interested in point estimation of
performances ϑ. In particular we are interested in an estimate for the performance
of the empirically best model m∗ = argmaxm∈S ˆ︁ϑm in the evaluation study where ˆ︁ϑm

is (usually) the sample mean similarity. We also refer to ˆ︁ϑm∗ as the naive estimate
because we know that it will be upward biased, i.e. too optimistic, when S > 1,
compare section 2.3.1. To overcome this issue, Westphal and Brannath (2019a) have
employed a median-conservative estimator ˜︁ϑ∗. This corrected estimator can be readily
obtained via the maxT-approach by calculating a lower simultaneous confidence
region for ϑ for the confidence level α = 0.5 (Westphal and Brannath, 2019a).

3.2 A Multivariate Beta-Binomial Model

In this section, we describe the construction of a multivariate Beta (mBeta) distribution
due to Westphal (2020), adding a few additional details. The motivation for this
work was the goal to overcome the limitations of the approximate multivariate
normal model which we otherwise employ in this thesis (Westphal and Brannath,
2019a; Westphal and Brannath, 2019b; Westphal, Zapf, and Brannath, 2020). For
the analysis of multiple proportions (Acc, Se, Sp) with a limited sample size n, the
two main limitation are (a) type I error rate inflations and (b) confidence intervals
which may lie outside the parameter space, i.e. the unit cube. Moreover, the Bayesian
model presented in this section can incorporate prior knowledge to the inference
task (Westphal, 2020). In the machine learning context, we usually have some prior
knowledge in form of performance estimates obtained before the evaluation study
via a hold-out dataset or cross-validation.

3.2.1 Multivariate Beta Distribution

Let us consider the situation that S binary classifiers are assessed on the same dataset
regarding the performance measure classification accuracy

ϑm = Accm = PD( ˆ︁fm(X) = Y).

The similarity matrix Q = QE then consists of n = nE binary row vectors Qi: =
(qi1, . . . , qiS), i = 1, . . . , n, with entries

qim = 1( ˆ︁fm(xi) = yi).
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While we assume independent observations (rows of Q) the predictions of different
models (columns of Q) may be correlated, e.g. because they were trained by similar
learning algorithms. A very extensive modelling approach is to see all 2S possible
outcomes q ∈ {0, 1}S (rows of Q) as individual events q1, . . . , q2S . Then we can define
the counting variable D with Dk = ∑n

i=1 1(Qi: = qk). This means that Dk counts how
many rows Qi: of Q are equal to the event qk. Because these events are distinct and
cover the whole sample space one may assume a multinomial (MN) model

D ∼ MN(n, ϖ)

with ϖ ∈ Π = {ϖ ∈ (0, 1)2S
: ||ϖ||1 = 1} (Westphal (2020) denotes ϖ as p). The

corresponding likelihood is given by

p(d | n, ϖ) =
Γ(n + 1)

∏k Γ(dk + 1)

2S

∏
k=1

ϖdk
k

with n = ||d||1. Γ denotes the gamma function, i.e. for integers d we have Γ(d + 1) =
d!. An established Bayesian approach to encapsulate the multinomial (likelihood)
model is the so-called Dirichlet-multinomial model which assumes a Dirichlet prior

ϖ ∼ Dir(γ)

with concentration parameter γ ∈ R2S

+ and density

π(ϖ | γ) =
Γ(ν)

∏k Γ(γk)

2S

∏
k=1

ϖ
γk−1
k

whereby ν = ||γ||1. An in-depth treatment of the Dirichlet distribution is provided
by Ng, Tian, and Tang (2011). Finally, Bayes theorem (omitting the normalization
factor, compare section 2.4.3) yields

π(ϖ | d, γ) ∝
2S

∏
k=1

ϖ
(γk+dk−1)
k

which implies that the posterior distribution is again Dirichlet, i.e.

ϖ | d ∼ Dir(γ + d).

The parameters of interest ϑm can then be derived via a simple linear transform

ϑ = Hϖ.

Hereby, the transformation matrix H = H(S) ∈ {0, 1}S×2S
is designed such that the

correct elements of ϖ are added up, compare Westphal (2020, definition 1). This con-
struction is adopted from Olkin and Trikalinos (2015) who considered this approach
in the bivariate case. By convention, we write ϑ ∼ mBeta(γ). The posterior distri-
bution is then given by ϑ | d ∼ mBeta(γ + d) due to the correspondence between
(2S-dimensional) Dirichlet and (S-dimensional) mBeta distribution (Westphal, 2020,
proposition 4). As a general rule we will denote (updated) posterior parameters with
a star (⋆), e.g. γ⋆ = γ + d in the above mentioned case.
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For a given prior sample size ν, mean vector µ and correlation matrix R, a corre-
sponding concentration parameter γ can be found as the solution of a linear program.
While uniqueness of the solution can be enforced by imposing additional constrains
the existence is in general not guaranteed (Westphal, 2020, proposition 2). For the
situations we investigate, namely a uniform prior and a prior based on previous
experimental data, the existence is however ensured. This extensive approach has
limitations as it becomes infeasible for dimensions (number of models) S much larger
than 10 because the number of parameters, 2S, increases exponentially in S. Westphal
(2020) therefore propose a reduced mBeta representation

mBetar(ν, A)

which depends only on the concentration parameter ν and the symmetric first-
and second order (mixed) moment matrix A = H diag(γ)H⊤ and thus only has
1 + m(m + 1)/2 parameters. Even when the complete vector γ is not known, we can
update the prior parameters (ν, A) correctly in a Bayesian fashion to

ν⋆ = ν + n, A⋆ = A + U.

to obtain the reduced representation mBetar(ν⋆, A⋆) of the posterior distribution. The
(S × S)-update matrix U = U(QE ) consists of counts of common correct predictions
umk ∈ {0, 1, . . . , nE} of models m, k ∈ S based on the observed data QE , compare
Westphal (2020, proposition 4).

3.2.2 Statistical Inference

Westphal (2020) outlined three ways to derive (equi-tailed) credible regions for ϑ, i.e.
a region CR1−α ⊂ Θ which satisfies

Pπ⋆(ϑ ∈ CR1−α) = 1 − α.

All are based on different approximations of the posterior distribution

π⋆ = π(ϑ | d) ≡ mBeta(γ⋆), γ⋆ = γ + d.

The obvious extensive approach is based on the underlying Dirichlet distribution as
outlined in the last section. Hereby, we draw nr observations ϖ from the Dirichlet
posterior Dir(γ⋆) and transform the posterior sample to a sample for ϑ = Hϖ. A
credible region can then be obtained by finding boundaries such that (1 − α)100% of
data points in the posterior sample are covered. These boundaries are obtained as ˜︁α/2
and 1 − ˜︁α/2 quantiles of the marginal Beta distributions (or as empirical quantiles of
the posterior sample).

Additionally, Westphal (2020, section 3) outlines two approximate procedures. The
first one connects the marginal Beta posterior distributions with a Gaussian copula
model which is based on the posterior correlation matrix. The normal approximate
approach is more crude as it relies on a multivariate normal approximation of the
posterior. In contrast to the extensive approach, the copula and (normal) approximate
procedure only depend on the reduced parametrisation (ν⋆, A⋆) and is thus feasible
in high-dimensional settings. In both cases (copula and approximate approach) a
critical value cα is obtained similarly to the frequentist version of the maxT-approach,
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this time depending on the posterior correlation matrix R⋆ (Westphal, 2020). The nu-
merical comparison of all approaches performed by Westphal (2020) are summarized
in section 4.5.

The mBeta-binomial model can also be employed for decision making (Westphal,
2020, section 6.2). For that matter, we define the test

ϕCR = (1(ϑ0 /∈ CRm
1−α))m=1,...,S . (3.2)

From a decision theoretic viewpoint, this is a non-conventional approach because
ϕCR is not derived as the minimizer of the (posterior) expected loss Eπ⋆L(ϕ, ϑ) for
some loss function L. As Westphal (2020, section 6.2) outlines, it can be rather seen as
a ’constrained Bayes test’ because it maximizes the (posterior) expected rate of true
positive decisions given that the (posterior) expected rate of false positive decisions
is bounded by α. This approach is thus very reminiscent of the frequentist paradigm
where we usually aim to maximize statistical power given a bounded FWER. The
main and essential difference is the possible incorporation of prior knowledge. This
may also lead to notability different small sample size behaviour, depending on the
assumed prior distribution. This is illustrated in a small numerical study in section
4.6.2 concerned with the co-primary endpoint setting which is outlined in more detail
in section 3.3.2.

3.2.3 Prior Specification

As a vague prior, expressing no directional prior knowledge, we have primarily
employed the uniform distribution over the unit cube (Westphal, 2020). The corre-
sponding prior parameter is γ = (1, . . . , 1) · 21−S. We have not compared this prior
systematically to other possible vague prior specifications. Considerations for an
objective prior for the Dirichlet-multinomial model may prove helpful to tackle this
task in the future (Alvares, Armero, and Forte, 2018).

The prior distribution can also be constructed from previous experimental data,
e.g. the hold-out validation data V in the machine learning context. In the full
parametrisation this amounts to the concentration parameter γ = dV = d(QV ) based
on the validation similarity matrix QV , compare (2.4). We will employ a similar
approach in a small numerical study in section 4.6.2.

3.3 Co-primary Endpoint Analysis

Recall from section 2.4.2 that the goal of a model evaluation study can be phrased
to show that at least one of the selected candidate models m ∈ S has a sufficiently
high performance. We translate this goal to hypothesis system (2.7). The relation to
the extended hypothesis system (3.1) was discussed in section 3.1. For performance
measures which adhere to (1.1), i.e. are defined as the expected similarity s(ˆ︁y, y)
between predictions and true labels, we have utilized a universal frequentist infer-
ence procedure, the maxT-approach (Westphal and Brannath, 2019a; Westphal and
Brannath, 2019b), compare section 3.1.

In this section we will focus on a more difficult scenario. We are interested not only
in the overall accuracy Acc but rather in sensitivity and specificity, i.e. accuracy
in the positive (Y = 1) and negative class (Y = 0) sub-populations (e.g. diseased
and healthy in the medical testing context). We therefore consider the composed
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performance measure θ = (Se, Sp) with

Se = P( ˆ︁f (X) = 1 |Y = 1),

Sp = P( ˆ︁f (X) = 0 |Y = 0).

The so-called co-primary endpoint analysis in diagnostic accuracy trials is designed
to show for at least one model m ∈ S that

τm = min(Sem, Spm) ≥ τ0.

The corresponding hypothesis system we are interested in then reads as

HS = {Hm : τm ≤ τ0, m ∈ S}.

So far we have (implicitly) assumed that the same benchmark τ0 is applicable for both,
sensitivity and specificity. This may be relaxed by defining τ = min(Se, Sp+∆0).
The parameter ∆0 = Se0 − Sp0 then expresses which of the two parameters we deem
more important for a specific target application. For simplicity, we will restrict our
attention to ∆0 = 0 in the following.

3.3.1 Frequentist Approach

The frequentist approach which builds on the maxT-approach by Hothorn, Bretz, and
Westfall (2008) was outlined in detail by Westphal, Zapf, and Brannath (2020). The
main idea of this procure is to reduce the problem to the single endpoint equivalent,
i.e. hypothesis system (2.7). This is achieved by conditioning on indicator variables
bm = 1(∆Se

m < ∆Sp
m ) which show for each dimension (model) m which of the two

effects, ∆Se
m = Sem − Se0 or ∆Sp

m = Spm − Sp0, is smaller. Since these indicators
are unknown in practice, both test statistics (TSe

m and TSp
m ) have to be larger than

a critical value cα in order to reject the null hypothesis Hm. The critical value is
calculated based based on an estimated configuration ˆ︁b and the two individual
empirical correlation matrices ˆ︁RSe and ˆ︁RSp. This procedure is shown to strongly
control the FWER asymptotically as n → ∞ (Westphal, Zapf, and Brannath, 2020).

3.3.2 Bayesian Approach

The multivariate Beta-binomial model can be adopted for the co-primary endpoint
analysis. We can apply such a model for both endpoints independently and obtain
the posterior distributions

Se | dSe ∼ π(Se | dSe) ≡ mBeta(γSe ⋆)

Sp | dSp ∼ π(Sp | dSp) ≡ mBeta(γSp ⋆)

with γ⋆ being the updated concentration parameter γ⋆ = γ+d. The counts dSe = d(QSe
E )

and dSp = d(QSp
E ) are derived from the observed test similarity matrices QSe

E and QSp
E ,

compare (2.5) and section 3.2.1. In practice we often rather work with the reduced
representation of the mBeta distribution such that mBeta(γ⋆) would be replaced with
mBetar(ν⋆, A⋆).
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Assuming independence of Se and Sp, we can now generate two (nr × S) posterior
samples for Se and Sp where nr is the number of posterior draws. We have chosen
nr = 10, 000 for all numerical experiments presented in this work. These two samples
can then be combined by taking the entry-wise minima. This gives us a (nr × S)
posterior sample of τ = (min(Sem, Spm))m=1,...,S. We process this sample as described
by Westphal (2020) and in section 3.2 for the single endpoint case: we calculate ˜︁α/2
and 1 − ˜︁α/2 quantiles of the marginal distributions and tune ˜︁α ≤ α via numerical
root finding such that overall (1 − α)100% of data points are covered. Since τ does
not have Beta marginal distributions, these quantiles have to be found empirically
from the posterior sample. This procedure allows us to find a credible region for τ
and thus also a statistical test via (3.2).

In figure 3.1, we illustrate the posterior distribution of τ = min(Se, Sp) for a
trivariate example. Hereby, the posterior expected values of Se and Sp are µSe ⋆ =
(0.85, 0.80, 0.75) and µSp ⋆ = (0.65, 0.75, 0.85), respectively. The posterior concentra-
tion parameters (sample sizes) are νSe ⋆ = 25 and νSp ⋆ = 75. The derived posterior
mean vector of the derived variable τ is µτ⋆ = (0.65, 0.732, 0.744). The overall poste-
rior correlation coefficients between variables are shown in the upper panel of the
individual plots. For τ, these correlations have been estimated based on the posterior
sample. The lower panels visualize marginal bivariate distributions.

3.4 Optimal Subset Selection

3.4.1 Preliminaries

One of the most important results of this thesis is the optimal EFP subset selection
rule proposed by Westphal, Zapf, and Brannath (2020). As outlined in section 2.3.3, a
subset selection rule is a measurable mapping κ : L → S . That is to say, we use κ to
choose the subset of models S ⊂ M to be evaluated based on the learning data L.
This selection is conducted before the final performance assessment, i.e. independent
of the evaluation data. This approach can thus be employed to prospectively plan a
model evaluation study. The derivation in the following will contain some additional
details not covered by Westphal, Zapf, and Brannath (2020).

In this work we mainly deal with two cases. Firstly, the overall accuracy case ϑ = Acc.
Secondly, we also investigate the the co-primary endpoint analysis where the derived
performance measure is τ = min(Se, Sp + ∆0) (Westphal, Zapf, and Brannath, 2020).
We only consider the case ∆0 = 0 in our simulation studies. In the following, we will
assume that θ is the parameter of our statistical model and ϑ = ϑ(θ) is the derived
performance measure, as described in section 2.4.1. In general, the approach outlined
in the following requires a Bayesian model for θ consisting of a prior distribution
π(θ) and a data model (likelihood) p(ˆ︁θ | θ). In the multivariate Beta case which we
primarily consider in this work, this is either an extensive parametrisation with 2S pa-
rameters or a reduced representation containing only 1+ (S + 1)S/2 first and second-
order moment parameters (Westphal, 2020). For instance, a complete specification of
the extensive mBeta representation for classification accuracy ϑ = Acc ∈ (0, 1)S with
extensive 2S-dimensional parameter θ ∈ {θ ∈ (0, 1)2S

: ||θ||1 = 1} would read as
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(A) Posterior distribution of Se. (B) Posterior distribution of Sp.

(C) Posterior distribution of τ = min(Se, Sp).

FIGURE 3.1: Illustration of the posterior distribution of Se, Sp and τ = min(Se, Sp) for a
synthetic data example.

ϑ = Hθ, θ ∼ π(θ | γ) ≡ Dir(γ) (prior) (3.3)
ˆ︁ϑ = Hˆ︁θ, ˆ︁θ | θ = d/n, d | θ ∼ p(d | θ) ≡ MN(θ) (likelihood)

ϑ = Hθ, θ | ˆ︁θ ∼ π(θ | γ, d) ≡ Dir(γ + d), d = nˆ︁θ (posterior)
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The notation in (3.3) was introduced in section 3.2. We have replaced the symbol
ϖ with θ to allow a simple connection of (3.3) to the symbolic representation (3.4)
below. For the same reason, the observed vector of absolute cell counts d is trans-
formed to ˆ︁θ = d/n, the maximum likelihood estimator of θ. The transformation
matrix H ∈ {0, 1}S×2S

was defined by Westphal (2020, Definition 1) and maps the
extensive parameters into the actually relevant S-dimensional parameter space. In
the co-primary endpoints setting, model (3.3) is assumed independently for Se and
Sp. In the context of model evaluation, the dimension S > 10 is frequently too
large for the extensive model (3.3) to be applied directly and we hence used the
reduced parametrisation of the mBeta distribution (Westphal, 2020). To streamline
the presentation in the following, we employ the following symbolic representation

θ ∼ π(θ) (prior) (3.4)
ˆ︁θ | θ ∼ p(ˆ︁θ | θ) (likelihood)

θ | ˆ︁θ ∼ π(θ | ˆ︁θ) (posterior)

and still consider the derived performance measure ϑ = ϑ(θ). Note that prior
and posterior distribution additionally depend on some (prior) parameter γ which
is omitted in (3.4). We will moreover write κ as a function of ˆ︁θ− instead of the
raw feature-label data L, i.e. κ : ˆ︁θ− ↦→ S . Hereby, θ− parametrizes the statistical
model for the preliminary performances ϑ− = ϑ−(θ−) of the initially trained models
ˆ︁f−m = Am(T ), m ∈ S , compare section 2.2. More specifically, we assume an analogous
model to (3.4) to hold for for θ−, i.e. with θ and ˆ︁θ replaced by θ− and ˆ︁θ−, respectively.
The reason to distinguish between preliminary (ϑ−) and final (ϑ) performances and
associated parameters will be made clear soon. Note that in this section, we assume
that θ describes the model for the complete M-dimensional performance vector
ϑ = ϑ(θ) = (ϑ1, . . . , ϑM).

3.4.2 Utility Definition

Our aim is the construction of a Bayes rule. As outlined in section 2.4.3, a Bayes rule
can be defined as a minimizer of the the Bayes risk which is defined as

Eπ(θ−)L(κ(ˆ︁θ−), θ)

under some prior distribution π(θ−). The loss function L will be defined shortly.
As outlined in section 2.4.3, this task is equivalent to finding a Bayes action, i.e. a
minimizer S∗ of the posterior expected loss

Eπ(θ | ˆ︁θ−)L(S , θ) (3.5)

for the observed data ˆ︁θ−. Hence, our goal in the following will be to find

S∗ = argmaxS∈A Eπ(θ | ˆ︁θ−)L(S , θ) (3.6)

from the action space A = 2M, the power set of M = {1, . . . , M}. Note that
strictly speaking, the posterior distribution π(θ | ˆ︁θ−) cannot be obtained prior to
the evaluation study. Rather we will have to work under the assumption that our
obtainable posterior π(θ− | ˆ︁θ−) is a good enough substitute for π(θ | ˆ︁θ−) to derive
our main result. This is why we distinguish between θ− and θ as outlined before.
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This can be seen as a stability assumption, i.e. ϑ and ϑ− should be close together on
average.

So far, we have not specified the loss function L. A problem with existing loss (or
utility) functions for the subset selection problem is that they usually trade off some
measure of the goodness of S and its size S = |S|. Liese and Miescke (2008, chapter 9)
state several loss functions of that kind. For instance, consider

L(S , θ) = max
m∈M

ϑm − max
m∈S

ϑm + c|S|, c > 0,

with ϑ = ϑ(θ), corresponding to loss function L2 described by Liese and Miescke
(2008, p. 548). We are not aware of any clear-cut strategy how to choose the ’hyperpa-
rameter’ c in practice which is problematic for the practitioner. At least it would not
help much compared to the previously considered within k SE rule for which k can
also be seen as a similar hyperparameter.

We take the utility perspective in the following which turns the (loss) minimization
associated to (3.5) into a (utility) maximization but otherwise does not affect our plan.
We define the utility of selecting subset S given the true parameter value θ as the
expected final model performance

EFP(S , θ) = Ep(ˆ︁θ | θ)ϑm∗ = ∑
m∈S

ϑmPp(ˆ︁θ | θ)(m
∗ = m) (3.7)

after the final selection in the evaluation study. The intuition for this definition is
simple: we know that our final plan is to select a single model m∗ in the evaluation
study ahead as we can only implement a single model in practice. (3.7) formalizes
that we really care only about the performance of this subsequently selected final
model m∗. More precisely, m∗ = m∗(ˆ︁θ) ∈ S depends on the decision rule which will
be employed in the evaluation study to select the final model. For the vast majority
of numerical experiments in this thesis we have employed the final model selection
rule m∗ = argmaxm∈S Tm whereby Tm are test statistics for our hypothesis testing
problem, compare section 2.4.4. The proposed utility function (3.7) is innovative
in the sense that it involves an expectation over p(ˆ︁θ | θ), i.e. the future data in the
evaluation study, and not only arithmetic operations of θ and S = |S| as many of the
loss functions in the literature (Liese and Miescke, 2008, p. 548). Note that p(ˆ︁θ | θ)
depends on the evaluation sample size nE which we will discuss later.

3.4.3 Main Result

Of course, we cannot calculate the expectation in (3.7) in practice because the true
parameter θ of the distribution p(ˆ︁θ | θ) is unknown. However, we can return to our
goal to find a Bayes action. Plugging in (3.7) in (3.6) leads to the posterior expected
utility

ˆ︃EFP(S , π(θ | ˆ︁θ−)) = Eπ(θ | ˆ︁θ−) EFP(S , θ) = Eπ(θ | ˆ︁θ−)Ep(ˆ︁θ | θ)ϑm∗ (3.8)

This is equation (14) from Westphal, Zapf, and Brannath (2020) who used a slightly
different notation. Our goal to find a Bayes action S∗ for the subset selection problem
can thus be formulated as maximizing (3.8).

The corresponding optimization algorithm was described in detail by Westphal,
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Zapf, and Brannath (2020, appendix B). The algorithm essentially conducts a simula-
tion of the evaluation study by sampling pairs (θ, ˆ︁θ) from the iterated joint model
(π(θ | ˆ︁θ−), p(ˆ︁θ | θ)). That is to say, raw parameter values θ are generated according to
the distribution π(θ | ˆ︁θ−) to then sample ˆ︁θ from the likelihood p(ˆ︁θ | θ). Both values
can then be transformed to the actual performance value ϑ and estimate ˆ︁ϑ. For a
single simulated pair (θ, ˆ︁θ), a single ’prediction’ of ˆ︃EFP(S , π(θ | ˆ︁θ−)), S ∈ A, can
then simply be obtained by evaluating

ϑ∗ | S = ϑm∗ , m∗ = argmaxm∈S Tm.

This is repeated until the computational budget is exhausted or a convergence crite-
rion is met. The final estimate for ˆ︃EFP(S , π(θ | ˆ︁θ−)) is then simply the average of all
simulated values ϑ∗ | S . We have already stated in section 2.4.4 that the decision rule
for choosing the final model m∗ could potentially be replaced if desired.

Unfortunately, with the proposed algorithm, the numerical simulation is computa-
tionally expensive or even infeasible because we have a large action space A = 2M

to consider. To address this issue, we will simplify the problem by making two
adjustments. Firstly, we assume that models m ∈ M are ranked initially, e.g. such
that ϑ−

1 ≥ . . . ≥ ϑ−
M in the single-endpoint case. Secondly, we will initially specify a

maximal number Smax ≤ M of models to evaluate. In the numerical experiments in
section 4, we set Smax =

√
nE by default. This leads to the restricted action space

˜︁A = {S = {1, . . . , S}, 1 ≤ S ≤ Smax}.

of size | ˜︁A| = Smax which is a severe reduction compared to |A| = 2M. Finally, we can
formulate the result of the optimal EFP subset selection rule as

S∗ = S∗(ˆ︁θ−) = argmaxS∈ ˜︁A = ˆ︃EFP(S, π(θ | ˆ︁θ−)). (3.9)

as the maximizer of the posterior expected utility from ˜︁A. (3.9) defines a restricted
Bayes action. However, it is only an unrestricted Bayes action if the global maximizer
of the expected utility function is contained in the the restricted action space, i.e. if

max
S∈ ˜︁A

ˆ︃EFP(S , π(θ | ˆ︁θ−)) = max
S∈A

ˆ︃EFP(S , π(θ | ˆ︁θ−)) (3.10)

holds for the observed preliminary data ˆ︁θ−. In order for (3.9) to define a Bayes rule,
(3.10) needs thus to hold with probability one over p(ˆ︁θ− | θ−) for every θ− with
positive prior probability π(θ−) > 0. In the following we will (re-)state all necessary
assumptions needed for our main result.

(S1) Bounded similarity measure: s(ˆ︁y, y) ≤ K < ∞

(S2) Prior distribution: π(θ−) (assumed to be proper)

(S3) Model: p(ˆ︁θ− | θ−), p(ˆ︁θ | θ)

(S4) Stability: π(θ | ˆ︁θ−) = π(θ− | ˆ︁θ−)
(S5) Restricted action space contains global maximizer:

π(θ−) > 0 ⇒ Pp(ˆ︁θ− | θ−)

(︃
max
S∈ ˜︁A

ˆ︃EFP(S , π(θ | ˆ︁θ−)) = max
S∈A

ˆ︃EFP(S , π(θ | ˆ︁θ−))
)︃
= 1
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Note that a stronger condition than (S5) (which is easier to interpret) would be to
require that (3.10) simply holds for all potential observations ˆ︁θ− in the validation
stage.

Theorem 1 (Optimal subset selection) Given (S1) - (S4), choosing

S⊕ ∈ argmaxS∈A ˆ︃EFP(S , π(θ | ˆ︁θ−))

defines a Bayes rule κ : ˆ︁θ− ↦→ S⊕ for the subset selection problem and the utility function
EFP.

PROOF Define the loss L(S , θ) = −EFP(S , θ). The loss is bounded from below
because the performance ϑm∗ is bounded from above because s is assumed to be
bounded from above. Then application of proposition 2, i.e. result 1 by Berger (2013,
p. 159), implies the result. �

An obvious extension which incorporates (S5) is given in the following corollary.

Corollary 1 (Optimal subset selection (restricted)) Given (S1) - (S5), choosing

S∗ ∈ argmaxS∈ ˜︁A ˆ︃EFP(S , π(θ | ˆ︁θ−))

defines a Bayes rule κ : ˆ︁θ− ↦→ S∗ for the subset selection problem and the utility function
EFP.

We will make several remarks regarding these two results. S⊕ in theorem 1 will
only be computable in practice under severe computational effort, at least with the
techniques considered in this work. The only exception to this statement can be made
for very low-dimensional problems. For instance, when M = 20, there are already
over one million unrestricted actions S ∈ A to consider. As such, the numerical
implementation by Westphal, Zapf, and Brannath (2020) aims to derive S∗ from
corollary 1. Still, several challenges remain. Firstly, assumption (S4) does not hold
exactly because preliminary and final model performances ϑ− and ϑ of course deviate
in practice. This is empirically quantified in section 4.7.2. Secondly, assumption (S5)
is quite strong. So far, we were not able so to derive other (weaker) conditions which
qualify when condition (S5) does (not) hold. Thirdly, the numerical implementation
of the optimal EFP rule by Westphal, Zapf, and Brannath (2020, appendix B) relies on
several approximations. Most importantly, the reduced representation of the mBeta
distribution is used, compare section 3.2. Lastly, we choose S∗ actually (slightly)
differently than in (3.9) in our numerical experiments, namely as the smallest S,
which has a (posterior expected) utility at most one standard error smaller than the
utility of the obvious solution (3.9). The standard error hereby captures the simulation
uncertainty (Westphal, Zapf, and Brannath, 2020, figure 1). In other words, we would
rather select too few models for evaluation compared to the scenario that we select
too many. This sparsity argument can be motivated also because the estimation
bias can be expected to increase in S. When the number of simulation runs for the
optimal EFP algorithm approaches infinity, this alternative choice for S∗ converges to
(3.9) because the simulation uncertainty will approach zero.
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Due to the mentioned reasons, the stated optimality results are unlikely to hold in
practice. However, from a Bayesian viewpoint, the usage of S∗ still makes sense as it
defines a restricted Bayes action given (S1)-(S4) and the numerical approximations in
our algorithm. In particular, the restriction to consider only S ∈ ˜︁A is easily justifiable.
When ˜︁A is defined by ranking models according to a sufficient statistic ˆ︁ϑ− of ϑ, it
would seem irrational to consider any S /∈ ˜︁A. Such a choice would basically ignore
the current evidence (ranking) from the validation stage which we would find hard
to justify in practice. The selection rule as employed by Westphal, Zapf, and Brannath
(2020) thus can be seen as the best practically feasible action to take under the assumed
prior, model, observed data ˆ︁θ− and, most importantly, the utility function EFP.

Besides the Bayesian justification given above, the optimal EFP rule has three main
advantages compared to the conceptually much simpler within 1 SE rule described
in section 3.1. Firstly, there are no hyperparameters to tune in order to control the
trade-off between selecting too few and too many models. The chosen utility function
implicitly penalizes in both directions (Westphal, Zapf, and Brannath, 2020, figure 1).
Secondly, the number of selected models S∗ depends on the test set size n because the
data distribution p(ˆ︁θ | θ) depends on n. This causes larger S∗ when a larger number
of test observations is available which is very sensible. In contrast, the within 1 SE
approach is completely insensitive to the test set size. Lastly, we can potentially
make adjustments regarding side conditions such as the class (im)balance if we
expect that the learning data is not representative for the conditions in the evaluation
study. For instance, in diagnostic accuracy studies, it is not uncommon that the
disease prevalence in the learning phase is not indicative for the expected prevalence
in the evaluation study, e.g. when the study design changes from case-control to
cohort study. In this case, we could adopt our prior regarding ϱ = P(Y = 1) with
external knowledge. In the default implementation π(ϱ) ≡ Beta(1 + nL

1 , 1 + nL
0 ) is

based entirely on the learning data, i.e. on the number of diseased (nL
1 ) and healthy

(nL
0 ) subjects in the learning phase. The main disadvantage of the optimal EFP is

the increased complexity regarding the statistical model and also the numerical
implementation. Possible extensions are discussed in section 5.3.
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Chapter 4

Numerical Experiments

This work relies heavily on numerical investigations. The goal of a simulation study
is usually the assessment and comparison of properties of (statistical) methods in dif-
ferent (parameter) scenarios. The main reason to do so are missing theoretical results
which quantify the (dis)advantages of a specific procedure relative to its competitors.
For instance, the so-called maxT-approach by Hothorn, Bretz, and Westfall (2008)
builds a cornerstone of our statistical inference framework. This simultaneous test
procedure is constructed such that asymptotic control of the FWER is warranted (un-
der certain assumptions). However, guarantees regarding finite sample properties are
missing. It is this gap, simulation studies can fill. For that matter, a data-generating
(stochastic) process is defined to emulate real-world conditions under which the
methods under consideration are employed. By averaging over many such simulated
experiments, we approximate the true operating characteristic of interest, e.g. the
FWER, with high precision (low standard error). This approach is covered by the
law of large numbers: When the number of simulation runs approaches infinity, the
simulated sample average converges almost surely to the true expectation, e.g. the
true FWER, in the specific scenario under investigation. Recall from section 3.1 that
we are interested in the operating characteristics (e.g. FWER) of different evaluation
strategies. An evaluation strategy is defined as a (subset) selection rule in conjunction
with a statistical test. In most simulation studies, we keep either selection rule or
statistical test fixed and only vary the other.

In this chapter, a high-level summary of the individual simulation results is given,
including a description of unique characteristics. For an in-depth presentation and
discussion of the results, the reader is referred to the individual research papers.
Moreover, we provide a detailed description of the main simulation database in
section 4.7 which has only been reported partially so far. This characterisation is
important to allow a generalization of the results beyond the investigated predic-
tion tasks and learning algorithms. We discuss the generalizably of the simulation
results in section 5.2. We conclude this chapter by briefly describing employed and
newly developed software in section 4.8. To enable a better distinction between the
simulation studies, a categorisation according the following criteria may be helpful.

(a) Explicit versus implicit parameter generation: while certain aspects of the simu-
lation studies were influenced by real experiments, the data-generation is synthetic
in all simulation studies, i.e. not based on real experimental data. However, some
setups are completely artificial in the sense that relevant parameters (or generative
prior distributions of parameters) are specified explicitly. In contrast, in the machine
learning context, the relevant parameters (model performances ϑ and their depen-
dency structure) are generated implicitly.This means that their generative distribution
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is not known but rather implied but the distribution of feature-label data and the
employed learning algorithms, among others.

(b) Average versus worst-case risk assessment: In most studies, parameters arise
from a (implicit or explicit, see above) generative prior distribution. In these cases
we assess average properties of the investigated procedures, e.g. the average FWER
under the parameter-generating prior. In contrast, entirely fixed parameters may also
be considered. This is most useful when minimax properties, e.g. the worst possible
FWER (over parameter values), are examined.

(c) Single endpoint versus co-primary endpoint analysis: All our numerical experi-
ments focus on binary classification tasks, although the approximate inference frame-
work is applicable to (almost) arbitrary prediction tasks. For classification we distin-
guish between an assessment of overall accuracy (as an example of a single primary
endpoint) and an assessment of sensitivity and specificity as co-primary endpoints.
In the latter case, we aim to show superiority in both endpoints. This goal is the
standard approach in diagnostic accuracy studies (Committee for Medicinal Products
for Human Use, 2009).

4.1 Evaluation of Multiple Prediction Models

Setup

This simulation study defines an implicit, average risk assessment of evaluation
strategies in the single endpoint setting and is conducted in the machine learning and
evaluation context (Westphal and Brannath, 2019a).

The main idea of this study is to define feature-label distributions D = D(X,Y),
and to sample datasets for model development and evaluation from D. While the
learning data L is used to train and select models, the evaluation data E is used
for a final performance assessment. The novel aspect in this work is the possibility
of a simultaneous assessment of several models in a multiple hypothesis testing
framework on the final test dataset E . While multiple testing is not completely new
to machine learning, to the best of our knowledge, the impact of such multiple testing
strategies has not been explicitly investigated in the previous literature. Westphal
and Brannath (2019a) focussed mainly on the so-called elastic net algorithm and the
resulting logistic regression models for binary classification, compare section 2.2.3.

While this first simulation is much smaller in scope and variety compared to other
studies presented in the next sections, it has two unique features. Firstly, it is the
only simulation study in this work which employs cross-validation (CV) rather than
simple hold-out validation, compare section 2.1.3. As a default we employed 10-fold
CV. This was possible because of the very fast learning routine for the elastic net
approach as employed in the R package glmnet (Zou and Hastie, 2005; Friedman,
Hastie, and Tibshirani, 2010).

The second unique feature of this study is the assessment of the consequences of
a perturbed learning distribution. Hereby we emulate the realistic case that the
learning data L and the evaluation data E differ systematically. More specifically, we
assume that E ∼ DnE is sampled from the intended distribution (population) while
the learning data distribution ˜︁D is perturbed. The ’distance’ of the two distributions
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is measured as the Kullback-Leibler divergence

KL(D, ˜︁D) = Ep(Z) log
(︃

p(Z)
˜︁p(Z)

)︃

which is not symmetric in its arguments and hence no real distance measure (Held
and Bové, 2013, p. 329). Hereby, Z = (X, Y) and p(Z) and ˜︁p(Z) are the PDF of D and
˜︁D, respectively.

Results

The main results from this study can be summarized as follows. Firstly, by employing
the maxT-approach after selecting multiple promising models for evaluation with
the within 1 SE selection rule, we can still control the family-wise error rate (FWER)
approximately. Note that by construction, the maxT-approach asymptotically gives
strong FWER control under arbitrary parameter configurations. The assessment here
is quite different in that (a) we investigate finite sample sizes (n = 100, 200, 400, 800)
and (b) realistic (i.e. not least favourable) parameter configurations resulting from
the machine learning setup. As a result, we cannot expect the FWER to be calibrated,
i.e. exactly equal to α. Moreover, we consider properties of the extended test as
described in section 3.1. This leads to further reduced rejection rates and thus a lack
of calibration. Note that for low sample sizes, where the distributional approximation
is unsatisfactory, we observe small to modest FWER inflations, compare Westphal
and Brannath (2019a, figure 3).

For the comparison of the within 1 SE and the default selection rule, we additionally
found a noticeably increased statistical power and slightly increased final model
performance, compare Westphal and Brannath (2019a, figures 3, 5). On the other
hand, we are no longer able to obtain unbiased performance (point) estimates. This
is a consequence of the considerations in section 2.3.1. Besides the usual sample
mean, Westphal and Brannath (2019a, figure 4) also employ an alternative median-
conservative estimator to counter the selection induced bias. This results in a pes-
simistic bias, rather than an optimistic bias which seems preferable from a model
evaluation viewpoint. The advantages of evaluating multiple models (regarding
power and expected final performance) vanish again when too many models are
evaluated, in this case all M = 100 candidate models. The perturbed distribution
analysis revealed that all selection rules perform worse when learning from non-
representative data which is intuitive. The within 1 SE rule retains its advantages over
only selecting a single or choosing all initial candidate models for evaluation even
when learning from perturbed learning data (Westphal and Brannath, 2019a, figure 6).

The main limitation of this simulation study is the narrow class of data distributions
(linear feature-label dependency) and narrow class of learning algorithms (elastic
net). These limitations motivated a much broader and more extensive simulation
study described in the next two sections.
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4.2 Machine Learning and Evaluation I:
Classification Accuracy

Setup

This simulation study defines an implicit, average risk assessment of evaluation
strategies in the single endpoint setting and is conducted in the machine learning and
evaluation context (Westphal and Brannath, 2019b).

This study is a follow-up to Westphal and Brannath (2019a) as several aspects have
been generalized. We now consider also non-linear risk scores (previously: only
linear). The risk score r describes the conditional label distribution, i.e. r(x) =
P(Y = 1 | X = x). Altogether, we consider six different risk scores (A-F). Scores
A and B are linear and have been adopted from Westphal and Brannath (2019a).
The non-linear risk scores (C-F) were inspired by prediction tasks from Friedman
(1991, p 35) and Breiman (1996, p. 139), compare Westphal and Brannath (2019b). The
prediction task also depends on the unconditional feature distribution which is always
multivariate normal in this study. Hereby, we distinguish between independent (I)
and redundant (R), i.e. partially correlated, features. Together, this leads to 12
prediction tasks (A[I], A[R],. . . ,F[I],F[R]). Some scores (C-F) lead to an unbalanced
label distribution, i.e. P(Y = 1) ̸= 0.5. The risk scores also differ in the number of
active features Pa ∈ {5, 9} out of P = 50 total features. Active features are defined
as the features which have an influence on r(x). Overall, we consider the cross-
product of six different risk scores (A-F), two label distributions (independent or
redundant) and two different learning sample sizes (nL ∈ {400, 800}) as 24 distinct
scenarios. For each scenario we simulated 3000 different replications of learning
datasets. We always used a random subset of size nV = nL/4 as a hold-out validation
dataset. After simulating the data, it turned out that the influence of our feature
redundancy model did not lead to drastic differences regarding the characteristics
we investigated, compare Westphal and Brannath (2019b, table 1). We will thus often
aggregate these scenarios (independent and redundant features) into a single scenario
in the following.

The (maximum) number of initial candidate models has been increased to M = 200
in this study. For each simulation instance, we trained 50 models with randomly
sampled hyperparameters with the four learning algorithms (CART, EN, SVM, XGB)
introduced in section 2.2.3. We also conduct analyses where the initial number
of candidates has been reduced to either M = 40 or M = 100. These subsets
still have the same ratio of models from the different learning algorithms (1:1:1:1).
The characteristics of the individual scenarios and the model performances of the
employed algorithms are described in more detail by Westphal and Brannath (2019b,
table 1) and also in section 4.7.

Results

A very detailed description of the results is provided by Westphal and Brannath
(2019b) and in particular the corresponding supplementary material1. The latter
will be referred as Westphal and Brannath (2019b, SM) in the following. We thus
provide only a very concise summary of the main findings here and focus on auxiliary
analyses.

1https://maxwestphal.github.io/SEPM.PUB/MLE_SIM_ACC.html (last accessed April 6, 2020)

https://maxwestphal.github.io/SEPM.PUB/MLE_SIM_ACC.html


4.2. Machine Learning and Evaluation I: Classification Accuracy 63

Overall, the observations drawn by Westphal and Brannath (2019a) could be repli-
cated in this vastly extended study: We observe an increased power and expected
final model performance when evaluating multiple promising models selected by
the within 1 SE rule. The expected performance gain when employing the within 1 SE
instead of the default selection rule was our main focus and differed statistically signif-
icant from zero (α = 0.05, two-sided). This also holds when the analysis is adjusted
for multiple comparisons. For this we considered the 24 distinct scenarios restricted
to the case nV = nE and applied the Bonferroni correction. The corrected lower confi-
dence bound of the performance gain was positive in all 24 scenarios. The estimated
effect sizes are rather small, e.g. 0.9% (1.2%, 1.5%) for nL = 400, M = 200, nE = 100
(nE = 200, nE = 400), compare Westphal and Brannath (2019b, SM: section 3.1.2).
However, we also need to relate these numbers to the baseline expected performance
of the default selection rule. In the above mentioned case (nL = 400, M = 200), this
baseline performance was 84.8%. This translates to an expected relative decrease in
classification error of 6%, 8% and 10% for nE = 100, 200 and 400, respectively (e.g.
0.009/(1 − 0.848) ≈ 6%). These relative numbers, although representing the same
effect, make a strong case to employ the within 1 SE approach in practice.

One novel aspect of the analysis in this study is the detailed investigation of bias,
mean-squared error (MSE) and mean-absolute error (MAE) of different point estima-
tors or rather relative versions thereof (Westphal and Brannath, 2019b, SM: section 3.2.3).
Note that we employed the shrinkage estimator described by (Westphal, Zapf, and
Brannath, 2020, appendix A.1) in this study, regardless of the selection rule. This
explains why the estimation bias for the default selection rule is also slightly negative
(Westphal and Brannath, 2019b, SM: section 3.2.3). If we used the plain sample mean
instead, we could achieve zero bias for the default selection rule as only a single model
is evaluated. We also remark that we did not re-train the final model m∗ a second time
on the complete data D = L ∪ E . Relating this to section 2.3.1, this means that the
(expected) performance gain after the evaluation study is always zero. The bias, MAE
and MSE we consider in the following are thus referring to the estimation of ϑ∗ (true
performance of the final model) with either the uncorrected (shrinkage) estimator
ˆ︁ϑ∗ or the corrected, median-conservative estimator ˜︁ϑ∗ when the within 1 SE selection
rule is employed. (For the default selection rule, both estimators are equivalent.)

• In the worst case from those considered in the simulation study (M = 200,
nL = 400, nE = 100), the relative bias of the uncorrected estimator is around
1.5% .

• The corrected estimator is always downward biased, as expected. The (relative)
magnitude of the bias is roughly equal to that of the uncorrected estimator
in most of the scenarios, only with different sign, e.g. −1.42% in the above
mentioned case (M = 200, nL = 400, nE = 100).

• The relative MSE and MAE of the corrected estimator when multiple models
are evaluated are usually on par with and sometimes even lower than for the
estimation given that the default selection rule is employed. This implies that
the increased bias of the corrected estimator is accompanied with a decreased
variance (when comparing within 1 SE with default selection rule).

Note that these considerations are non-standard in the sense that we do not only
change the estimator (corrected versus uncorrected) but also the target value (selected
parameter given within 1 SE versus default selection). However, this comparison is
arguably most relevant from a practical perspective in this context.
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As a final (post-hoc) analysis, Westphal and Brannath (2019b, SM: section 3.4.4) inves-
tigate which number of models to evaluate (given the validation ranking) leads to an
optimal expected final model performance. We can observe that, after a sharp initial
increase in S, the expected final performance declines again when even more than the
optimal number of models are selected for evaluation. The rate of decline depends
on the test set size. This observation motivated the development of the optimal EFP
rule which aims to approximate this optimal number of models before the evaluation
study. The optimal EFP rule is considered in the next section, compare also section 3.4.

4.3 Machine Learning and Evaluation II:
Sensitivity & Specificity

Setup

This simulation study defines an implicit, average risk assessment of evaluation
strategies in the co-primary endpoint setting and is conducted in the machine learning
and evaluation context (Westphal, Zapf, and Brannath, 2020).

The setup is exactly as described in the last section, because the same simulation
database is utilized. However, our focus shifts from an assessment of overall accuracy
ϑ = Acc to an evaluation regarding θ = (Se, Sp) or rather the derived parameter
τ = min(Se, Sp), as described by Westphal, Zapf, and Brannath (2020). We have split
the 72,000 simulated instances into 12,000 for a preliminary comparison of evaluation
strategies and 60,000 for a final assessment of the newly developed method (Westphal,
Zapf, and Brannath, 2020). The comparisons we initially conducted were mostly
concerned with the numerical implementation of the optimal EFP rule, e.g. with the
number of iterations to run and how to initially rank models before the (subset)
selection is conducted.

The study goal is twofold. Firstly, we access if the advantages of assessing multiple
promising models on the test data transfer from the single to the co-primary end-
point analysis. Secondly, we investigate if the newly developed optimal EFP rule can
outperform its competitors, primarily the within 1 SE (bAcc) rule. The latter rule is
similar to previously employed within 1 SE (Acc) rule but based on balanced accuracy
bAcc = (Se+ Sp)/2 rather than overall accuracy Acc. The optimal EFP rule allows
an optimal subset selection under certain assumptions in a Bayesian framework,
compare section 3.4.

Results

The results are qualitatively similar to those obtained in the single endpoint analysis:
The expected final model performance and statistical power can both be increased
when multiple promising models are evaluated (Westphal, Zapf, and Brannath,
2020, figures 3, 4). This is true for both selection rules which lead to multiple se-
lected models, the within 1 SE (bAcc) rule and the optimal EFP rule, when compared
to the default (bAcc) selection rule. The advantages here are severe: The expected
final model performance increases from Eτ∗ = 0.754 (default (bAcc)) to Eτ∗ = 0.791
(within 1 SE (bAcc)) and the power from 50% to 77% (for nE = 800, τ⊗ − τ0 = 0.1)
(Westphal, Zapf, and Brannath, 2020, table 1). There is an additional gain when using
the optimal EFP rule which is however not as noticeable (Eτ∗ = 0.797, Power = 83%
in the above mentioned case). A small post-hoc investigation of the optimal EFP in the
single endpoint scenario is described in section 4.6.1.
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4.4 Least Favourable Parameter Configurations

Setup

This simulation study defines an explicit, worst-case assessment of the maxT-approach
in the co-primary endpoint setting and contrasts the average risk assessment in the
previous section (Westphal, Zapf, and Brannath, 2020).

The maxT-approach established by Hothorn, Bretz, and Westfall (2008) for the single
endpoint case and generalized to the co-primary endpoint setting by Westphal, Zapf,
and Brannath (2020), compare also section 3.3. It is designed to strongly control
the family-wise error rate (FWER) asymptotically as n → ∞. In this simulation
study, we access the FWER under least favourable parameter configurations (LFC),
compare section 2.4.2. When both endpoints are tested against the same baseline
τ0 = Se0 = Sp0, we have for each model m ∈ S that either Sem or Spm is equal to one
and the other is equal to τ0. The simulation assesses the relevant cases θ0 ∈ {0.8, 0.9}
and S ∈ {1, 10, 20}. The default disease prevalence is set to ϱ = 0.2.

Results

Asymptotically the FWER approaches the target significance level α = 2.5%, as
expected (Westphal, Zapf, and Brannath, 2020, section 4.2). However, a large sample
size is needed to achieve this. To bound the FWER for instance below 3%, around
n = 3000 or even n = 8000 total samples are needed for S = 20, depending on the
baseline τ0 ∈ {0.8, 0.9} (Westphal, Zapf, and Brannath, 2020, figure 5). As expected,
the normal approximation performs worse near the boundary of the unit interval,
resulting in an even more inflated FWER. For small to modest sample sizes, the type
I error is inflated noticeably. Moreover, the FWER is closer to the target when S is
smaller. In a sensitivity analysis, Westphal, Zapf, and Brannath (2020) found that the
correlation strength and structure does not change this picture qualitatively. Note
that we made the assumption that half the models have a high sensitivity and the
other half has a high specificity (equal to one under the LFC). When this ratio changes
to more models with high specificity, the FWER can be expected to increase because
the effective sample size decreases. On the other hand, when the disease prevalence
of ϱ = 0.2 is increased to 0.5, the FWER inflation is less severe.

These findings under least favourable parameter configurations should be contrasted
with the more realistic assessment in the machine learning context, compare section
4.3. While the worst-case assessment indicates that test decisions are too liberal, the
FWER is well below the significance level in the realistic scenarios. The unconditional
FWER, i.e. the FWER for hypothesis system (2.7), was around 1% instead of the
targeted significance level α = 2.5% in the investigated cases (Westphal, Zapf, and
Brannath, 2020, table 1). Westphal, Zapf, and Brannath (2020, section 5) conclude that
"the results from both simulation studies (...) indicate that parameter configurations
in reality are rarely least favorable". This implies that we cannot expect the FWER
to be calibrated in realistic settings, when the statistical test is designed for the least
favourable parameter configuration.



66 Chapter 4. Numerical Experiments

4.5 Bayesian Inference for Multiple Proportions

Setup

This simulation study defines an explicit, average risk assessment of different credible
regions in the single endpoint setting (Westphal, 2020).

In contrast to all other simulations, the focus is on the construction of credible re-
gions instead of test decisions. A multivariate Beta-binomial model was derived by
Westphal (2020) for that matter, compare section 3.2. In this study, the parameters,
e.g. model performances ϑ, are sampled from different generative multivariate Beta
distributions πg ≡ mBeta(γg). The parameter γg defines the underlying Dirichlet
distribution and is derived from the specified characteristics g = (S, ν, µ and R) by
solving a linear system of equations. Hereby S (denoted as m in Westphal (2020)) is
the number of dimensions (models), µ is the mean vector, R the correlation matrix and
ν the concentration parameter (prior sample size). Based on a drawn ϖ ∼ Dir(γg),
the experimental data q is then obtained as a linearly transformed sample from the
multinomial distribution with parameter ϖ (Westphal, 2020, section 5.2)

The method comparison is concerned with different approximations of the posterior
distribution as described by Westphal (2020) and in section 3.2.2:

• extensive approach: employ the underlying Dirichlet Distribution,

• copula: use exact Beta marginals connected with a (Gaussian) copula model to
approximate the posterior,

• approximate: use a multivariate normal approximation of the posterior distri-
bution.

The results of any Bayesian analysis depend on the prior distribution. Two different
analysis prior specifications πa have been investigated:

• correct prior: corresponding to the generative prior distribution, i.e. πa = πg,

• vague prior: S independent Beta(1, 1) distributions, the uniform distribution
on the unit cube.

The operating characteristic we are interested in is the Bayes coverage probability
(BCP) of the different credible intervals. It is defined as the coverage probability under
the data generating prior πg. All credible intervals are designed as Bayes actions,
i.e. they cover (1 − α)100% of the multivariate posterior distribution. Due to this
construction, they are Bayes rules (for the extensive approach) or approximate Bayes
rules (for the copula and approximate approach), compare section 2.4.3. Besides
credible intervals for ϑ we also considered constructing credible intervals for linear
contrasts Kϑ, i.e. all-versus-one comparisons in our case.

Results

Our findings for the analysis of raw proportions ϑ can be summarized as follows.
Firstly, the extensive method is ’exact’ by construction when the correct prior is
used (πa = πg) in the sense that the BCP is (up to numerical error) equal to 1 − α
for all sample sizes (Westphal, 2020, section 5.3). The copula approach comes very
close to this performance. It appears that the coverage probability is only slightly
below 1 − α, the deviation from the target 1 − α = 95% is however smaller than 0.5%,
in many scenarios even smaller than 0.2%. A potential explanation for this slight
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FIGURE 4.1: Comparison of different selection rules regarding the final model performance
P(ϑm∗ ≥ ϑ0 | δ) in the single endpoint setting.

but systematic deviation is the employed Gaussian copula model (Westphal, 2020,
section 6.1). We have so far not investigated if other copula models could improve
this situation. The approximate approach performs worse, in particular in the vague
prior case where the convergence of the BCP to the target is noticeably slower than
for the extensive and copula approach (Westphal, 2020, figure C.2)

For the analysis of differences of proportions (Westphal, 2020, figure 3), the overall
picture (and thus ranking of the methods) is similar. However, for small sample sizes,
the results are qualitatively different when the vague prior is employed as the BCP is
noticeably larger than the target 1 − α (Westphal, 2020, figures 2, C.4). This can be
explained by the fact that the vague (uniform) prior for raw proportions ϑ does not
imply a uniform prior for the differences of proportions ϑm − ϑk, m, k ∈ S . Instead,
the induced prior for the difference of two independent uniform distributions is a
triangle distribution on the interval (−1, 1) with mean 1/2. Hence, more prior mass
is concentrated near zero which makes posterior inferences more conservative in the
above mentioned sense, i.e. BCP > 1 − α.

4.6 Additional Findings

4.6.1 Optimal Subset Selection for Accuracy

In the following, we present a post-hoc analysis regarding the optimal EFP selection
rule for the single endpoint setting. As this approach was developed after the
publication, it was not covered by Westphal and Brannath (2019b).
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FIGURE 4.2: Difference So − Sw of number of models selected for evaluation by optimal EFP
rule (So) and within 1 SE rule (Sw).

Figure 4.1 shows a comparison regarding the final model performance (accuracy)
ϑ∗ = ϑm∗ . Somewhat surprisingly, the optimal EFP rule performs almost identical
to the within 1 SE rule, with only minuscule improvements. This also holds for
the evaluation sample sizes nE ∈ {100, 200} and also for an analogue comparison
regarding the rejection rate (not shown here). So we could not improve noticeably
over the within 1 SE rule which is much simpler to implement in practice, despite
the optimality properties stated in section 3.4. Interestingly, the number of models
selected for evaluation is not identical between the two rules. Figure 4.2 shows exactly
this comparison, i.e. the difference of models selected by the optimal EFP rule (So)
and the within 1 SE rule (Sw). As Sw does not depend on nE , we can conclude that
So increases in the test set size nE , as expected. A possible explanation for these
findings is that we are already quite close to the theoretically achievable performance
(oracle rule). Additionally, our optimization algorithm outlined in section 3.4 relies
on several approximations which might affect its performance. We also discussed in
section 3.4.3 that the conditions for our optimality result do not necessarily hold in
practice. Potential improvements and extensions are discussed in section 5.3.

4.6.2 Bayesian Model Evaluation

In this section, we describe an auxiliary, unpublished analysis. We apply the Bayesian
approach to model evaluation from section 3.3.2 in the co-primary endpoint setting.
This analysis is restricted to a randomly drawn subset of 12,000 simulation instances
(500 from each of the 24 distinct scenarios) from the main simulation database,
compare sections 4.2 and 4.7 for a description. This implies a standard error bound of
the estimated proportions of 0.5/

√
12000 ≈ 0.0046.

The model selection rule is fixed this time as the within 1 SE (bAcc) rule. This results
in a mean (± standard deviation) number of models of 13.3 ± 6.5 in this analysis.
We employ two different statistical test procedures, the frequentist maxT-approach
(section 3.1) and the Bayesian mBeta approach (section 3.2.2). The mBeta test is
defined via (3.2), i.e. the m-th null hypothesis is rejected when ϑ0 is not contained in
the m-th segment of the (one-sided) multivariate credible region. This approach was
employed in two versions: (a) vague/uniform prior (b) initial uniform prior updated
by the validation data, compare section 3.2.3. Our goal with the informative prior
is to utilize the hold-out validation data to improve our statistical inferences drawn
from the evaluation data. The target significance level is α = 2.5% (one-sided) in this
analysis.
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TABLE 4.1: Comparison of different statistical tests over a stratified random sample of 12, 000
simulation instances. All numerical cells (except nE ) display mean values and are given in
percent. The V-prior column indicates whether the validation data was used to inform the
prior distribution.

nE inference V-prior Eτ∗ FWER rr(0) rr(0.05) rr(0.10)

maxT - 77.5 1.2 0.1 1.3 9.6
100 mBeta no 77.4 0.3 0.0 0.2 3.4

mBeta yes 77.7 4.1 0.1 5.1 38.2

maxT - 78.9 1.1 0.1 10.5 58.1
400 mBeta no 78.9 0.6 0.0 6.3 51.5

mBeta yes 78.9 2.2 0.1 15.8 68.5

Table 4.1 shows several operating characteristics. We are most interested in the FWER
column which displays the Bayes FWER, defined as the average FWER for the condi-
tional hypothesis system (2.7) (after selection). Hereby, ’average’ is referring to the
parameter and data generating distribution induced by the simulation design. We ob-
serve that the mBeta approach with uniform prior leads to a much more conservative
test compared to the maxT-approach. This is somewhat plausible because the usually
increased rejection rates due to the normal approximation are avoided, compare West-
phal (2020, figure C.2). To avoid the conservatism induced by the uniform prior, using
the validation data to obtain a more reasonable prior seems like a sensible strategy.
This seems to work in principle. However, for nE = 100, test decisions are now too
liberal. Our best explanation for this observation is the relatively strong influence of
the prior distribution (relative to the sample size nE = 100). When the prior influence
is decreased (nE = 400), the incorporation of previous data seems to be beneficial.
For instance, power (rr(δ), δ > 0) regarding the extended hypothesis system (3.1) can
be noticeably increased. Recall that rr(δ) = P(ϕm∗ = 1 | δ) is the rejection rate for
the global null hypothesis ∩m∈M{Hm : ϑm ≤ ϑ0} given that δ = ϑ⊕ − ϑ0 whereby
ϑ⊕ = maxm∈M ϑm is the overall best (learned) model performance. We emphasize
that the results from this section are based on post-hoc analyses and should be seen
primarily as a basis for future research. The main problem with the mBeta testing
approach in its current form is that the prior information was not corrected in any way
for the subset selection process prior to the evaluation study. Moreover, a throughout
comparison to traditional Bayesian testing procedures should be addressed in the
future, compare section 5.3.

4.7 Characteristics of Simulation Database

In this section, we summarize important characteristics of our main simulation
database which was used by Westphal and Brannath (2019b) (section 4.2) and West-
phal, Zapf, and Brannath (2020) (section 4.3). The findings in section 4.7.1 have
partially been reported by Westphal and Brannath (2019b, SM)2. The results in section
4.7.2 have not been reported explicitly so far.

2https://maxwestphal.github.io/SEPM.PUB/MLE_SIM_ACC.html (last accessed April 6, 2020)

https://maxwestphal.github.io/SEPM.PUB/MLE_SIM_ACC.html
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FIGURE 4.3: Illustration of the truly best performance Acc⊕ for nL = 400 learning samples.

4.7.1 Model Performance and Similarity

A general description of the main features of our main simulation database was
provided in section 4.2. In the following, we illustrate how true model performances
are distributed in our main simulation study. This analysis is important if we want to
generalize our findings to other (real-world) data-generating distributions, learning
algorithms, and numbers of candidate models. This will be discussed in section
5.2. Recall from the introduction of chapter 4, that this is an implicit simulation as
we do not know the generative distribution of parameters (Acc, Se, Sp) and their
correlation structure. These distributions rather depend on the underlying feature-
label distribution and the employed learning algorithms.

Figure 4.3 shows the distribution of the best true performance (classification accuracy),
i.e.

Acc⊕ = max
m∈M

Accm

stratified by learning algorithm. Hereby, M contains 50 different models obtained
from one of the learning algorithms (CART, EN, SVM, XGB) by randomly varying
the hyperparameters. Fundamental properties of six feature-label distributions D
(A-F) are supplied in table 4.2 and by Westphal and Brannath (2019b, table 1). The
vertical orange line displays the best achievable performance, i.e. when predicting
labels with the true risk score thresholded at 0.5. The scenarios shown in figure 4.3
can be deemed to be realistic: we have tasks for which our considered model class
performs well (A, B), mediocre (D, F) and sub-par (C, E) relative to the theoretically
achievable performance and given the amount of data available for learning.

In table 4.2, we turn towards the co-primary endpoint case. In this analysis the best
model is defined as

m⊗ = argmaxm∈M τm

whereby τm = min(Sem, Spm) is the derived parameter of interest. The corresponding
maximum is denoted as τ⊗ = min(Se⊗, Sp⊗). We use the symbol ⊗ instead of
⊕ to denote the maximum value to distinguish Acc⊗ (accuracy of model m⊗) and



4.7. Characteristics of Simulation Database 71

TABLE 4.2: Distribution of true parameter values Acc, Se, Sp (in percent) in the main simu-
lation. Last five columns show expectation (over 5000 simulation instances) and standard
deviation (in brackets). The first four columns describe the data generating scenario. Only
the case nL = 400 is displayed here. The set of candidate models M = {1, . . . , M} consists of
M = 200 models, 50 from each of the four considered learning algorithms.

r T Pa ϱ Acc⊕ Acc⊗ min(Se⊗, Sp⊗) Se⊗ Sp⊗

A L 5 0.50 87.7 (0.4) 87.3 (1.1) 86.4 (1.1) 87.3 (1.6) 87.4 (1.6)

B L 5 0.50 85.0 (0.5) 84.5 (1.1) 83.6 (1.1) 84.5 (1.6) 84.6 (1.6)

C N 5 0.30 85.4 (0.6) 81.0 (1.5) 80.0 (1.6) 81.4 (2.2) 80.9 (2.0)

D N 5 0.15 89.1 (0.5) 81.0 (2.5) 79.2 (2.7) 80.7 (3.6) 81.0 (2.9)

E N 9 0.30 85.3 (0.6) 80.9 (1.5) 79.9 (1.6) 81.2 (2.2) 80.7 (2.0)

F N 9 0.15 89.0 (0.5) 80.4 (2.7) 78.5 (2.9) 80.2 (3.8) 80.4 (3.1)

r: risk score (A-F); T: Type (L: linear, N: non-linear); Pa: number of active features (from
P = 50 total features); ϱ = P(Y = 1): prevalence of the event Y = 1;
Acc⊕ = maxm∈M Accm; Acc⊗ = Accm⊗ whereby m⊗ = argmaxm∈M min(Sem, Spm)

Acc⊕ = maxm∈M Accm in this investigation. We only investigate the case M = 200
and nL = 400. For nL = 800, all expectations are slightly higher (around 1-2%). We
observe that the loss in overall accuracy Acc⊕ −Acc⊗ when choosing the best model
according to τ instead of Acc is negligible when the classes are balanced (ϱ = 0.5) but
severe (between 4% and 9%) in the unbalanced scenarios. The expected τ⊗ similarly
is decreased (compared to Acc⊕) most in the unbalanced scenarios.

We remark here that for the balanced and linear tasks (A,B) the ranking of algorithms
regarding single endpoint and co-primary endpoint analysis does not differ drasti-
cally, i.e. the elastic net performs best overall. On the other hand, for the unbalanced
tasks (C-F) there is a substantial difference. Regarding overall accuracy, the XGBoost
algorithm is able to learn the overall best of all 200 models over 90% of the time
while the same holds true for the CART algorithm regarding τ = min(Se, Sp). In
other words, the CART algorithm seems to be better suited for unbalanced classifi-
cation tasks, at least in the numerical implementation that we employed, compare
section 2.2.3. A reasonable explanation for this behaviour is that class-specific costs
for misclassification are represented by a hyperparameter of the CART algorithm.

Westphal and Brannath (2019b, SM: section 3.4.1) also describe the similarity of the
models trained by the four different algorithms. Model similarity was measured with
the coefficient of dependence

ζ =
ci − cα

ci − cd

calculated based on the models selected for evaluation with the within 1 SE rule in
the single endpoint setting. Hereby, cα is the actual critical value depending on the
empirical correlation matrix ˆ︁R, compare Westphal and Brannath (2019a). Moreover,
cd is the critical value under perfect dependence (corresponding to a univariate
normal quantile), and ci is the critical value in case of independent predictions
(corresponding to the Šidák correction). In other words, ζ = 1 if all models always
give the same prediction and ζ = 0 if the predictions are independent of each other.
Most noteworthy, the model similarity is highest for the elastic net algorithm with
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TABLE 4.3: Quantification of best empirical performance ˆ︁ϑ−
† and associated true performance

before (ϑ−
† ) and after (ϑ†) re-training. Additionally, we display selection induced bias b†, gain

due model re-training g† and disappointment d† = b† − g†. Any †-quantity θ† is defined as
θm† whereby m† = argmaxm∈M ˆ︁ϑ−

m , i.e. the index m† is chosen based on ˆ︁ϑ−, the preliminary
validation performances. All values are expected values with standard deviations in brackets
and have been multiplied with 100. Each cell summarizes 36, 000 (for M = 200) or 72, 000 (for
M ∈ {40, 100}) simulation instances.

nL nV M ˆ︁ϑ−
† ϑ−

† ϑ† b† g† d†

40 87.5 (3.6) 84.2 (3.0) 84.4 (3.1) 3.2 (3.3) 0.2 (1.4) 3.0 (3.5)

400 100 100 88.2 (3.4) 84.5 (2.9) 84.7 (3.1) 3.8 (3.2) 0.2 (1.3) 3.6 (3.4)

200 88.7 (3.4) 84.6 (2.9) 84.7 (3.0) 4.1 (3.2) 0.2 (1.3) 3.9 (3.4)

40 88.0 (2.8) 86.2 (2.2) 86.5 (2.3) 1.8 (2.3) 0.3 (0.7) 1.5 (2.4)

800 200 100 88.6 (2.7) 86.4 (2.2) 86.6 (2.3) 2.2 (2.2) 0.2 (0.7) 1.9 (2.3)

200 88.9 (2.7) 86.4 (2.2) 86.7 (2.3) 2.5 (2.2) 0.2 (0.7) 2.2 (2.3)

ζ between 0.45 and 0.61, depending on the scenario. The XGBoost algorithm on
the other hand showed the lowest similarity (ζ between 0.18 and 0.32), i.e. resulted
in he most diverse collection of prediction models (Westphal and Brannath, 2019b,
SM: section 3.4.1).

4.7.2 Selection Induced Bias

In the following, we describe the selection induced bias in our main simulation
study. We restrict this analysis to ϑ = Acc. Recall from section 2.3.1 that we are
too optimistic on average regarding the true performance of the empirically best
model m† = argmaxm∈M ˆ︁ϑ−

m on the validation data. More specifically, we describe
the (realized) disappointment

d† = ˆ︁ϑ−
† − ϑ† = (ˆ︁ϑ−

† − ϑ−
† )− (ϑ† − ϑ−

† ) = b† − g† (4.1)

composed of estimation bias b† and gain due to re-training the model g†, compare
section 2.3.1 and (2.2). Recall that the subscript † abbreviates m†, i.e. ϑ† = ϑm† . Table
4.3 describes exactly the quantities in (4.1) as observed in the simulation study. The
expected bias B† = Eb† ranges from 3.2% to 4.1% for nV = nL/4 = 100 and from
1.8% to 2.5% for nV = 200. The gain due to re-training g† is much smaller on average,
only around 0.2%. As expected, the bias B† and thus the expected disappointment
D† = B† − G† ≈ B† is increasing in the number of candidate models M. As remarked
earlier, the values in table 4.3, actually show double expectations, e.g. Eπg B† (or
rather an estimate thereof) whereby the first expectation is taken with respect to the
(implicit) data-generating prior πg of ϑ induced by the simulation design.

Figure 4.4 visualizes the realized disappointment d† in more detail. We draw the
following conclusions from the respective sub-figures: (a) d† (the three quartiles
of its distribution) grow in M. (b) d† is only slightly affected by the learning task.
Most noticeably, it is largest for task B. This is the ’simplest’ task in the sense that
three of four learning algorithms consistently produce at least one model close to
the theoretically achievable performance, compare figure 4.3. This indicates that
the performances here result in a parameter configuration which is on average less
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(A) Realized disappointment d† in dependence of the number of (initial) canidate models M.

(B) Realized disappointment d† in dependence of the data distribution (M = 200).

(C) Realized disappointment d† in dependence of the learning algorithm (M = 50).

FIGURE 4.4: Distribution of the realized disappointment d† = ˆ︁ϑ−
† − ϑ† when no final evalua-

tion study is conducted, compare section 2.3.1.



74 Chapter 4. Numerical Experiments

favourable because true performances lie closer together. This is in line with previous
illustrations in section 2.3.1, compare figure 2.1. (c) With regards to the dependence
on the learning algorithm, the smaller bias of the elastic net (EN) algorithm stands out.
This confirms our previous observation that the models produced by this algorithm
are more similar to each other compared to the other algorithms, i.e. their predictions
are more strongly correlated, compare also figure 2.1.

In general, the expected disappointed is clearly decreasing in nV = nL/4, as expected.
This is also true for the variability of d†, e.g. captured by the interquartile range.
Finally, we note that in (almost) all cases portrayed in figure 4.4, the first quartile of
the distribution is greater than zero. This implies that at least 75% of the time (per
distinct scenario defined by each boxplot) the realized disappointment d† = ˆ︁ϑ−

† − ϑ†
is greater than zero. In other words, if we rely only on the point estimate from the
learning phase (ˆ︁ϑ−

† ) and ignore the selection induced bias and sampling variability, it
is very likely that we end up with a model performance (ϑ†) which disappoints us in
practice (compared to ˆ︁ϑ−

† ).

4.8 Software

All numerical experiments were conducted in the R programming language (version
3.6.0) (R Core Team, 2013). For the calculation of multivariate normal quantiles
we made use of the mvtnorm package (Genz et al., 2019). The caret package was
utilized for training of prediction models via different popular algorithms (Kuhn et al.,
2019; Kuhn and Johnson, 2013), compare section 2.2.3. The bindata package was
used (partially) for the generation of synthetic binary data (Leisch, Weingessel, and
Hornik, 2012; Leisch, Weingessel, and Hornik, 1998). For an efficient management
and processing of hundreds of thousands individual simulation jobs, we employed
the batchtools package (Lang, Bischl, and Surmann, 2017). Finally, for the processing
and analysis of results we made use of several tidyverse packages (Wickham, 2017).

R code which was used to generate, process and analyse the simulation data is
available online in form of different R packages3. This allows the reader to check the
implementation and reproduce the results of most numerical experiments shown in
this chapter. Amongst others, this includes several functions for data generation in
the machine learning context and of synthetic data.

3https://maxwestphal.github.io/SEPM.PUB/ (last accessed April 6, 2020)

https://maxwestphal.github.io/SEPM.PUB/
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Chapter 5

Discussion

5.1 Summary

Motivation

The goal of predictive modelling is often phrased as training and identification of
a highly accurate model. However, the performance of a prediction model is an
unknown population parameter. It is thus impossible to verify (or falsify) determin-
istically if we have succeeded for a given task. We therefore need to acknowledge
uncertainty associated to empirical performances. Statistical hypothesis testing is a
systematic approach to obtain decisions regarding the quality of a prediction model
under uncertainty (section 1.1).

In most applications, many candidate models are initially developed from which
only a single model shall be evaluated on independent test data according to the
default recommendation in the machine learning literature. The proposal made in
this work is more flexible as we suggest to select several promising models for a
simultaneous final performance assessment. This leads to a multiple testing problem
for which different error rates can potentially be controlled. We focus on the family-
wise error rate (FWER), the probability that any false positive test decision occurs.
This is arguably the strictest but also most relevant error rate for model evaluation.
Controlling the FWER corresponds to bounding the probability to falsely conclude
the suitability of a model with insufficient performance. This viewpoint is particularly
relevant for critical applications such as medical diagnosis and prognosis based on
complex and high-dimensional data (section 1.2.1). The implementation of a medical
device based on a flawed prediction model should be prevented whenever possible
to avoid patient harm. On the other hand, truly capable prediction models should
of course be identified with high probability. This requirement translates to the
maximization of statistical power. Efficient evaluation strategies should be preferred
in practice, as a procedure with higher efficiency needs less samples to attain the
same power and FWER. This is crucial in practice as obtaining a large number of
high-quality (labelled) observations is costly in many applications.

It is debated in many domains if and how intelligent systems based on machine-
learned models should be regulated (section 1.2.2). One of the main concerns oppos-
ing the implementation of artificial intelligence into sensitive areas of public life is a
lack of transparency and/or interpretability (section 1.2.7). In particular, deep neural
networks are often criticized for their ’black box’ character. This means that we are
unable to globally understand how such a model derives its predictions based on the
input data because it is too complex. Model evaluation as pursued in this work can
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be understood as the attempt to conclude a machine learning project with a certificate
which attests a high predictive performance for the final model.

The requirement of transparency then partially shifts from the model itself to the
mechanism that was used to issue such a certificate. That is to say, we can only
make a sensibly claim regarding the performance of a prediction model if we clarify
the conditions under which this claim was derived. This is more difficult than one
might think because it depends on many criteria such as the performance measure,
comparator, study design and statistical analysis. Guidance how to determine these
important characteristics was given in chapter 2 which is summarized below.

Foundations

The performance of a prediction model can often be defined as the expected similarity
of predictions and labels. Sometimes this is also phrased as risk defined as the
expected loss. The performance measure should primarily be derived based on the
real-world requirements of the target application and not based on the (present)
data to avoid overoptimism and ensure the relevance of the results (section 2.1.1).
A comparator for a given task can be either an established prediction workflow or
a prespecified baseline performance (section 2.1.2). Both cases can be tackled with
essentially the same methods.

A naive evaluation strategy uses the same dataset for model selection and (unad-
justed) performance estimation. This approach can induce severely overoptimistic
inferences (section 2.3.1). Selection induced bias primarily refers to the expected
difference between point estimate and actual value of the true performance of the
empirically best model. This bias is always non-negative and increasing in the num-
ber of models that are investigated. It decreases in the available sample size, model
similarity and spread of true model performances, assuming the other factors remain
unchanged. The same phenomenon also increases the type I error rate when statistical
inferences are conducted without taking into account the preceding selection process.

Data splitting is essential in machine learning to improve model selection and avoid
overoptimism (section 2.1.3). In the majority of the literature a three-way data split
is recommended. The training data is used for the optimization of model weights
(section 2.2). The validation data is used for model selection (section 2.3). Finally, the
evaluation or test data is used for the final performance assessment (section 2.4).

The theoretical and numerical results of this thesis were described and connected
in chapter 3 and 4. A more detailed description can be found in the individual
publications contained in part II. A concise summary is given in the following.

Contributions

The omnipresent recommendation in machine learning is to only evaluate a single
model on the final test dataset to allow for an unbiased performance estimation and
simple statistical inference. This popular default evaluation strategy is however quite
inflexible when the selected model does not perform as expected on the test dataset,
i.e. the empirical performance is low and/or the null hypothesis of an insufficient
performance can not be rejected. In the usual statistical inference paradigm, this
leads to a dead end because the significance level was spend entirely on the specified
hypothesis. This means that we cannot evaluate another model on the same test data
without an inflation of the type I error rate.
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The main contribution of Westphal and Brannath (2019a) and Westphal and Brannath
(2019b) was the suggestion to explicitly acknowledge uncertainty in the selection
process and therefore delay the final model selection until the test data has been
observed (section 3.1, 4.1 and 4.2). When employing the heuristic within 1 SE rule,
all models with estimated validation performance within one standard error of the
empirically best model are selected for evaluation. The so-called maxT-approach
was used to adjust the test decisions and point estimates obtained in the evaluation
study. It relies on the asymptotic multivariate normal distribution of the vector of
performance estimates and strongly controls the FWER asymptotically. An advantage
of this method is its wide applicability. It can be employed for arbitrary performance
(risk) measures defined as expected similarity (loss) of predictions and labels.

We have investigated the operating characteristics of the default and within 1 SE se-
lection rules in conjunction with the maxT-approach in several extensive simulation
studies. The general idea of these numerical experiments is to simulate the whole
pipeline of machine learning and evaluation many thousand times in different real-
istic scenarios. Hereby we have used popular machine learning algorithms to train
between M = 40 and M = 200 initial candidate models for binary classification tasks.
In the following we summarize the most noteworthy results of these simulation
studies. The generalizability of these findings is discussed in section 5.2.

• Model similarity should be taken into account for model evaluation. When
similar models are evaluated on the same dataset the adjustment for multiplicity
needs to be less strict. The maxT-approach acknowledges that as it takes into
account the empirical correlation structure of predictions.

• The FWER can be controlled at the significance level in the vast majority of
investigated scenarios, regardless of the employed selection rule. The only
noteworthy exception were slight to modest inflations of the FWER for small
sample sizes (n ≤ 100) in the situation that many candidate models learn a
simple task nearly equally good.

• Evaluating multiple promising models has lead to an increased statistical power
in all investigated scenarios. The power gain was substantial and ranged
between 10% and 20% in many scenarios.

• An advantage of our framework is the possibility to use the test data to enhance
model selection. This resulted in slight to modest increase of the expected final
model performance. For typical scenarios the advantage of the within 1 SE ap-
proach was between 0.5% and 2% classification accuracy. The baseline expected
performance of the default selection rule was between 85% and 90% depending
on the simulation scenario. The effect size depends mainly on the number of
validation and test instances and the number of initial candidate models.

• Only the default evaluation strategy allows an unbiased performance estimation.
In other words, evaluating multiple promising models introduces positive
estimation bias. The maxT-approach can be employed to obtain a corrected,
median-conservative estimator. The resulting negative bias is usually preferable
from the model evaluation perspective.

• A general advantage to evaluate multiple models is the increased flexibility. In
particular, this strategy is less vulnerable to a change of characteristics, e.g. the
data distribution, between learning and evaluation phase.
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• When too many models are assessed simultaneously, the above described
advantages of multiple comparisons approach vanish. At some point even
contrary effects can be observed.

The approximate inference framework based on the maxT-approach is employed in
the vast majority of this work. For the analysis of proportions (e.g. classification
accuracy) this approach can lead to type I error rate inflations for small sample sizes
and confidence intervals not entirely contained in the parameter space. Westphal
(2020) developed a Bayesian model to tackle these issues (section 3.2, 4.5). Addi-
tionally, this approach allows to systematically take into account prior information
from the model development phase and/or previous experiments. The multivariate
Beta-binomial model can be used for a simultaneous analysis of multiple proportions
with general correlation structure. This model was derived from the well-studied
Dirichlet-multinomial model. To be applicable in high dimensions, we proposed a
reduced representation only consisting of first- and second-order (mixed) moments.
To obtain credible regions in this case, a copula approach was utilized to approximate
the posterior distribution.

Westphal, Zapf, and Brannath (2020) adapted the maxT-approach to the simultaneous
assessment of sensitivity and specificity as co-primary endpoints for multiple binary
classifiers (section 3.3, 4.3). This extends the default evaluation strategy in confirma-
tory (phase III) diagnostic test accuracy studies where usually only a single candidate
model is assessed. The co-primary endpoint analysis is the standard approach in
such studies as overall accuracy alone is rarely sufficient to adequately capture the
performance of a classifier for medical testing applications. Our new procedure
asymptotically controls the FWER in the strong sense. For finite sample sizes, this
approach is too liberal under least-favourable parameter configurations, in particular
when many models are compared against baseline values close to one. However, in
realistic scenarios in the machine-learning context, the FWER was always controlled
regardless of the employed selection rule. In general, the simulation results in the
co-primary endpoint setting qualitatively match those observed by Westphal and
Brannath (2019a) and Westphal and Brannath (2019b) in the single endpoint case.

Westphal, Zapf, and Brannath (2020) also proposed a novel subset selection rule (sec-
tion 3.4, 4.3). The optimal EFP rule was derived in the framework of Bayesian decision
theory where the general goal is to maximize the posterior expected utility based
on the current state of knowledge. The main innovation was the hereby employed
utility function which is independent of the subset size. This is an advantage to
other approaches because the procedure has no additional hyperparameters to be
determined by the practitioner. The utility is defined as the expected final model
performance at the time point of decision making, before the evaluation study. The
numerical implementation of the optimal EFP selection rule is based on a simula-
tion of the evaluation study ahead. Hereby, parameter values are simulated from
a generative distribution which is obtained as the posterior distribution based on
preliminary data from the model development phase. The relevant evaluation data
is then sampled from the parameter-dependent (likelihood) model. Together, this
allows to simulate the final selection process in the evaluation study. In our numerical
experiments, all relevant operating characteristics were improved with this novel
rule compared to the simpler within 1 SE approach. For the most part, the additional
benefit was however not too pronounced.
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5.2 Limitations

Limitations of Proposed Framework

It is often argued that the frequently recommended data splitting D = T ∪ V ∪ E
into training (T ), validation (V) and test (E ) datasets, as required in our framework,
is problematic in data sparse applications.

"(...) when the number of samples is not large, a strong case can be made
that a test set should be avoided because every sample may be needed
for model building. Additionally, the size of the test set may not have
sufficient power or precision to make reasonable judgements." (Kuhn and
Johnson, 2013, p. 67)

Cross-validation (CV) or other resampling approaches are often framed as a general
solution to this problem, compare section 2.1.3. It is important to highlight that
we have two possible options where to apply CV. The first option is to repeat the
training-validation split L = T ∪ V which would still require a distinct test set. It
can be expected that this strategy stabilizes model (algorithm) selection before the
evaluation study. However, the number of available test observations might still be
deemed too small. The second possibility is to repeat the learning-evaluation split
D = L ∪ E . To stay in line with the terminology of this work, we would rather call
this procedure cross-evaluation (CE). It is important to realize that we move into
the realm of algorithm evaluation when we average the results from several models
trained by the same algorithm over different test datasets, compare section 1.2.3. In
this case, we are no longer comparing models (conditional on the learning data) but
the average performance of models produced by different algorithms. Sometimes
the average of such benchmark experiments even cover different prediction tasks
(Hothorn et al., 2005; Eugster, Hothorn, and Leisch, 2008).

Boulesteix et al. (2015) thoroughly describe the relevant statistical hypotheses and
discuss parametric and non-parametric tests for this scenario. Adjustment procedures
for multiple comparisons are also already covered in the literature (Hothorn et al.,
2005; Eugster, Hothorn, and Leisch, 2008; García et al., 2010). A main problem
however is then that in principle all investigated methods (e.g. induced by the choice
of algorithms, hyperparameters and data preprocessing) which result in a new CE-
estimate (i.e. average performance over multiple test sets) need to be incorporated
in the multiplicity adjustment. This can be expected to result in a severe power loss
when the number of ’trials’ M is large. This is essentially also what we have observed
in our numerical experiments in a similar setting with only a single split D = L ∪ E
(Westphal and Brannath, 2019a). A potential remedy for this problem are nested
cross-validation procedures which aim to separate the model selection (inner CV
loop) from inferential part (outer CV loop, CE loop in our terminology) (Krstajic et al.,
2014).

"Even though the process of model selection is different from the pro-
cess of model assessment, there has been a tendency to report the cross-
validation error found for the optimal model during the model selection
as the assessed model performance. Varma and Simon (...) report a bias in
error estimation when using cross-validation for model selection, and they
suggest using ’nested cross-validation’ as an almost unbiased estimate of
the true error." (Krstajic et al., 2014, p. 3)
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Compare also Varma and Simon (2006). Note that nested cross-validation no longer
assesses the average performance of learning algorithms alone but rather of cross-
validation protocols used to determine the optimal hyperparameters of a learning
algorithm (Krstajic et al., 2014). The idea of nested cross-validation can potentially
be combined with the multiple testing approach described in this thesis as it might
be beneficial to not only select a single protocol in the inner loop but rather multiple
protocols. These could then be simultaneously assessed in the outer loop under a
suitable multiplicity adjustment. To our knowledge, such an approach has not been
proposed in the literature so far. How exactly the selection and statistical inference
should be conducted in this case is an open research question.

We conclude that the above referred resampling strategies can help to stabilize model
selection and can increase the effective number of observations available for a fi-
nal performance assessment. On the other hand, implementation of these methods,
including our last proposal, will (severely) increase the complexity of planning,
analysing and also interpreting according experiments. In addition, the computa-
tional complexity will of course be severely increased, in particular for nested CV.
This can render these procedures infeasible when many computationally expensive
learning algorithms are investigated. This limits their practical relevance in compari-
son with the simple train-validation-test split pursued for the most part of this thesis.
Finally, we argue that in a strict regulatory context with a prospective evaluation
study, the test set will necessarily be distinct of the learning data.

For the most part we have focused on discriminatory performance (e.g. classification
accuracy) in this work. Of course this is rarely the only criterion which is important
for a prediction task. In section 1.2.7 we have described the idealized situation
that all other practical requirements (e.g. interpretability) for the prediction task at
hand are checked before the evaluation study. Subsequently, models which are not
feasible should not be evaluated for (discriminatory) performance. This viewpoint is
applicable if such a verification of practical requirements can be conducted with high
certainty. This is arguably true for criteria like prediction time and (to some extend)
also model interpretability. For other criteria such as model calibration this viewpoint
may however be limited. Model calibration can for instance be assessed with the
so-called "calibration-in-the-large coefficient" (Steyerberg et al., 2010). Such additional
criteria could be incorporated, for instance by defining the overall performance as a
weighted sum of classification accuracy and model calibration. Assuming suitable
(approximately multivariate normal) estimators exist for all individual components,
the maxT-approach employed in this work remains applicable in this extended case.
Obviously, this will make the initial performance definition, the statistical analysis,
and the interpretation of results more complex (section 2.1.1). An alternative strategy
would be to primarily focus on predictive accuracy, as we did in this thesis. When
multiple promising models are evaluated on the test data, secondary information
could then guide the final model selection from all models which were positively
evaluated with regard to discriminatory performance. Strictly speaking, such an
approach is not covered by our simulation studies because the final model was chosen
solely according to empirical (discriminatory) performance in our experiments.

It is crucial to realize that even with the most thoughtful definition, the predictive
performance usually remains a surrogate for the real-world utility of a novel pre-
diction model in practice. For this not to be true we would need to require that all
other potentially important characteristics of the new model and the comparator are



5.2. Limitations 81

(approximately) equal. This assumption might be justifiable in a few restricted set-
tings, for instance when replacing a fully autonomous system (model) for predictive
maintenance in in an industrial application by a novel system with higher sensitivity
and specificity (regarding the detection of defective parts). In other domains, such as
medical diagnosis and prognosis applications, the situation is quite different. Bossuyt
et al. (2012) introduce the concept of clinical utility "which expresses - preferably in a
quantitative form - to what extent diagnostic testing improves health outcomes rela-
tive to the current best alternative". Moreover, Bossuyt et al. (2012) discuss potential
(randomized) study designs which allow to investigate the potential effect regarding
clinical utility. Related to the current progress of artificial intelligence in healthcare
such additional studies seem most relevant in situations where the workflow to
obtain (and possibly also communicate) a medical test result (diagnosis, prognosis)
is altered drastically compared to the established procedure. However, validity and
efficiency of such additional (randomized) studies are not always guaranteed which
is why their realisation is not recommended in all generality (Bossuyt, Lijmer, and
Mol, 2000; Biesheuvel, Grobbee, and Moons, 2006).

The assumptions of the optimality result regarding the optimal EFP rule (theorem 1,
corollary 1) are not necessarily satisfied in practically relevant situations. This was
already outlined in detail in section 3.4.3. We have argued that the application of our
algorithm is still sensible in practice. Extensions which could address the current
limitations are discussed in section 5.3.

Limitations of This Work

This work relies heavily on numerical simulation studies. As outlined at the beginning
of chapter 4, this is necessary because the theoretical results for the statistical tests
are mostly asymptotic in nature. Of course we would like to generalize our findings
to scenarios outside the simulation study. In the following we discuss to which
extend this is possible for our main simulation study (Westphal and Brannath, 2019b;
Westphal, Zapf, and Brannath, 2020), compare section 4.7.

Initially, we only make deterministic observations such as "method A performs
better than method B regarding operating characteristic X on the 10,000 simulated
data instances", i.e. we compare sample averages of the respective criterion (e.g.
final model performance). On the second level, we can quantify the (simulation)
uncertainty regarding these comparisons, e.g. by providing confidence intervals.
Because of the large number of repetitions most comparisons indicate that there is a
significant difference between selection rules even if some of the effect sizes are small.
In this regard, we rarely conducted a thorough adjustment for multiple comparisons
which can be seen as a limitation of this work. For the primary analysis of the main
simulation study we did however perform a Bonferroni correction. We compared
the expected difference in final model performance between within 1 SE and default
selection rule over all 24 distinct simulation scenarios with a global significance
level of 5% (Westphal and Brannath, 2019b). Hereby, all individual comparisons
turned out in favour of the within 1 SE rule and retained significance even though
the lower confidence bounds were tiny in some cases. Based on this observation, we
can reject the null hypothesis that the two mentioned selection rules lead to the same
expected final performance (α = 5%). The expectation is hereby taken with regard
to the employed (feature-label) data generating distributions, learning algorithms,
the investigated number of models (M = 200) and learning and evaluation sample
sizes. Note that this main analysis was restricted to cases with equal validation and
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test dataset size. In case there are more test than validation observations, we made
the very plausible observation that the aforementioned advantages of the multiple
testing approach are more pronounced.

For the next level of generalization, it is crucial to realize that the above mentioned
(and further) results are not tied to the exact data generating distributions and learning
algorithms that we investigated (Westphal and Brannath, 2019b). The methodological
comparisons rather only depend on the investigated sample sizes, the initial number
of models and the joint distribution of true (preliminary) performances ϑ−, ϑ and
estimates ˆ︁ϑ−, ˆ︁ϑ. This joint distribution is not explicitly defined but rather induced
by the data distribution and the properties of the learning algorithms (including
the hyperparameter sampling scheme). This gives rise to the following ’scaling
argument’: We can replace the (feature-label) data generating distribution e.g. make
the prediction tasks harder (e.g. lower signal to noise ratio, more features) if we
enhance the learning algorithms at the same time (e.g. more complex architecture,
better optimization routine). As long as the induced joint distribution of (ϑ−, ϑ, ˆ︁ϑ−, ˆ︁ϑ)
stays (nearly) identical the results from our comparison of evaluation strategies
remain (almost) unchanged. This relevant distribution is described partially in section
4.7 and deemed to result in realistic parameter configurations. Of course, we do not
claim to exhaustively cover the space of all realistic distributions over parameters
with our simulation design.

The results are however (still) tied to the investigated sample sizes. We investigated
learning data sets of size nL ∈ {400, 800} with validation datasets of size nV = nL/4.
Typical evaluation sample sizes were nE ∈ {100, 200, 400, 800}. While these sample
sizes are certainly realistic for many applications, a more diverse collection, potentially
even sampled randomly according to some generative distribution, would have
increased the relevance of the simulation study. The number of initial candidate
models M also plays an important role. In this regard, we mainly considered M = 200.
Westphal and Brannath (2019b) also considered M = 40 and M = 100. This is a
limitation (due to computational resource constraints), as we expect M to be (much)
larger in many modern machine learning applications. Recall that we hereby count
every change which leads to a new model (e.g. regarding algorithm, hyperparameters,
data preprocessing, dimensionality reduction). We know from section 2.3.1 and 4.7.2
that the selection induced bias generally increases in M. We can thus conjecture that
the advantage of evaluating multiple models are more pronounced when M is much
larger than 200 because it is initially harder to determine the single best model before
the evaluation study.

All numerical experiments presented in this thesis cover binary classification tasks
and either overall accuracy or sensitivity and specificity as performance measures.
While it is reasonable to think that our results remain qualitatively similar for other
prediction tasks and performance measures, this can not be deduced from the present
experiments. Note that the theoretical results still hold for other tasks and perfor-
mance measures. Most importantly, this covers the approximate FWER control and
median-conservative point estimation by means of the maxT-approach. The opti-
mal EFP subset selection rule can also be employed for other tasks when the statistical
model of (parameter) prior and (data) likelihood is adapted appropriately. A general
limitation of the simulation study is the implicit assumption that the training process
of all models m ∈ M is conducted simultaneously. In practice, the learning phase can
be assumed to be much more adaptive in the sense that models are usually trained



5.3. Future Research 83

one (or a few) at a time. It is currently unknown how such an adaptivity would affect
the results of our numerical experiments.

In this work, we compared different evaluation strategies with regard to several
operating characteristics, most prominently the final model performance, statistical
power, family-wise error rate and estimation bias. As frequently encountered in
statistics, different procedures have different advantages and disadvantages. In a
nutshell, the default approach allows an unbiased estimation whereas the evaluation
of multiple promising models in general induces an increased final performance and
statistical power. In the vast majority of scenarios, the FWER was controlled by all
approaches, at least under realistic parameter configurations and given that at least
a moderate number of test observations is available. A strict methodological com-
parison would usually require a specific weighting between these different criteria.
We have avoided to pinpoint such a weighting in this work, primarily because it is
hard if not impossible to specify in generality. In other words, our conclusion that
it is advantageous to evaluate multiple promising models on the final test data set
depends on this weighting. For instance, if an unbiased estimation is deemed as the
only important goal of an evaluation study, this conclusion does not hold. We argue
however that in many practical applications, e.g. in diagnostic accuracy studies, a
negative bias of around 1% is more than bearable when the statistical power can be in
return increased by 10% to 20%. To make the most of this work, the reader could try
to derive the best approach for his or her individual weighting from the numerous
results we reported or, even better, conduct a customized simulation study for his or
her specific problem at hand.

5.3 Future Research

Statistical Inference

The maxT-approach was used as the final statistical test for model evaluation in the
vast majority of this thesis. One of its main advantages is the applicability for a
large class of performance measures, in particular those defined according to (1.1).
The maxT-approach defines a simultaneous test procedure, meaning that all test
statistics are compared to the same critical value. This is fine if we indeed choose
the final model as m∗ = argmaxm∈S Tm, i.e. according to the evidence that the null
hypothesis is false. Of course, a general advantage of evaluating multiple models
is the possibility to deviate from this natural choice in the evaluation study. For
instance, a second model might (empirically) be only slightly worse than m∗ with
regard to predictive performance but bring other advantages such as being easier to
interpret. Increasing the power for hypotheses other than Hm∗ might help to fully
take advantage of such situations. An obvious candidate are so-called stepdown
methods such as described by Romano and Wolf (2005). Stepdown procedures rely
on a comparison of the sorted sequence of test statistics with a decreasing sequence of
critical values in a stepwise fashion until the first non-rejection is encountered. Which
stepdown (or alternative) procedures are (most) suitable to gain statistical power in
the model evaluation context should be investigated in the future.

For the analysis of proportions, e.g. classification accuracy, a Bayesian alternative
to the frequentist maxT-approach was described in section 2.4.3. It is based the
multivariate Beta-binomial model which allows to take prior information into account
(Westphal and Brannath, 2019b). In the model evaluation context, prior information
can readily be based on the validation data from the model development phase.
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A naive approach is to construct the prior distribution for the evaluation directly
based on the validation data. This strategy has however lead to inflated type I error
rates for small sample sizes in a small-scale simulation study in section 4.6.2. A
plausible explanation for this observation is that the (subset) selection process in the
validation stage is ignored. At larger sample sizes (nE = 400) this problem vanished
as the prior influence (nV = 100) on the posterior distribution is reduced. To counter
this effect for small sample sizes we advocate to explore correction strategies in
the validation stage to account for the (subset) selection process. Empirical Bayes
procedures which effectively shrink together performance estimates in the validation
stage seem promising in this regard (Scott and Berger, 2010). In the small study in
section 4.6.2 we base test decisions on the credible regions obtained from the posterior
distribution. Westphal (2020) remarks that this a non-standard approach and should
be contrasted with established Bayesian techniques such as hierarchical models in
the future (Scott, 2009; Guo and Heitjan, 2010). A more cautious approach to link the
evidence from learning and evaluation phase would be hypothesis weighting. A test
procedure for that matter which incorporates the dependency structure of estimators
was described by Dickhaus and Gierl (2012). How to split up the significance level
among hypotheses depending on the validation data and to what extend such an
approach is beneficial for statistical power are open research questions (Westphal,
Zapf, and Brannath, 2020).

The co-primary endpoint analysis described in section 3.3 can be related to the recent
discussions regarding fairness in artificial intelligence. For instance, Buolamwini
and Gebru (2018) demonstrate that the accuracy of three (commercial) automated
gender classification systems based on facial images is sensitive to gender and skin
tone. In particular, Buolamwini and Gebru (2018) found that "all classifiers perform
better on male faces than female faces (8.1% - 20.6% difference in error rate)" and "on
lighter faces than darker faces (11.8% - 19.2% difference in error rate)". One possibility
to define fairness is by requiring an equal accuracy in all relevant subclasses. This
definition is called "overall accuracy equality" by Berk et al. (2018). Assume that we
have a partitioning of the target population (and hence of the test data) in relevant
subgroups C = {1, . . . , C}, none of which shall be discriminated, and denote by θc

m
the performance of model m ∈ M in subgroup c ∈ C. Then we may define fairness
similarly as having a subgroup specific performance bounded from below by ϑ0. The
corresponding hypothesis system for model evaluation then reads as

H = {Hm : ϑm = min
c∈C

θc
m ≤ ϑ0, m ∈ M}.

The modified maxT-approach outlined by Westphal, Zapf, and Brannath (2020) for
the analysis of sensitivity and specificity as co-primary endpoint can then directly
be applied to this case assuming an approximately multivariate normal estimator of
θ exists. The operating characteristics, e.g. finite sample FWER and power, of this
approach can be expected to depend heavily on the size of the smallest subgroup
(Westphal, Zapf, and Brannath, 2020) and should be contrasted with other potential
approaches in the future.

Subset Selection

The optimal EFP selection rule derived by Westphal, Zapf, and Brannath (2020) pro-
vides a principled strategy to select which models should undergo a throughout
evaluation study. The main novelty hereby is to employ a utility function which is
independent of the size of the subset of models selected for evaluation, namely the
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expected final model performance (EFP). Our approach rather induces an implicit
penalization of too large and too small subset sizes S = |S| by simulating the final
selection process and in particular its imperfectness. Other utility functions, incor-
porating statistical power or estimation bias, seem also worth to explore. Multiple
components could also be combined as a weighted average to an overall utility func-
tion. This would however inevitably require a specification of these weights. This
can be seen as an advantage and disadvantage at the same time. We can tailor the
method to our needs but also have to supply these ’hyperparameters’. The advantage
of the independence of S would however persist in this extended case.

We have already pointed out the limitations of our theoretical results regarding the
optimal EFP rule in section 3.4.3. There are three general problems. Firstly, there
is no clear-cut strategy to specify a reasonable prior distribution so far. We have
implemented a uniform prior in section 4.6.2 which is of course not realistic but a
general strategy in situations without ’true’ prior information. In this regard, an
adaptation of empirical Bayes methods seems desirable to estimate the prior based on
the present (validation) observations (Scott and Berger, 2010). Secondly, the stability
assumption (S4) can be assumed to only hold approximately in practice as preliminary
performance ϑ− and final performance ϑ of course deviate, depending on the involved
sample sizes and the stability of the learning algorithm. Lastly, we were so far not able
to qualify when condition (S5) is met in practically relevant situations. Of course the
answer to this question does also depend on the exact definition of the restricted action
space, in particular how models are ranked. Theoretical results in this regard would
be welcomed. Existing Bayesian approaches to make the algorithm more robust to
prior misspecification and lacking stability of the learning algorithm(s) should also
be investigated. For instance, in the so-called Gamma minimax framework, a family
of prior distributions is specified. The goal is then to choose the action such that the
worst-case Bayes risk (over the prior family) is minimized (Vidakovic, 2000).
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Chapter 6

Conclusion

Prior to this work, the most popular recommendation to strictly separate model selec-
tion and performance assessment stood mostly unchallenged. Our main conceptual
contribution is the suggestion to utilize the test data to improve model selection.
This is not intended and usually even strongly rejected in the default framework.
We proposed to evaluate multiple promising models on the final test dataset which
allows us to partially correct a flawed ranking from the learning phase. This is crucial
in modern applications for which the amount of labelled data is limited. This is in
particular true when a large number of learning algorithms, hyperparameters, data
preprocessing pipelines and/or dimensionality reduction techniques are compared
in the learning phase. All these factors make it increasingly difficult to pinpoint the
final model choice before the performance assessment on a distinct test dataset.

The strategy proposed in this work makes the statistical analysis in the evaluation
study more complex because inferences need to be adjusted for multiple comparisons.
An adequate correction should take into account the dependency structure between
predictions of different candidate models, i.e. model similarity. For that matter,
we adapted an established simultaneous test procedure based on a multivariate
normal approximation of the vector of performance estimates. This so-called maxT-
approach can be applied for a model evaluation with regard to most practically
relevant performance and risk measures. To apply this method in practice, the only
additional quantity which has to be supplied (compared to the default approach) is
the empirical covariance matrix which captures model similarity. The approach can
be adapted to a so-called co-primary endpoint analysis. Hereby, the performance
evaluation is conducted for several distinct subgroups. This is for instance important
in diagnostic accuracy trials because a diagnostic or prognostic model is required to
have a high sensitivity and specificity at the same time.

Control of the family-wise error rate, the probability to conduct any false positive
model evaluation, is important in practice as we thereby limit the danger of imple-
menting flawed models in sensitive and potentially large-scale applications. Error
control at the desired level is possible in realistic scenarios, unless the number of test
observations is severely limited. On the other hand, we of course aim to identify a
capable model with high probability. In this regard, we observed considerable power
improvements compared to the default approach. A drawback of our proposal is the
now biased point estimation which can however be corrected in a conservative man-
ner. The finite sample results in this work are based on simulation studies. Hereby,
we considered a wide variety of realistic scenarios in the machine learning context.
A generalization to other settings is possible when key characteristics (performance
measure, dataset sizes, number and similarity of models) remain similar.
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We also derived a principled strategy to choose which models should be evaluated
on the final test dataset in the framework of Bayesian decision theory. The developed
algorithm essentially conducts a simulation of the future evaluation study based on
the preliminary data observed in the model development phase. The subset of models
which yields the highest expected final model performance is chosen accordingly.
Importantly, the imperfect selection process in the test phase is also taken into account.
Our procedure may be generalized to other utility concepts in the future, for instance
incorporating statistical power and/or estimation bias. This could allow investigators
to plan an evaluation study according to desired criteria in an optimal fashion. We
suggest that some theoretical and algorithmic aspects of our approach can still be
improved.

Multiple testing is not completely new to model evaluation. However, we perceive
that it was mainly recognized as an emergency solution so far. Our work indicates that
there are good reasons to employ multiple testing strategies as a standard procedure.
However, which strategy is best ultimately depends on the goal of the evaluation
study and the operating characteristics (bias, error control, final performance, ...) that
are deemed to be most important. This is strongly reminiscent of predictive modelling
itself where our demands for the prediction task (performance measure, comparator,
model complexity, ...) should also be defined well-balanced and in accordance to
real-world requirements in order to promote a successful outcome.

We conclude that a deliberate model evaluation should be an integral part of any
serious machine learning project. Obtaining a high empirical performance on a given
dataset is already difficult in many applications. However, to avoid disappointment
in real-world usage, additional care should be taken before concluding the suitability
of a given solution. To facilitate the implementation of truly valuable and trustworthy
intelligent systems, we should not only aim for transparent and accurate models and
algorithms but also for transparency and validity with regard to their assessment.
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Article

Evaluation of multiple prediction models:
A novel view on model selection and
performance assessment

Max Westphal and Werner Brannath

Abstract

Model selection and performance assessment for prediction models are important tasks in machine learning, e.g. for the

development of medical diagnosis or prognosis rules based on complex data. A common approach is to select the best

model via cross-validation and to evaluate this final model on an independent dataset. In this work, we propose to instead

evaluate several models simultaneously. These may result from varied hyperparameters or completely different learning

algorithms. Our main goal is to increase the probability to correctly identify a model that performs sufficiently well. In this

case, adjusting for multiplicity is necessary in the evaluation stage to avoid an inflation of the family wise error rate. We

apply the so-called maxT-approach which is based on the joint distribution of test statistics and suitable to (approximately)

control the family-wise error rate for a wide variety of performance measures. We conclude that evaluating only a single

final model is suboptimal. Instead, several promising models should be evaluated simultaneously, e.g. all models within one

standard error of the best validation model. This strategy has proven to increase the probability to correctly identify a good

model as well as the final model performance in extensive simulation studies.

Keywords

Artificial intelligence, diagnosis, diagnostic accuracy, machine learning, model evaluation, multiple testing, prognosis

1 Introduction

Accurate and reliable diagnosis and prognosis are of utmost importance in clinical practice. New technologies
rapidly add a vast variety of data sources that may be used as potential predictors. More often than not, these data
are complex and high dimensional. As a result, many efforts are made to provide trustworthy diagnostic tools in
the form of prediction models obtained via machine learning techniques.1–4 A recent example is the application of
deep learning for tumor classification based on imaging mass spectrometry data.5 A major challenge in this process
is the selection of a good model and a reliable assessment of its predictive performance. In this work, we address
both questions with particular focus on increasing statistical power for model evaluation while avoiding
overoptimistic claims regarding the final model performance.

In the following, we consider the problem of predicting a target variable Y (dependent variable) from a set of
features X (independent variables). In supervised machine learning, this is achieved by learning a deterministic
function f̂ which provides a prediction ŷ ¼ f̂ ðxÞ based on the observed features x. In practice, this is accomplished
by a learning algorithm A which learns f̂ from the training data T , that is to say f̂ ¼ AðT Þ. We assume that the nT
observations are sampled i.i.d. from the unknown joint probability distribution D ¼ DðX,YÞ from X and Y or
T � D

nT for short. A typical example is medical diagnosis, e.g. prediction if a patient has a certain disease (Y¼ 1)
or not (Y¼ 0) based on a collection of clinical measurements X 2 RP, where P 2 N denotes the number of features.
In contrast to this (binary) classification task, the case of Y 2 R is referred to as a regression problem. We refer to
standard references for a throughout introduction to fundamental machine learning concepts.6,7

Once a prediction model f̂ has been learned from T , we consider it as a given, deterministic function. An
important task is then the evaluation of its predictive performance. The (generalization) performance of f̂ is
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defined as # ¼ #sð f̂ Þ ¼ ED½sð f̂ ðXÞ,YÞ�, where sðŷ, yÞ is a deterministic, real-valued function which measures the
similarity of prediction ŷ ¼ f̂ ðxÞ and truth y. In some cases, one rather defines a dissimilarity measure (loss) d ðŷ, yÞ
and accordingly the (generalization) error #dð f̂ Þ. Typical examples for a similarity and dissimilarity measure are
sðŷ, yÞ ¼ 11ðŷ ¼ yÞ, defining classification accuracy, and d ðŷ, yÞ ¼ ðŷ� yÞ2, defining the mean squared error (MSE)
for a regression problem. In the following, we only refer to # as performance. The question on how to choose s for
a specific application is not covered in this work and we refer to the existing literature for a comparison of different
(dis)similarity measures.8–12

A natural estimator for # is the empirical performance #̂ ¼ #̂ð f̂,DÞ ¼ 1
nD

PnD
i¼1 sð f̂ ðxiÞ, yiÞ on a dataset D � D

nD .
It is well known that estimation of # on the training data T may lead to overly optimistic (upward biased)
performance estimates, if the learning algorithm overfits the training data. The usual recommendation is
therefore to estimate # on validation data V � D

nv that is independent of T .
In practice, usually not only a single but rather multiple learning algorithms Am, m 2 M ¼ f1, . . . ,Mg, are

considered. The algorithms Am may be completely different, e.g. a logistic regression versus a tree-based model, or
just differ regarding the choice of a hyperparameter like the strength of a penalty term. Two important aspects of
machine learning are how to select a model fm� and estimate its performance #m� . The naive approach of estimating
#m ¼ #ðf̂mÞ for all models, on the same dataset V and then choosing the empirically best model
m� ¼ argmaxm2M#̂mðVÞ has the severe downside that the estimate #̂m� ðVÞ for #m� is usually biased upward. This
is often referred to as selection-induced bias which is particularly important in case statistical inference regarding
the unknown parameter #m� is the ultimate goal, e.g. deciding if #m� 4#0 for a performance threshold #0.
Statistical inference for model performance in form of test decisions or interval estimates may not always be
needed in machine learning applications, but it certainly is in regulated environments like evaluation of diagnostic
or prognostic devices and procedures in medical research.13,14

The predominant recommendation in the literature concerning model selection and evaluation is to sample
learning data L � D

nL and evaluation data E � D
nE and perform the following steps6,8,15–17

Learning: The learning data L is split into training set T and validation set V. The random splitting L ¼ T [_ V may be
repeated multiple times leading to techniques like (repeated) K-fold-cross-validation and different bootstrap versions,

cf.18 and references therein. In this case, the resulting estimates #̂ðAmðT Þ,VÞ are averaged to estimate the expected
performance of each algorithms Am. The algorithm m� which yields the highest estimated (expected) performance is
selected and used to learn the final model f̂m� ¼ Am� ðLÞ on the whole learning data L.

Evaluation: The performance of the final model f̂m� ¼ Am� ðLÞ is assessed on the independent evaluation set E. It is
frequently emphasized that only a single model shall be evaluated on E to enable an unbiased performance estimation.
A statistical test ’ : E ! f0, 1g may be used to decide if the null hypothesis H0 : #m� � #0 can be rejected in favor of

alternative H1 : #m� 4#0.

In the machine learning literature, E is commonly referred to as the test set. Unfortunately, E is also sometimes
referred to as validation data. To avoid confusion, we will only use the term evaluation data for E and validation
data for V � L in the following.

The default learning-evaluation-strategy described above has several advantages. Mainly, it limits the
danger of overfitting to the training data and it allows to obtain an unbiased estimate of #m� , the performance of
the final model f̂m� . Furthermore, it is usually not difficult to derive a statistical test for the (one-sided) null hypothesis
Hm�

0 : #m� � #0. The threshold #0 needs to be defined prior to the evaluation study and should reflect the minimal
required performance for the application at hand. For diagnostic devices in medical applications, 1� #0 expresses
the sacrifice in accuracy one is willing to make compared to the reference standard due to other advantages of the
new procedure (e.g. lower invasiveness or costs). It is also possible to estimate #0 ¼ #ðf̂0Þ of an established
comparator f̂0 on the same evaluation data for a direct comparison. For simplicity, we will however assume that
#0 is known in the remainder of the work. Requiring that the null hypothesis Hm�

0 : #m� � #0 needs to be rejected
before implementing a new diagnostic tool in clinical practice expresses that we would rather err on the side of
caution. That is to say, we would rather not implement a good model (type 2 error) than falsely implementing a bad
model (type 1 error). This is in particular true in critical applications where life threatening decisions may be based on
the diagnostic results. This approach is established in particular in phase 4 or phase 3 diagnostic accuracy studies,
depending on the taxonomy.9,19 Furthermore, several works highlight that (external) evaluation studies for the final
model are important but rarely conducted in practice.13,14,20,21

However, it might also be disadvantageous to select only one model for final evaluation, namely if the selected
model m� is far worse than one of its competitors m 2 M. This is a relevant threat in practice when validation
performance estimates are highly variable, e.g. in case of few validation observations. Another obstacle might be
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non-representative learning samples, i.e. when the data used for model development strongly deviates from the
target population in key characteristics. In our experience, this is not unlikely in medical research when the
learning data is collected retrospectively from a wide variety of data sources. For instance, the learning data
might differ strongly from the target population regarding relevant features like age, sex or comorbidities. The
prospective evaluation study, however, is conducted in a cohort fulfilling rigorous inclusion criteria leading to
charasteristics closer to the target population. Performance estimates during learning and evaluation phase might
hence differ substantially. A similar effect might originate from ongoing advances of sample preparation
procedures and biomarker assays over time, i.e. from L (past) to E (future). Such developments are certainly
positive in general, but may nonetheless lower the chances to correctly identify a truly good model with regards to
samples from the target distribution D based on the non-representative learning data.

As a result, we may thus be in danger to conduct correct inference for an underperforming model. A potential
remedy is to evaluate multiple modelsM� �M on the evaluation data with the goal to increase the probability to
correctly identify at least one model m� 2 M� which is able to outperform the benchmark #0. This problem can be
stated as a multiple test problem specified by the following system of null hypotheses

H� ¼ fHm�

0 : #m� � #0, m
� 2 M

�
g ð1Þ

Inference regarding H� may be conducted via a multiple test, i.e. a mapping u : E ! f0, 1gM
�

whereby ’m� ¼ 1
implies that hypothesis Hm�

0 is rejected. u is expected to control the family wise error rate (FWER), a
generalization of the type 1 error for multiple hypothesis tests. In addition, we consider the disjunctive power
as an important characteristic of u, which is defined as the probability to correctly reject at least one false null
hypothesis. When rejecting a single null hypothesis from H�, we also reject the global null hypothesis

G� ¼
\

m�2M�
Hm�

0 ð2Þ

Multiple hypothesis testing is not commonly employed in model evaluation practice although different
approaches have been showcased and compared in this context.22 This might stem from the fact that the
omnipresent recommendation to completely seperate model selection and evaluation results in a valid and easy-
to-use strategy to avoid an overoptimistic performance assessment. To avoid the beforementioned downsides
associated with this strategy when the uncertainty regarding model selection is high, we will investigate a
particular multiple test in this work. The so-called maxT-approach is based on the joint distribution of the test
statistics and assumes (approximate) normality. Technical details are provided in the next section. We note that, even
if the validation ranking is correct, we might benefit from evaluating multiple models in terms of statistical power.

In this context it should also be noted that in the usual framework, the properties of the multiple test u for H�,
i.e. FWER control and maximization of power, are assessed conditional on the previously conducted model
selection. Formally, we assume that this selection is based on a selection rule which is a mapping
r : L�M� �M. That is to say, a subset of models M� is selected for evaluation based on the learning data,
in particular the validation estimates ð#̂mðVÞÞm2M. In order to link model selection and performance assessment, we
propose to extend a given selection rule r and a multiple test u forH� to a multiple test w ¼ ð mÞm2M for the initial
hypothesis system

H ¼ fHm
0 : #m � #0, m 2 Mg ð3Þ

by setting

 mðEÞ ¼
0 if m =2M�,

’mðEÞ if m 2 M�

�
ð4Þ

This means that we evaluate all models m =2M� negatively, i.e. do not reject the according null hypothesis. With
definition (4) we formalize what is implicitly done in practice, namely to ‘spend’ all of the significance level � on the
evaluation of the selected model(s) and neglect all other models. We perceive the global null

G ¼
\
m2M

Hm
0 ð5Þ
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associated with H as much more relevant in practice than G� associated to H�. That is, it is more natural to
ask if any of the candidate models considered in the first place (m 2 M) outperforms the performance
benchmark #0 rather than asking the same question restricted to the few (or single) models m� 2 M� which
were chosen to be evaluated. This approach enables us to assess the quality of model selection and evaluation
together.

Our main research questions can be stated as follows: (1) In which situations is it beneficial to evaluate more
than one model? (2) How do different model selection rules perform relative to each other regarding FWER
control, statistical power and estimation bias? The remainder of this work is structured as follows: In the second
section, a few important concepts from multiple testing theory are defined. In addition, we show that our approach
is applicable for a wide variety of performance measures, namely if the empirical performance estimate (sample
average) is used. In the third section, we will present the results from numerical experiments we conducted to
compare several heuristic model selection rules in conjunction with the maxT-approach with regards to FWER,
power and estimation bias. In the fourth section, our evaluation strategy is applied to two real datasets. Finally, in
the last section, we will discuss our findings and propose possible extensions to our work.

2 Statistical model and theoretical aspects

We will assume the following scenario: Given a prediction task Ŷ ¼ f̂ ðXÞ, a similarity measure s and learning
data L, the goal is to provide empirical evidence that at least one of the candidate models f̂m ¼ AmðLÞ, m 2 M,
can outperform the benchmark #0. The evaluation is conducted via a selection rule r, an evaluation sample
E � D

nE and a multiple test u. We are interested in properties of the multiple test w ¼ ðr,uÞ introduced via
equation (4) in terms FWER and power and the bias of the performance estimate(s). As the traditional
assumption L � D

nL may be violated in practice, we will also consider the case were L � ~D
nL

is sampled from
an altered distribution ~D. Our perception of the learning-evaluation process is depicted in Figure 1, whereby some
aspects will be derived in the following. Note that the learning phase may be iterative which is indicated by the
double arrow between training and validation. In contrast, the hypotheses and hence the prediction models in
the evaluation phase cannot be changed after the data has been observed when the goal is strict control of the type
1 error.

2.1 Multiple testing in model evaluation

In the following we introduce some important definitions, mainly adopted from Dickhaus.23 The system of null
hypothesis H� is defined in equation (1). A (non-randomized) multiple test for H� is a mapping u : E ! f0, 1gM

�

.
For m� 2 M� the null hypothesis Hm�

0 gets rejected if ’m� ¼ 1. The family-wise error rate of u is defined as

FWERq ðuÞ ¼ P#
[

m�2M�0

f’m� ¼ 1g

0@ 1A ð6Þ

whereM�0 �M
� is defined as the set of indexes m� such that Hm�

0 is true which depends on the true parameter
vector q . This probability to make any false positive claim shall be bounded by the significance level � 2 ð0, 1Þ.
Formally, ’ is said to control the FWER strongly if

8q 2 ? : FWERq ðuÞ � � ð7Þ

whereby ? is the parameter space. This is a very important property, as without FWER control or another way of
limiting false positive test decision any multiple test is essentially pointless. Regarding type 2 errors (false negative
test decisions), the disjunctive (or 1-minimal) power is defined as

Powerq ðuÞ ¼ Pq

[
m�2M�1

f’m� ¼ 1g

0@ 1A ð8Þ

wherebyM�1 ¼M
�
nM

�
0. A usual way to choose between different multiple tests for the same problem is to seek

maximum power given control of the FWER at a specific significance level, e.g. � ¼ 0:05. There are other power
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concepts in multiple testing, aiming at the simultaneous rejection of several false hypotheses, which are not
considered in this work.24

2.2 The maxT-approach

We will consider one particular multiple test for H� in this work, namely the so-called maxT-approach which is
also called projection method in the literature.23,25

Let q̂ ¼ ð#̂m� Þm�2M� be the vector of estimates for the unknown parameter q ¼ ð#m� Þm�2M� . By n ¼ nE we

denote the evaluation set size. Let furthermore bD ¼ bDn be an estimate of the covariance matrix D ¼ covðq̂ Þ

with anbDn!
P

D where an is a nondecreasing sequence. In addition, we assume that q̂ ¼ q̂ n follows

Figure 1. Schematic representation of the machine learning and evaluation process.
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asymptotically a multivariate normal distribution, i.e. a1=2n ðq̂ n � q Þ!
D
NM� ð0,DÞ. We condense these two

assumptions to

q̂ _�NM� ðq ,b�Þ ð9Þ

to describe the approximate distribution of q̂ . We define the test statistics Tm� ¼ ð#̂m� � #0Þ=bseð#̂m� Þ or
T ¼ bD�1=2ðq̂ � q 0Þ in vectorized form, whereby bD ¼ diagðbDÞ. Assumption (9) entails

q ¼ q 0 ) T _�NM� ð0, bRÞ ð10Þ

where bR ¼ bD�1=2b�bD�1=2 is the estimated correlation matrix of q̂ . From this, the approximate distribution of the
maximum test statistic can be derived as

Pðmax
m�
ðTm� Þ � tÞ � �M� ðt, bRÞ ¼ Z t

�1

. . .

Z t

�1

�M� ðx, bRÞdx ð11Þ

where �M� ð	 , bRÞ is the density function of the M�-dimensional multivariate normal distribution with mean 0 and
covariance matrix bR. From this we can calculate the simultaneous critical value c� 2 R by solving
�M� ðc�, bRÞ ¼ 1� � numerically for c� ¼ ðc�, . . . , c�Þ. This defines a multiple test for H� by rejecting Hm� if and
only if tm� 4 c�. Calibrating c� under the global null G

� yields weak control of the FWER. In this case, even strong
FWER-control is warranted because the subset pivotality condition (SPC) is met.23 (p.48). One might also
construct approximate simultaneous (e.g. lower) confidence intervals with confidence level 1� � via

CI1�� ¼ 

m�2M�

#̂m��c� 	 bseð#̂m� Þ, 1h �
ð12Þ

The maxT-approach is a simultaneous test procedure (STP), meaning that all test statistics are compared to the
same critical value. Taking into account the correlation between the performance estimates results in an increased
rejection rate compared to simpler procedures when the correlations are positive. For instance, the critical value c�
is less than or equal to �ðð1� �Þ1=M

�

Þ which corresponds to a Šidák correction with equality in case the test
statistics are uncorrelated23 (p.55).

One might ask the question, in which situations it is more efficient to test multiple hypothesis instead of just one.
By efficiency we refer to distjunctive power as defined in equation (8). If q and D ¼ Dn ¼ D1=2

n RD1=2
n are assumed

to be known, Powerq can be calculated explicitly. For q 2 ? n G� the power is given as one minus the probability
that all observed test statistics are smaller than c�, i.e.

Powerq ðumaxTÞ ¼ 1��M� c� �D�1=2n ðq � q 0Þ, R
� �

ð13Þ

In case not all null hypotheses are false, the quantities q , Dn and R in equation (13) need to be restricted to the
index set of false null hypothesis. This may be used for an approximation of Power# when assuming certain q , Dn

and evaluation sample size n ¼ nE . Conversely, the sample size n to achieve a specific power may also be calculated.
However, since equation (13) ignores the fact that D needs to be estimated, simulations may yield a more precise
power estimate.

2.3 Performance estimation

We will now restrict our attention to binary classification, i.e. Y 2 f0, 1g, as this case is most important for
medical diagnosis and consider overall accuracy as the performance measure defined through
# ¼ ED½11ð f̂ ðXÞ ¼ YÞ� ¼ Pð f̂ ðXÞ ¼ YÞ. From the observed evaluation data E ¼ fðxi, yiÞgi¼1,...,n the actual relevant
similarity matrix

S ¼ 11ðf̂m� ðxiÞ ¼ yiÞ
� �

i¼1,...,n
m�2M�

ð14Þ

is derived by applying all selected models f̂m� to the observed feature data xi. Note that this step is deterministic,
given that all prediction rules f̂m� are deterministic.
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The true performances #m� can be estimated as the sample proportions of correct predictions

#̂m� ¼
1
n

Pn
i¼1 11ðf̂m� ðxiÞ ¼ yiÞ, the column means of S. A consistent estimate for the covariance matrix D of q is

given by bD ¼ bDn, the sample covariance matrix of S (divided by n). The entries of bD can be written as

�̂m�k� ¼
�̂m�k� � #̂m� #̂k�

n
ð15Þ

where �̂m�k� ¼
1
n

Pn
i¼1 11ðf̂m� ðxiÞ ¼ f̂k� ðxiÞ ¼ yiÞ is the estimated proportion of common correct predictions of model

m� and k�. Due to the multivariate central limit theorem,26 the joint distribution of q̂ is asymptotically
multivariate normal

n1=2ðbq n � q Þ!
D

NM� ð0,DÞ, n!1 ð16Þ

This result can be generalized to arbitrary similarity functions s as long as the estimator #̂ ¼ 1
n

Pn
i¼1 sð f̂ ðxiÞ, yiÞ is

employed. This justifies assumption (9) and hence the use of the maxT-approach when the empirical performance
estimator is used.

2.4 Model selection based on the evaluation data

Since we are no longer limited to evaluate only one model on E, the final model selection now needs to be
conducted based on the evaluation data. When using the maxT-approach, the most obvious choice is

m�� ¼ argmaxm�2M�Tm� . For classification accuracy, this is equivalent to choosing m�� ¼ argmaxm� #̂m� because

#̂� t ¼ ð#̂� #0Þ=

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
#̂ð1� #̂Þ=n

q
is a strictly increasing function. Of course, (non-)rejection of Hm��

0 is equivalent to

(non-)rejection of the global null hypothesis G�.

We expect that conducting the final model selection based on the evaluation data will again introduce an
upward bias of the estimate #̂m�� . One elegant way to correct for this bias is to calculate the lower bound of a
one-sided simultaneous 50% confidence interval as an estimator for #m�� . More explicitly, for every selected model
we define a corrected point estimate for #m� as

#̂cm� ¼ #̂m� � c0:5bseð#̂m� Þ, m� 2 M� ð17Þ

where c0:5 satisfies �M� ðc0:5, bRÞ ¼ 0:5. Under the assumption of normality and a known covariance matrix we have

Pð#̂cm�� 4#m�� Þ � Pð9m
� 2 M

� : #̂cm� 4#m� Þ ¼ 0:5 ð18Þ

as the event E1 ¼ f#̂
c
m�� 4#m�� g implies E2 ¼ f9m

� 2 M
� : #̂cm� 4#m� g. The estimator #̂cm�� is

therefore (approximately) median-conservative. Equality in equation (18), which corresponds to median-
unbiasedness of #̂cm�� , follows in the case when all selected models have the same true performance as in this
case E1¼E2.

2.5 Transition from H� to H

As stated before, in the context of model selection and evaluation we perceive the hypothesis system
H ¼ fHm

0 : #m � #0, m 2 Mg as much more relevant than H� ¼ fHm�

0 : #m� � #0, m
� 2 M

�
g. We thus define a

multiple test w for H by combining a selection rule r : L�M� �M with a multiple test u for H� to a
multiple test w ¼ ðr,uÞ for H as given in equation (4). Due to this construction, w controls the FWER strongly
forH if u strongly controls the FWER forH� for allM� �M. This is given (approximately) in our framework as
pointed out in the statistical model section.

In summary, in the presented framework, we obtain corrected point estimates (17), a simultaneous confidence
region (12) and test decisions  m� ¼ ’m� , m

� 2 M
�, for the selected models after having conducted the evaluation

phase. Additionally, for all models m 2 M nM� which have not been selected we conclude  m ¼ 0, i.e. not to
reject the null hypothesis Hm

0 , compare Figure 1.
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3 Simulation study: model evaluation in practice

The purpose of our numerical experiments is to simulate the complete learning-evaluation process as illustrated in
Figure 1 and compare different evaluation strategies which differ with regards to the employed selection rules
based on the validation data. The simulation was conducted with R (version 3.4.4) and the batchtools package
(version 0.9.8).27,28 The maxT-approach was implemented with help of the mvtnorm package which allows the
calculation of the critical value as indicated in equation (11).29 The R code used to conduct the simulation study
can be accessed via a public GitHub repository.a In the following, essential characteristics of the simulations are
described.

3.1 Setup

First, the joint distribution DðX,YÞ is specified by means of the general product rule via DYjX and DX. For all
simulations, we consider P¼ 50 features with joint multivariate normal distribution, i.e. DX ¼ N Pð0,DXð�ÞÞ where
DXð�Þ is a equicorrelation matrix with correlation � 2 ½�1, 1�. The conditional distribution DYjX of Y given the
features X is specified by the logit model

PbðY ¼ 1 j X ¼ xÞ ¼
1

1þ expð��0 � bTxÞ
ð19Þ

defined by the coefficient vector b 2 RP. The intercept b0 is set to zero in all simulations which corresponds to a
prevalence of 50% for the event Y¼ 1 at the mean of the covariates. We mainly considered two different coefficient
models for the entries bp of the P-by-1 vector b:

(1) a sparse model with only Pact ¼ 55 50 ¼ P nonzero coefficients �p ¼ 11ð p � PactÞ 	 �1, p ¼ 1, . . . ,P,
(2) a dense model where �p ¼ ð�1Þ

p�1�2=p, p ¼ 1, . . . ,P.

In our numerical experiments, we considered different �1, �2, q and nL to adjust the difficulty of the prediction
task. In total, 16 ¼ 24 different scenarios were implemented, defined by �1 2 f2, 4g, �2 2 f3, 6g, � 2 f0, 0:5g and
nL 2 f200, 400g.

As a variation, the learning data L was also sampled from an altered data distribution eDðX,YÞ for the sparse
coefficient model. Here, we assumed that eDX ¼ DX but eDYjX defined through eb may differ from DYjX defined
through b. For example, we consider the case where some of the active coefficients from b are multiplied by a
factor c 2 ð0,1Þ ineb. This way we emulated the relevant scenario that covariate effects are damped or amplified in
the learning data compared to the target population.

For the learning phase, we considered penalized logistic regression models from the elastic net (EN) class with
varying L1 and L2 penalties.30,31 Training and cross-validation was carried out using the glmnet package (version
2.0–13), which allowed for fast computations.31 The EN algorithm maximizes the penalized conditional log-
likelihood

ð�̂0,bbÞ ¼ AENðT , 	,�Þ

¼ argmax
ð�0, bÞ

1

nT

XnT
i¼1

yið�0 þ bTxiÞ � logð1þ expð�0 þ bTxiÞÞ
� 	

� 	P�ðbÞ

" #

where � 2 ½0, 1�, 	 2 ½0,1Þ are tuning parameters and the penalty term P�ðbÞ is given by

P�ðbÞ ¼ ð1� �Þ
1

2
jjbjj22 þ �jjbjj1 ¼

XP
p¼1

1

2
ð1� �Þ�2p þ �j�pj


 �
Predictions ŷ 2 f0, 1g are obtained by thresholding the predicted probability 1=ð1þ expð�ð�̂0 þbbTxÞÞÞ for the

event Y¼ 1 at 0.5.
For every learning data set L, we train M¼ 100 models by considering � ¼ 0, 0:25, 0:5, 0:75, 1 and for each �,

20 equidistant values for k in the interval ½	minð�Þ, 	maxð�Þ�. Hereby kmin is close to zero and kmax, for whichbb ¼ 0

depends on the training data. Details are provided in the glmnet documentation.32 Expected performance estimates
ð#̂mðVÞÞm2M for all algorithms Am are obtained via 10-fold cross-validation.
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In the following, different heuristic selection rules based on the (cross-)validation performance estimates are
defined.

(1) default: evaluate only the best validation model
(2) within 1 SE: evaluate all models with validation performance within one standard error of the best validation

model
(3) best 10%: evaluate the top 10% of models based on the validation ranking
(4) no selection: evaluate all initial candidate models

Besides these four rules, we also consider the oracle selection rule defined as the (truly) best model. This rule can
of course not be employed in practice but may serve as a benchmark. As the final simulation step, evaluation data
E � D

nE is generated and the selected models are evaluated with the maxT-approach. We considered different
evaluation sample sizes nE 2 f100, 200, 400, 800g.

All results given in the following are averaged over all of Nsim¼ 5000 performed simulation runs per scenario

ðeD, nL,D, nEÞ. For estimated proportions (FWER, Power) this implies a standard error of at mostffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
0:25=5000
p

� 0:0071. We performed a paired comparison, meaning that evaluation strategies w ¼ ðr,uÞ are
applied to the same 5000 combinations of learning and evaluation datasets per scenario. For all trained
prediction models, the true model performance #m is ‘calculated’ on a large population data set P � D

nP of
size nP ¼ 100, 000 with negligible numerical error.

3.2 Results

3.2.1 Prediction tasks

For nL ¼ 200, Figure 2 visualizes the empirical distribution (over the 5000 simulations) of the optimal performance
#opt ¼ maxm2M#m and the ‘median’ performance #med, defined as the empirical median of f#mgm2M. Additionally,
the accuracy of the true (data generating) model is indicated. This can be seen as an illustration of how well the
prediction tasks can be learned by the considered elastic net algorithm class for each of the eight learning tasks.

As expected, performances are increasing in the effect sizes controlled by �1 and �2. In the following, we will
only present our findings for scenario A ð�1 ¼ 4, � ¼ 0Þ and B ð�2 ¼ 6, � ¼ 0Þ in detail as highlighted in Figure 2.
For nL ¼ 200 the mean optimal performances (over all simulations) are 92.4% and 88.0% for scenario A and B,
respectively. Besides a slightly increased mean optimal performance (A: 93.4%, B: 89.6%) when training the
models on nL ¼ 400 instead of 200 observations, model selection quality should also be superior in this case,
since more validation data is available. Learning a good model for task A is easier with the considered class of
algorithms in the sense that the optimal candidate model performance is on average closer to the theoretically
achievable performance (A: 94.0%, B: 92.9%).

Note that only the within 1 SE rule selects a varying number M� of models while M� is constant for all other
selection rules tested. The overall median M� over all scenarios is 8 with an interquartile range (IQR) of 9. For

Figure 2. Illustration of the optimal and median performance of the M¼ 100 candidate models over Nsim¼ 5000 simulation runs for

nL ¼ 200 stratified by prediction task. The diamond symbols indicate the performance of the data generating model.
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nL ¼ 200, the median M� was 9 (IQR ¼ 7) for scenario A and 6 (IQR ¼ 5) for scenario B. As M� is on average
close to 10, the results of the within 1 SE and the best 10% rules are quite similar in our simulation study.
Consequently, we will only show the results for the within 1 SE rule to streamline the presentation.

3.2.2 Rejection rate

Figure 3 compares the different evaluation strategies regarding their overall rejection rate, i.e. the probability of a
successful evaluation study. Here, the black vertical line represents the scenario #0 ¼ #opt ¼ maxm2M#m, the
maximum value of #0 such that all null hypothesis Hm

0 , m 2 M, are still true. As pointed out above, the mean
#opt is 92.4% for scenario A and 88.0% for scenario B. The value 
 ¼ #opt � #0 describes if the global null G is true
(
 � 0) or false (
4 0).

As described earlier we will select m�� ¼ argmaxm�2M�Tm� as our final model based on the evaluation data. We
consider �ð
Þ ¼ Pð’m�� ¼ 1 j 
Þ, the rejection rate for Hm��

0 : #m�� � #0, as most important. In practice, the
evaluation study is declared successful if and only if ’m�� ¼ 1. For 
 � 0, a rejection of Hm��

0 is always wrong
and � coincides with the FWER. The situation 
4 0 is more complex: a rejection of Hm��

0 is not automatically
correct as we might have #m�� � #0 5#m� for another m� 6¼ m��. We found in separate analyses that the
probability for a false rejection is maximal for 
¼ 0 and monotone decreasing in j
j, as expected. Altogether
�ð
Þ should be increasing in 
 while being bounded by � ¼ 0:05 for 
 � 0.

It can be observed that the within 1 SE selection rule uniformly outperforms the default strategy where only the
best model from the evaluation stage is selected. The gain in terms of rejection rate is up to 10% in specific
situations (depending on n ¼ nE and 
). On the other hand, when the candidate model set is not reduced at all
based on the validation data (no selection), the rejection rate is commonly lower compared to the default approach.
We confirmed through separate analyses that the increased rejection rate is not inflated by false-positive test
decisions but rather represents a real power increase.

For lower samples sizes nE5 200, we observe an increased FWER up to 10% for 
¼ 0. Note that the default
approach can also not control the type 1 error exactly, but the problem is less severe here.

Figure 3. Rejection rate for the null hypothesis of the final model m�� stratified by scenario (top: A, bottom: B) and evaluation

sample size (from left to right: nE ¼ 100, 200, 400).
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3.2.3 Estimation bias

The price to pay for the increased power is the upward bias of the point estimate of the final model #̂m�� . This can
be seen in the upper part of Figure 4, which shows the distribution of the relative deviation ð#̂m�� � #m�� Þ=#m��

stratified by selection method for scenario B. This finding is not surprising, as one of the reasons to evaluate only
one model (default approach) was to obtain an unbiased performance estimate for that model. Besides the regular
point estimate #̂m�� we also consider the alternative point estimate #̂cm�� defined in equation (17). The lower part of
Figure 4 shows that the upward bias vanishes indeed due to this correction. On the other hand, when more (all)
models are evaluated, we now rather observe a downward bias of the corrected estimate, which is also in line with
our expectations as the corrected estimator is median-conservative.

3.2.4 Final model performance

We also investigate the true performance of the final chosen model relative to the optimal performance
#opt ¼ maxm2M#m, which is depicted for scenario B in Figure 5. Here the relative performance #m��=#opt is
shown stratified for selection rule, learning sample size nL and evaluation sample size n ¼ nE . As stated above,
the true performance in our simulations is calculated as the sample average over a large population dataset with
100,000 observations.

We first note that all selection rules work well in the sense that the relative final performance is close to 100% on
average. Interestingly, the expected final model performance when multiple models are evaluated is slightly higher.
When more than a single model is evaluated, the expected model performance increases in the number of
evaluation observations. This is plausible because the final model is selected based on these observations. When
all models are evaluated (no selection rule), the performance is lower compared to the within 1 SE rule.

3.2.5 Learning from non-representative data

Finally, we consider the case when the learning data L � eDnL is sampled from an altered distribution eD compared
to the target distribution D for scenario A (�1 ¼ 4, � ¼ 0). Figure 6 shows the rejection rate under the global null
(Figure 6(a): 
 ¼ #opt � #0 ¼ 0) and under the alternative (Figure 6(b): 
 ¼ 0:05) where the likelihood to obtain an
non-representative sample is measured as KLðD,eDÞ, the Kullback-Leibler (KL) divergence from eD toD.26 (p.329).
We observe that all evaluation strategies perform worse the larger KLðD,eDÞ becomes. Just as in the optimal case
D ¼ eD ð, KLðD,eDÞ ¼ 0Þ the within 1 SE rule clearly outperforms the default approach as well as the no selection

Figure 4. Relative deviation of the naive (top) and corrected (bottom) point estimate compared to the true value of the final model

performance for scenario B and different evaluation sample sizes nE . The diamond symbols indicate the sample means.
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Figure 6. Properties of selection rules when learning and evaluation population differ (measured via KL divergence from learning

distributioneD to evaluation distribution D) for prediction task A. (a) Rejection rate under global null (
 ¼ #opt � #0 ¼ 0). (b) Rejection

rate under alternative (
 ¼ 0:05). (c) Relative final model performance #m��=#opt.

Figure 5. Distribution of final model performance #m�� relative to the optimal performance #opt ¼ maxm2M#m for learning task B.

Results are stratified by evaluation sample size n ¼ nE (columns) and learning sample size nL (rows).
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strategy. Figure 6(c) shows the distribution of the final model performance. For all cases, except the one with the
highest disturbance, the within 1 SE approach yields the highest expected performance #m��.

3.2.6 Sensitivity analyses

The results for all other simulated prediction tasks (Figure 2) were similar to the presented results. In particular,
the default approach was always outperformed by the within 1 SE selection rule with regards to rejection rate and
final model performance. In addition, we repeated our analysis with 5-fold CV instead of 10-fold CV as a basis for
the model selection in the learning stage (Nsim¼ 2000). Despite the slightly higher bias of #̂ðVÞ in this case, results
were very similar to the results obtained when employing 10-fold CV.

3.2.7 Different learning algorithms

In our main simulation, all prediction models arise from the same learning algorithm, the elastic net, by variation
of two hyperparameters. Another case of practical interest involves the comparison of several different learning
algorithms on the same task. To mimic this case, we implemented the following additional simulation.

Instead of 100 elastic net models, 20 models were trained from each of the following five learning algorithms:
elastic net, random forests, decision trees, support vector machines and extreme gradient boosting. We used
existing implementations of these algorithms from the caret package (and according dependencies), by setting
the training method to glmnet, ranger, rpartCost, svmLinearWeights2 and xgbTree, respectively.33 Additional
details are provided in the web-based help for the caret package.b

These algorithms depend on two to seven hyperparameters which were sampled randomly according to the
default caret implementation in this simulation. We limited this analysis to learning tasks A and B (compare
Figure 2) due to the increased computational demand for training algorithms other than the elastic net. In
addition, we used a simple hold-out validation rather than cross-validation to further reduce the computatinal
burden of this study. Apart from these changes, the setup was exactly as described earlier for the main simulation.
Overall, this simulation includes 5000 instances of the learning-evaluation pipeline per scenario ðD, nL, nEÞ.

In summary, the results concerning this sensitivity analysis qualitatively match the main results. The power
when employing the within 1 SE rule is strictly greater than for the default approach. This is true for all sample
sizes and both learning tasks resulting in graphs highly similar to Figure 3. On the other hand, the type 1 error rate
is also slightly increased. In contrast to the main simulation, the type 1 error was controlled at the nominal level �
in all cases for both selection rules, even for the smaller evaluation sample sizes. Concerning estimation bias and
the expected final model performance, the results were again very similar to those reported in Figures 4 and 5,
respectively.

4 Application to real data

Finally, we illustrate our simultaneous model evaluation strategy on real data. For this purpose, we use the Breast
Cancer Wisconsin (Diagnostic) Data Setc and the Cardiotocography Data Setd which are both freely accessible at
the UCI Machine Learning Repository.34 Details regarding these datasets are given by Street et al.35 and Ayres-de
Campos et al.,36 respectively. Both our analyses are briefly described in the following and are fully reproducible as
the corresponding R code is publicly accessible.a Our primary goal here is not to come up with a superb prediction
model, but rather illustrate how multiple models can be evaluated simultaneously and results shall be interpreted.
Similar to our simulation study, we consider M¼ 100 penalized logistic regression candidate models from the
elastic net class for each learning task.30,31 We will employ the within 1 SE selection rule.

4.1 Diagnosis of breast cancer

This dataset contains of 569 observations of 30 numerical features which ‘‘are computed from a digitized image of
a fine needle aspirate (FNA) of a breast mass. They describe characteristics of the cell nuclei present in the
image.’’3 Features describe texture, area and spatial structure, among others. Our learning task is to predict
breast cancer, which is the given label for 212 out of the 569 available instances. We randomly split the dataset
into nL ¼ 427 observations for learning and nE ¼ 142 samples for evaluation.

In the learning phase, the 100 candidate models are compared by means of 10-fold CV. The best model is one
with zero L1 penalty and hence all 30 model coefficients (not counting the intercept) are nonzero. It achieves a CV
accuracy of 97.2%. Two further models with only 13 and 8 nonzero coefficients fall within one standard error of
the best model. Hence we obtain a total of M� ¼ 3 selected models for the evaluation phase.

Westphal and Brannath 13



In the evaluation study, we observe uncorrected performance estimates of 137=142 � 96:5% for two of the
models and 95.8% for the last model. As our usual strategy to simply pick the best model leads to a tie, we decide
to favor the more parsimonious model (eight nonzero coefficients) over the saturated model (30 nonzero
coefficients). For this final model, we obtain a corrected performance estimate of 95.8% and a lower 95%
confidence limit of 93.4% via the maxT-approach; compare equations (17) and (12). If our goal was to reject
the null hypothesis of a performance less or equal to 90% with a FWER of 5%, we should do so based on this
evidence.

4.2 Prediction of abnormal fetal state

The second dataset contains 2126 fetal cardiotocograms (CTGs). ‘‘They were automatically processed and the
respective diagnostic features measured. The CTGs were also classified by three expert obstetricians and a
consensus classification label assigned to each of them.’’4 Our learning task is to predict a suspect or pathologic
fetal state (295þ 176 instances) versus a normal state (1655 instances). The 24 features include diverse properties of
the fetal heart rate histogram. As with the breast cancer data we employ a 3:1 ratio for the splitting into learning
and evaluation data. However, since each observation has an associated measurement date, we learn on the first
nL ¼ 1594 and evaluate on the last nE ¼ 532 instances, mimicking the real life condition of time delay between the
two phases. The date attribute was not used for model devolopment.

In the learning phase, the best cross-validation performance is 93.5% obtained by a rather sparse model with
eight nonzero coefficients. In this case, seven additional models with 6 to 23 nonzero coefficients are within one
standard error of the best model and hence selected for evaluation. Based on these intermediate results, one may
seek to obtain a final model with an accuracy greater than #0 ¼ 0:8.

In the evaluation study, empirical performances of the M� ¼ 8 selected models range between 72.9% and
79.5%. The performances dropped significantly from learning to evaluation phase, hinting at systematic
differences due to the different sampling time periods. Interestingly, the best validation model performs worst
among the selected models on the evaluation data. For the best evaluation model, which also has eight nonzero
coefficients, we obtain a corrected accuracy estimate of 78.7% and a lower confidence limit of 75.9%. Hence, the
null hypothesis H0 : #m�� � 0:8 cannot be rejected. This example clearly illustrates the advantage of the proposed
within 1 SE strategy although unlike in our simulations the ground truth is not known: If we would have used the
default selection approach and thus decided on the final model based only on the validation data, the final
estimated performance would have been only 72.9%. The lower confidence limit would have been

69:7% ¼ 0:729� 1:645 	
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
0:729 	 ð1� 0:729Þ=532

p
.

5 Discussion

5.1 Conclusions

This work shows that the simultaneous evaluation of multiple predictions is feasible and false positive claims
regarding model performances can be controlled. This is achieved via a multiple test that (asymptotically) controls
the family wise error rate, i.e. the probability to make at least one false positive test decision. In this work, we
applied the maxT-approach as one possibility of such a multiple test. Its main advantage is to explicitly take into
account the similarity of models in terms of the correlation between performance estimates. This reduces the
necessary adjustment for multiplicity compared to simpler methods like the Šidák correction if the evaluated
models give similar predictions. The maxT-approach is applicable in a wide context, most importantly when
the empirical performance estimate (sample average) is used. This also applies to performance measures for
regression tasks. Other measures may also be used as long their estimators approximately follow a multivariate
normal distribution, as it is for instance the case for the (nonparametric) area under the curve (AUC) estimator.37

As we have only conducted simulations regarding classification accuarcy, the operating characteristics of the
multiple testing approach (FWER, power, estimation bias) may deviate from our results for other performance
measures.

One major advantage of selecting multiple models for evaluation is the higher power, i.e. the increased
probability to correctly identify a model that performs sufficiently well. Employing this approach will therefore
lead to evaluation studies that are more likely to be successful or, equivalently, need less observations per study to
achieve the same power. This is relevant when the sample sizes cannot be too large due to cost constraints or
ethical considerations, which is often the case in medical research. Luckily, the main drawback of the procedure,
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namely the overoptimistic estimation of the final model performance, can be negated by means of a corrected point
estimator. This is another major benefit of the maxT-approach and not easily possible for simpler methods like the
Šidák correction.

Based on our results, we recommend to select all models for evaluation which are close to the best model based
on the validation estimates, e.g. within one standard error. As seen in our numerical experiments, this strategy
outperforms the default approach regarding power and also slightly improved the final model performance. This
conclusion is still valid in the suboptimal but realistic case when learning and evaluation distributions are not
identical but rather differ systematically. Although we could not yet derive precise conditions under which our
approach is superior, our results can intuitively be explained as follows. First, any selection rule can be seen as a
compromise between the default approach (evaluate only best validation model) and the no selection approach
(evaluate all models). In these two extreme cases model, selection is conducted completely in either the validation
phase or the evaluation phase. However, when a subset of models is (pre-)selected based on the validation ranking
and the final model is selected based on the evaluation data, effectively more data is used for the model selection.

Apart from the power increase, the performance of the final model also improves when employing the within 1
SE selection rule compared to the default approach. Albeit the magnitude of this effect was rather small in our
simulations, this performance improvement comes with no additional cost in the sense that the FWER can still be
controlled (asymptotically). In this regard, our evaluation strategy can be seen as a way to improve model selection
by incorporating the evaluation data without introducing over-optimism.

5.2 Limitations

Our simulation results are meaningful but strictly speaking limited to the considered (true) model performances #
and the correlation structure R between performance estimates. However, these might also occur when other
candidate model types than the elastic net class is considered. The results remained qualitatively the same when
considering a more diverse collection of learning algorithms to train the prediction models. The according
simulation study was, however, smaller in scope. We plan to extend our numerical experiments regarding
several aspects such as the prediction tasks and employed learning algorithms even further in the future.

The only true limitation of the maxT-approach is the loss of exact FWER control for lower evaluation sample
sizes due to the asymptotic nature of this procedure. We observed an increased FWER of up to 10% (instead of
the targeted � ¼ 0:05) for low evaluation samples sizes around nE ¼ 100. The same problem, however, also applies
to the default approach where only one model was selected, due to the used normal approximation of the binomial
distribution of �hat. This can be seen when comparing the default with the oracle selection rule (Figure 3): the
default approach is only closer to the target level � ¼ 0:05 because of imperfect model selection. A simple approach
to alleviate this problem is to apply a transformation to the performance estimates, e.g. the logit transform
and to apply the (multivariate) delta method. This reduced the FWER slightly (by around 2%) in ancillary
simulations not shown here in detail. If strict FWER for low evaluation sample sizes is needed, we suggest to
replace the maxT-approach by an exact (non-asymptotic) multiple test which is appropriate for the considered
performance measure.

We remark that under least favorable parameter configurations, i.e. when all evaluated models have the same
true performance equal to the benchmark #0, the control of the type 1 error will get worse when more models are
included. This is, however, also an increasingly unlikely scenario. For the most extreme case when all initial
candidtate models are evaluated (no selection rule), we observed a rejection rate below the nominal level
(Figure 3) due to considerably different true parameter values (Figure 2).

5.3 Outlook

Although the simultaneous evaluation of multiple prediction models worked great in our simulations, there is no
theoretical guarantee to obtain a certain power increase, with the selection rules we employed. This leads to the
question of optimal selection rules. For instance, one could explicitly take estimates for performance and
correlation structure from the validation data into consideration in order to maximize the expected power.
We encourage further research in this direction.

In practice, it may of course be necessary to also consider other factors besides raw predictive performance. In
this regard, an appropriate strategy would be to formulate and check suitable side conditions before the evaluation
study. For instance, an implausible or overcomplex model might not be considered for evaluation even if the
empirical validation performance is high.
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A common approach in machine learning is to combine different models into a single ensemble model. Different
techniques exist in this regard, e.g. bagging or boosting.6 As they can also be seen as the output of a learning
algorithm, ensemble models are technically already covered in our multiple testing framework. Our smaller
ancillary simulation also covers boosted trees as an example of such an ensemble technique. An interesting
question for future work would be to compare the efficieny in terms of statistical power (and final model
performance) of (a) the selection of multiple promising models for evaluation and (b) averaging (weighting)
these models to get a single ensemble model which will then be evaluated.

Our work sheds new light on the question how to optimally allocate observations to the training, validation and
evaluation datasets. This issue has received some attention in the past.38 The statistical power of the evaluation
study was, however, not considered as an important property of the machine learning and evaluation pipeline. As
a general guideline, we recommend that a power estimation should precede any evaluation study, see equation
(13). In the best case, the evaluation study is conducted prospectively and hence it can be decided (within certain
bounds) how many observations need to be acquired. In case the estimated power is low even under ideal
conditions (maximum acquirable sample size, optimistic assumptions regarding true performance(s)), we would
refrain from conducting a formal evaluation study and consequently from making strong claims about the
predictive performance.

For classification tasks, accuracy is seldom used alone as a single performance measure. Instead, at least in
medical diagnostic accuracy studies, sensitivity and specificity are defined to be co-primary endpoints. In this case,
the statistical inference problem is more complex and there are more options for model selection during validation
and evaluation phase which will be compared systematically in the future.
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Abstract
Model selection and evaluation are usually strictly
separated by means of data splitting to enable an
unbiased estimation and a simple statistical infer-
ence for the unknown generalization performance
of the final prediction model. We investigate the
properties of novel evaluation strategies, namely
when the final model is selected based on em-
pirical performances on the test data. To guard
against selection induced overoptimism, we em-
ploy a parametric multiple test correction based
on the approximate multivariate distribution of
performance estimates. Our numerical experi-
ments involve training common machine learn-
ing algorithms (EN, CART, SVM, XGB) on vari-
ous artificial classification tasks. At its core, our
proposed approach improves model selection in
terms of the expected final model performance
without introducing overoptimism. We further-
more observed a higher probability for a success-
ful evaluation study, making it easier in practice
to empirically demonstrate a sufficiently high pre-
dictive performance.

1. Motivation
Impressive progress has been made over the last years in
a vast variety of supervised machine learning applications.
End-to-end deep learning approaches have led to steadily
improving results in traditional domains as well as in novel
settings (LeCun et al., 2015; Jiang et al., 2017; Litjens et al.,
2017; Miotto et al., 2017; Ching et al., 2018).

However, several challenges remain. In this work, we con-
sider overfitting issues and overoptimistic claims concerning
the predictive performance which are still common in ap-
plied machine learning (Boulesteix, 2009; Boulesteix &
Strobl, 2009; Jelizarow et al., 2010; Boulesteix et al., 2013).
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This is in particular true when labelled data is expensive to
acquire and datasets are thus only of modest size or the em-
ployed statistical methodology is inadequate for the particu-
lar study design. This issue is even more severe in critical
applications like automated and assisted medical diagnosis
where consequences could be ultimately life-threatening. In
such scenarios, machine learning researches should conduct
a rigorous model evaluation study and in fact may be even
required to do so by regulators (Pepe, 2003; Knottnerus &
Buntinx, 2009). While regulation is mandatory only in a
few domains today, its introduction is heavily discussed in
many environments (Cath et al., 2018; Gómez et al., 2018;
Olhede & Wolfe, 2018; Pesapane et al., 2018; Reed, 2018).

From a statistical viewpoint, an evaluation study seeks to
provide evidence that a novel prediction model has a suffi-
ciently high performance compared to the reference standard
(which provides the true labels). The true performance is of
course unknown in practice and needs to be estimated based
on data. Much can go wrong in this process which is why
across the machine learning literature the following three-
way data split is frequently recommended (Friedman et al.,
2009; Japkowicz & Shah, 2011; Zheng, 2015; Goodfellow
et al., 2016; Géron, 2017):

1. Training: used to train all initial candidate models.

2. Validation: used for algorithm / hyperparameter se-
lection, the final model results from retraining this
algorithm on training and validation data.

3. Evaluation (Test): used to access the performance of
the final model.

A standard approach to address sampling variability of the
empirical test performance, is to conduct (frequentist) statis-
tical inference of the unknown generalization performance
ϑ. This allows the construction of confidence intervals

CI1−α(ϑ) = (ϑl, ϑu) (1)

based on the test data such that CI1−α(ϑ) covers ϑ with
probability 1 − α. More formally, a test decision for the
hypothesis problem

H0 : ϑ ≤ ϑ0 vs. H1 : ϑ > ϑ0 (2)
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can be made. Hereby, it is required that the type 1 error
rate, the probability of falsely rejecting the null, is (approxi-
mately) bounded by the significance level α, e.g. α = 0.05.
This approach may be motivated as follows: We assume
that there is an existing comparator for the prediction task
at hand, either in form of a threshold ϑ0 or the performance
of a reference model f̂0. For instance, an automated disease
diagnosis system might only be deemed as useful when it
can provide a classification accuracy of at least ϑ0 = 90%
due to other advantages, e.g. decreased costs or lower in-
vasiveness compared to the reference standard. Similarly,
a company may decide to only replace their existing (and
working) stock price forecasting model if enough evidence
is available that the new candidate model performs better. It
is sometimes criticized that the outcome of a statistical test
is ultimately binary (reject or don’t reject). We argue how-
ever that this binary outcome perfectly matches the pending
decision in the given application: either we implement the
candidate model in practice or we don’t.

The statistical testing approach implicitly reflects that we
hereby usually perceive type I errors (concluding a model
performs well enough when it doesn’t) to be more harmful
than type II errors (failing to conclude superiority of a suf-
ficiently good model). This view may be too rigorous for
early-phase studies or algorithmic development attempts. It
is however justified in critical applications and regulated
environments.

Several works investigate and compare statistical meth-
ods for the evaluation of prediction models usable for this
framework (Garcı́a et al., 2010; Japkowicz & Shah, 2011;
Raschka, 2018). Some of these methods are tailored to-
wards the comparison of learning algorithms rather than
models (Dietterich, 1998; Nadeau & Bengio, 2000; Hothorn
et al., 2005; Eugster et al., 2008). In this case, each algo-
rithm under investigation produces several models based
on different datasets or partitions of the same dataset. The
results of such a (benchmark) experiment are than based
on a summary statistic of different performance estimates
per algorithm, e.g. the average accuracy. We will however
focus on model comparison and evaluation in this work. In
the terminology of Dietterich (1998, figure 1), we primarily
address research questions 1 and 3.

In a recent comprehensive overview article, Raschka (2018)
presented different multiple tests which allow to conduct
simultaneous inference regarding more than one models on
a single test dataset while still controlling the probability of
making a false positive claim. Raschka (2018) states that ’if
we are honest and rigorous, the process of multiple hypothe-
sis testing with appropriate corrections can be a useful aid
in decision making.’ We certainly agree with this statement.
However, based on our observations, these methods are still
not commonly employed in applied machine learning.

A novel perspective on model selection and evaluation
which helps to justify the use of multiple testing method-
ology for model evaluation was presented by Westphal &
Brannath (forthcoming 2019). In a nutshell, the authors
propose to evaluate multiple models on purpose to allow the
final model being selected on the test data. The resulting
selection induced bias is countered by using a multiple test
correction based on the approximate multivariate distribu-
tion of performance estimates. Westphal & Brannath (forth-
coming 2019) used the so-called maxT-approach which is
not well-known in the machine learning literature but has
several appealing properties which we will highlight later.
In numerical simulations of many repetitions over the com-
plete learning-evaluation pipeline this approach resulted in
final models with higher performance and also increased
statistical power, i.e. the probability that the null hypothesis
is correctly rejected. An additional motivation for this ap-
proach is given in case learning and evaluation data differ
systematically, e.g. when the learning data is sampled from
a perturbed data distribution. While this should generally
be avoided, it is not uncommon in practice. For instance, di-
agnostic models in medical research are commonly trained
on retrospectively collected data with potentially unrepre-
sentative characteristics compared to the intended target
population, e.g. on patients with less/more/other comorbidi-
ties or following different sample protocols. The evaluation
data on the other hand is usually highly representative due to
a prospective study design with restrictive inclusion criteria.
If this is the case, it can be frustrating not to be allowed
to use the test data for model selection for the sake of an
unbiased estimation and valid statistical inference for the
performance of the single prespecified model. We are not
aware of other publications exploring a similar route, i.e. an
intended model selection based on the test data.

The outline of this work is as follows: In the second sec-
tion we will briefly introduce basic notation and the most
important statistical aspects. In the third section we show
results of new and extensive numerical simulations in which
we compare the properties of different evaluation strategies.
Finally, in the fourth section, we summarize our results,
point out limitations of our work and give an outlook on
future research.

2. Notation and Statistical Framework
2.1. The Default Data Splitting Approach

The goal of supervised machine learning is to learn a pre-
diction model f̂ : x 7→ ŷ which maps a P -dimensional
feature vector x to a (scalar) label ŷ. This is achieved by
a machine learning algorithm A which takes a learning set
L = {zi = (xi, yi)}nLi=1 as input. Hereby, L is assumed
to be sampled from the unknown joint data distribution
D = D(X,Y ), we write L ∼ DnL in short. Usually several
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models are trained as it is rarely known beforehand which
algorithm provides the best results for the problem at hand.
This can be justified with the no free lunch theorem of ma-
chine learning (Shalev-Shwartz & Ben-David, 2014). We
assume that that M algorithms Am are used to train models
f̂m, m ∈ M = {1, . . . ,M}. A learning algorithm may
depend on one or more so-called hyperparameters, e.g. the
strength of a penalty term. In the following, we will treat the
same algorithm with two different hyperparameter choices
as two different algorithms Am, Ak, m 6= k.

The true performance of the m-th model f̂m is defined as

ϑm = ϑ(f̂m) = ED[s(f̂m(X), Y )]. (3)

Hereby, s is a similarity measure between prediction and
label such as s(ŷ, y) = 1(ŷ = y) for (binary) classification
tasks (on which we will focus later). In practice, only sample
estimates (empirical performances) ϑ̂m = 1

n

∑
i s(ŷi, yi)

are available whereby the summation is meant to include all
observations in the relevant dataset. It is well known that
model selection based on the same data that was used for
training generally favours (over)complex models. The usual
recommendation to avoid overfitting the training data is to
estimate performances on independent data (Friedman et al.,
2009; Japkowicz & Shah, 2011; Zheng, 2015; Goodfellow
et al., 2016; Géron, 2017). Hence we assume that the learn-
ing data is split into training data T ∼ DnT and validation
data V ∼ DnV . The performance of the resulting intermedi-
ate models f̂−m = Am(T ),m ∈M, (with training restricted
to T ) are compared based on the validation performances.
Usually, the empirical validation performance ϑ̂− is maxi-
mized to select the best algorithm m∗ = arg maxm∈M ϑ̂−m.
The final prediction model f̂m∗ is the result of retraining the
algorithm Am∗ on the whole learning data L = T ∪ V as
a non-decreasing generalization performance (on average)
can be expected from any reasonable learning algorithm. We
will call this approach the default selection rule hereafter.

A third and final dataset is eventually needed to allow for an
unbiased performance estimation and, if needed, rigorous
statistical inference regarding the true performance of the
final model ϑm∗ . This is due to the fact that the valida-
tion estimate for the final model m∗ is overoptimistic due to
selection induced bias. The magnitude of this bias is increas-
ing in the number of models M that are compared (Jensen
& Cohen, 2000). The final evaluation (or test) dataset will
be denoted as E ∼ DnE . This simple evaluation strategy
works because of the complete separation of model selec-
tion (based on V) and evaluation (based on E). However, it
might suffer if the selection results in a suboptimal model.
From a strict statistical viewpoint (i.e. if we seek to control
the type 1 error rate), we are not allowed to change our
hypothesis which is implied by our model choice after we
have investigated the evaluation data.

2.2. Simultaneous Evaluation of Multiple Models

The evaluation approach proposed by Westphal & Brannath
(forthcoming 2019) can be formalized by allowing arbitrary
selection rules r : L 7→ S ⊂M = {1, . . . ,M}. That is to
say, a subset of models S ⊂ M is selected for evaluation
based on L, particularly based on ϑ̂−. For simplicity, we
will assume that the models are ordered such that the valida-
tion estimates form a decreasing sequence ϑ̂−1 ≥ . . . ≥ ϑ̂−M .
In effect, we have S = {1, . . . , S}, S ≤ M . In the eval-
uation phase we now have to simultaneously evaluate all
selected models m ∈ S . By evaluation we mean estimation
of the unknown parameter vector ϑ = (ϑ1, . . . , ϑS) and a
test decision for the hypothesis system

H = {Hm
0 : ϑm ≤ ϑ0, m ∈ S}. (4)

The goal of the evaluation study is hence to reject at least
one null hypothesis Hm

0 , i.e. provide evidence that at least
one model has a sufficiently high performance. We are
particularly interested in the unknown performance ϑm∗
of the final model. In the remainder of this work, we will
focus on the most obvious way to choose the final model,
namely the model with the highest evaluation performance
m∗ = argmaxm∈S ϑ̂m(E). As a result model selection and
evaluation now overlap (if S > 1) and statistical methods
are needed to resolve bias introduced this way.

In general, a multiple test may be used to deal with
hypothesis system (4). A multiple test is a mapping
ϕ : E 7→ {0, 1}S whereby hypothesis Hm

0 gets rejected if
and only if ϕm = 1. We will employ a particular test, the
so-called maxT-approach which is also known as the pro-
jection method (Hothorn et al., 2008; Dickhaus, 2014). It
is based on the approximate multivariate normal distribu-
tion of the sample estimates ϑ̂ ·∼ NS(ϑ, Σ̂) where Σ̂ is a
consistent estimate of the true covariance matrix Σ of ϑ̂.
Usually, when performance is defined as in (3), Σ̂ is the
standard sample covariance of the similarity matrix

Q =
(
s(f̂m(xi), yi)

)
i=1,...,nE
m=1,...,S

(5)

scaled by the factor 1/nE . To compute Q, predictions for all
evaluation observations need to be obtained for all selected
models. In the following, we assume that the sample covari-
ance matrix can be decomposed as Σ̂ = D̂−1/2R̂D̂−1/2

whereby D̂ is the diagonal matrix of sample variances and
R̂ the estimated correlation matrix. From this, a vector of
test statistics can be constructed as

T = D̂−1/2(ϑ− ϑ0). (6)

Under the least favourable parameter configuration
ϑ = ϑ0 = (ϑ0, . . . , ϑ0) ∈ RS we have

T
·∼ NS(0, R̂) (7)
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due to the multivariate central limit theorem. Standard pack-
ages allow the numerical calculation of a critical value cα
such that, given ϑ = ϑ0,

P(max
m∈S

Tm ≤ cα) ≈
∫

(−∞,cα]S
φS(x, R̂)dx = 1− α.

(8)

Hereby, φS(· , R̂) is the density function of the
S−dimensional standard normal distribution with corre-
lation matrix R̂. Altogether, this leads to a simultaneous
test procedure ϕ by defining ϕm = 1 ⇔ Tm > cα. This
test controls the family wise error rate (FWER) in the strong
sense asymptotically (as nE →∞). That is to say that the
probability of any hypotheses in (4) being falsely rejected
is bounded by the significance level α for all possible pa-
rameter configurations ϑ. If S = 1, the maxT-approach is
equivalent to a standard Z-test. It is also possible to con-
struct a simultaneous confidence region for the parameter
vector ϑ with (approximate) coverage probability 1 − α.
Additionally, a corrected point estimator ϑ̃ may be defined
via

ϑ̃m = ϑ̂m − c0.5 · ŝe(ϑ̂m), (9)

whereby c0.5 fulfils equation (8) with α = 0.5. This cor-
rected estimator is median-conservative, i.e. the probabil-
ity P(∪m∈S{ϑ̃m > ϑm}) that any component ϑ̃m over-
estimates the true performance ϑm is approximately (as
nE →∞) bounded by 0.5. Further details are provided by
Westphal & Brannath (forthcoming 2019).

The maxT-approach due to Hothorn et al. (2008) is not
widespread in applied machine learning but has several ap-
pealing properties: (a) It is applicable to a wide variety
of performance measures due to the employed normal ap-
proximation. (b) It takes into account the similarity of the
models via the estimated correlation structure of the empir-
ical performances. It is therefore less strict (smaller cα) if
similar models are evaluated. Simpler approaches such as
the Bonferroni correction ignore the correlation structure
completely (Dickhaus, 2014). (c) The framework allows
corrected (median-conservative) performance estimates via
(9) which is useful even if statistical testing is not of di-
rect scientific interest. On the downside, the approximate
nature of the procedure may result in too liberal test deci-
sion for small test sets. In the following section, the pros
and cons of our multiple testing approach will be assessed
systematically in an extensive simulation study.

3. Simulation Study
3.1. Goal

The goal of our simulation study is to compare different
model evaluation strategies. We will combine different

selection rules (based on the validation data) and the same
statistical inference framework (on the test data). That is
to say, the same multiple test we be employed in all cases,
namely the maxT-approach described in the last section.
Our main focus is how different selection rules impact the
final model performance. Furthermore, we will compare
estimation bias, statistical power and type 1 error rate.

The simulation study is inspired by previous work but was
vastly extended regarding several aspects (Westphal & Bran-
nath, forthcoming 2019). Most importantly, the diversity
of learning algorithms (EN, RPART, SVM, XGB) was in-
creased. The diversity of learning tasks was also increased
as we now deal with unbalanced classification problems
based on nonlinear risk scores. In addition, the number of
candidate algorithms was increased to 200 = 4 · 50 and the
hyperparameters are now sampled randomly instead of grid
based. In total, we simulated 72,000 instances of the com-
plete machine learning and evaluation pipeline and trained
200 models twice (pre and post validation) on each instance.

3.2. Software

All numerical experiments have been conducted in R (R
Core Team, 2013). We used many existing packages, most
importantly the batchtools (Lang et al., 2017) package
for processing batch jobs and the mvtnorm (Genz et al.,
2018) for computations concerning the multivariate normal
distribution. For the machine learning part, we employed the
caret1 package as a wrapper for methods from glmnet,
rpart, LiblineaR, and xgboost.

In addition, two newly developed packages were used:
SEPM2 (Statistical Evaluation of Prediction Models) pro-
vides the selection and statistical inference framework.
SEPM.MLE3 provides all functions used to conduct the nu-
merical experiments presented in this work. To reproduce
the simulations and analyses we recommend to follow the
instructions provided in the public R project SEPM.PUB4

3.3. Setup

For the simulation study, we will focus entirely on binary
classification and prediction accuracy. In the following, we
will describe some of its main features.

3.3.1. DATA GENERATION

Training, validation and evaluation datasets T ,V and E
are sampled from the same distribution D = D(X,Y ). In
addition, a large population dataset P with 100,000 ob-
servations is generated. It is not used for selection or

1https://github.com/topepo/caret/
2https://github.com/maxwestphal/SEPM
3https://github.com/maxwestphal/SEPM.MLE
4https://github.com/maxwestphal/SEPM.PUB
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evaluation but rather to calculate the ground truth (e.g.
true classifier accuracies) with high precision. The stan-
dard error of calculated ’true’ proportions is bounded by√

0.5(1− 0.5)/nP ≤ 0.0016.

For each dataset, we firstly generate feature data X ∈ RP
from a multivariate standard normal distribution with
P = 50 features whereby only Pact < P active features
contribute to define the labels Y . In half of the cases the
features are independent of each other. For the other half
of instances features are redundant. That is to say, for each
active feature, we have one ’partner’ feature which is corre-
lated (ρ = 0.5) to the active feature but does not contribute
any information towards the true label.

True labels are then generated based on a risk score which
is a function g : x 7→ p = P(Y = 1|X = x) ∈ (0, 1).
We used six different risk scores. The first two (A, B) are
linear in X and depend on Pact = 5 features (Westphal
& Brannath, forthcoming 2019). They result in balanced
learning problems, i.e. π = P(Y = 1) = 0.5. The next
two (C, D) are nonlinear risk scores also based on Pact = 5
features. The last two (E, F) are also nonlinear and based on
Pact = 9 features. The risk scores for scenarios C through
F were inspired by prediction tasks used by Friedman (1991,
p. 35) and Breiman (1996, p. 139) and are tuned such that
πC = πE = 0.3 and πD = πF = 0.15. Besides these
realistic class balances we checked that all tasks have a
realistic optimal performance ϑopt which is defined as the
accuracy of the classifier resulting from thresholding the
true (data-generating) risk score at 0.5, compare table 1.

Altogether we investigate 24 = 6 · 2 · 2 different scenarios
resulting from all combinations of risk score (A-F), feature
distribution (independent [I] or redundant [R]) and size of
the learning data nL (either 400 or 800). The validation data
size was set to nV = nL/4 in all cases. For each of the 24
distinct scenarios, we generated 3,000 data instances.

3.3.2. MACHINE LEARNING

For every data instance, we train M = 200 models with
randomly sampled hyperparameters on the training data T
and again (with the same hyperparameters) on the learning
data L = T ∪ V . We employed the following learning
algorithms (in brackets: number of hyperparameters):

• EN: Elastic Net - Penalized Logistic Regression (2)

• CART: Cost-Sensitive Classification and Regression
Trees (2)

• SVM: L2 Regularized Linear Support Vector Machines
with Class Weights (3)

• XGB: eXtreme Gradient Boosting (7)

Each algorithm was used to train M/4 = 50 models on
each data instance. These particular algorithms were cho-
sen in order to achieve a good compromise between high
performance and low training time. Details regarding the
implementation and theoretical background are given in the
caret documentation1 and by Kuhn & Johnson (2013).

3.3.3. SELECTION RULES

Our main focus is the comparison of the following two
selection rules, motivated by previous research (Westphal &
Brannath, forthcoming 2019).

(a) default: evaluate the best the validation model only

(b) within 1 SE: evaluate all models within one standard
error of the best validation model

To reduce the computational costs for our simulation and
potentially avoid a loss in statistical power we limited
the number of selected model by imposing the condition
S ≤ b√nEe. This can be motivated by noting that we have
tr(Σ) = O(Sn

−1/2
E ) for the trace of the covariance matrix

of ϑ̂. Furthermore, we also included two oracle rules for
comparison which cannot be implemented in practice. The
oracle [train] rule selects the single best model based on true
performances ϑ−m (before retraining) and the oracle [learn]
rule is based on the true performances ϑm of the final mod-
els. For each of the 72,000 learning data sets, five test sets
with different sizes nE ∈ {100, 200, 400, 800, 8000} were
sampled. All evaluation strategies are finally employed to
the same 360,000 resulting combinations (L, E).

3.4. Main Results

The main results described here are averaged over all learn-
ing instances and stratified by relevant factors. A much
more detailed supplementary report with several additional
analyses is available online5.

3.4.1. PREDICTION TASKS

The 24 considered scenarios are summarized in table 1. The
six different data distributions A-F are defined by the accord-
ing risk score which are either linear (L) or nonlinear (N).
The label depends either on Pact = 5 or 9 active features.
The fourth column shows the prevalence of the positive
class π = P(Y = 1). For each combination of data distri-
bution A-F and learning sample size nL ∈ {400, 800} the
two rightmost column show the mean over all correspond-
ing simulation instances of the maximum true performance
ϑmax = maxm∈M ϑm for the case M = 200. These num-
bers are somewhat smaller when nL = 400 and when the

5https://maxwestphal.github.io/SEPM.PUB/
MLE_SIM_ACC.html
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Table 1. Description of the classification tasks investigated in the
simulation study. Each task is defined by the its label distribution
(A-F), number of learning samples (400 or 800) and an independent
(I) or redundant (R) feature distribution.

D TYPE Pact π ϑopt nL ϑmax [I] ϑmax [R]

A L 5 .50 .885 400 .878 .877
800 .882 .881

B L 5 .50 .860 400 .850 .850
800 .856 .855

C N 5 .30 .951 400 .885 .853
800 .867 .865

D N 5 .15 .966 400 .892 .890
800 .901 .899

E N 9 .30 .950 400 .854 .852
800 .865 .864

F N 9 .15 .963 400 .891 .890
800 .900 .900

features are independent (I) rather than redundant (R), as
expected. The variation of ϑmax across simulation instances
is rather small, the largest standard deviation of 0.009 was
observed for task (C, 400, I). The distance of ϑmax to ϑopt,
the optimal achievable performance, can be seen as a proxy
of how well the considered algorithms are able to learn each
task. Overall, the XGBoost algorithm is most likely to learn
the best prediction model for most tasks. For tasks A and B
however, the elastic net frequently provides the best models.

3.4.2. FINAL MODEL PERFORMANCE

Our main goal is to investigate if our approach can be suc-
cessfully used to improve model selection. Figure 1 shows
the empirical distribution of performance gains ∆ϑ as ob-
served in the simulation study. ∆ϑ is defined as the differ-
ence between the true model performance ϑm∗ resulting
from using the within 1 SE selection rule and the default
selection rule. A positive ∆ϑ means a higher performance
for the former approach.

The mean performance gain is always greater than zero and
this effect is increasing in nE and decreasing in nV = nL/4.
This is also true when stratifying the analysis further for
learning task (see supplementary report). The magnitude of
the mean effect varies between 0.8% and 0.9% accuracy if
nE = nV . We furthermore observe that the distribution of
∆ϑ is skewed as a large gain (5% or greater) is much more
likely than an equally great loss in model performance. We
also tested if the expected performance gain is significantly
different from zero for the primary analysis (M = 200,
nV = nE ). The according null hypothesis H0 : E∆ϑ = 0
can be rejected in the overall analysis (nsim = 72000) for
the significance level α = 5%. This is also the case when
conducting Bonferroni-corrected tests in all 24 encompassed
scenarios (nsim = 3000). That is to say, in all 24 individ-
ual scenarios, the multiplicity-adjusted lower confidence
bounds for E∆ϑ are greater than zero.

Figure 1. Gain in final model performance ∆ϑ when the final se-
lection is conducted on the test data depending on the number of
learning observations nL and the number of test observations nE .

3.4.3. ESTIMATION

Evaluating only a single model has the undeniable advantage
that an unbiased point estimate can be obtained from the
test data. In contrast, evaluating multiple promising models
and choosing the final model based on the test data is prone
to selection induced bias. This is shown in the top row
of figure 2: The mean relative bias of the naive estimator
(sample mean) is around +2% for small test sets. This is the
reason why the former approach is so popular and frequently
recommended in the literature.

In contrast, the corrected estimator ϑ̃m∗ introduced in equa-
tion (9) is rather biased downward by a similar margin (bot-
tom row of figure 2). This bias also vanishes asymptotically.
This conservatism makes the corrected estimate preferable
for evaluation studies. Besides the bias, we also analysed the
mean squared error and mean absolute deviation of ϑ̂m∗ and
ϑ̃m∗ . Regarding these characteristics, the two estimators
perform very similarly in our simulation.

3.4.4. TEST DECISIONS

In a rigorous model evaluation study, we may require that
rejection of the null hypothesis Hm∗

0 : ϑm∗ ≤ ϑ0 is nec-
essary to conclude superiority of the final model f̂m∗ over
the benchmark ϑ0. Figure 3 shows exactly this rejection
rate π(δ) = P(ϕm∗ = 1|δ) given δ = ϑmax − ϑ0. Hereby
ϑmax is the true performance of the best candidate model
m ∈M, compare table 1.

When δ ≤ 0, the global null is true, i.e. all models are worse
than the benchmark ϑ0. In this case π(δ) coincides with the
type 1 error rate of the statistical test and hence should be
bounded by α. The (one-sided) significance level α = 2.5%
is indicated as the red dashed line in figure 3. Apparently,
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Figure 2. Relative deviation between estimated and true final
model performance for the naive (top) and corrected (bottom)
estimator. In this figure, only instances with nL = 400 are shown.

control of the type 1 error rate is possible for all employed
selection rules. Only when model selection is perfect (ora-
cle [learn] rule), the observed false positive rate of the test
is slightly above α. This can be explained by the asymptotic
nature of the employed statistical test. We remark here, that
the test decision for all models m /∈ S which have not been
selected is to retain the null hypothesis. This definition is
obvious but necessary to make selection rules comparable
(Westphal & Brannath, forthcoming 2019).

In the more interesting case δ > 0, the global null is no
longer true, i.e. there are models with sufficiently high per-
formance ϑm > ϑ0. The rejection rate π(δ) then almost
coincides with statistical power, i.e. the probability to cor-
rectly identify such a model. To be precise, π(δ) may also
contain false positive test decisions for fm∗ , the empiri-
cally best model on the test data, when δ > 0. We found
in separate analyses that this difference is minor and only
noteworthy at all for small positive δ. The curves showing
the raw statistical power thus look almost identical to those
shown in figure 3 for δ > 0 and are provided in the supple-
mentary report. Either way, evaluating multiple promising
models increases statistical power uniformly (for all δ > 0).
For most of the investigated range of δ, the gain in power is
substantial as it lies between 10 and 20 percent. This gain is
decreasing in the number of validation samples nV = nL/4.

3.4.5. SENSITIVITY ANALYSES

We conducted several sensitivity analyses to investigate if
the results change under modified conditions. They are
described very briefly below. Details can be found in the
supplementary report.

Most importantly, we stratified all analyses further by learn-
ing task scenario, i.e. label and feature distribution. In all

Figure 3. Overall rejection rate, i.e. probability to falsely (δ ≤ 0)
or correctly (δ > 0) identify a sufficiently good prediction model.

cases the results were qualitatively similar to the those in
the main (global) analysis. In particular we observed an
increased final model performance and improved statistical
power when multiple models are evaluated simultaneously.

The case of fewer than 200 initial candidate models was
also emulated. For this purpose, we repeated the complete
analysis after randomly sampling 40 or 100 from the 200
available models for each simulation instance. Hereby, we
enforced that each of the four learning algorithms is repre-
sented equally in all sets of candidate modelsM, i.e. each
M (still) contains M/4 models of each type. In summary,
none of the previously reported results is particularly sensi-
tive to this change, neither qualitatively nor quantitatively.

We also investigated how our multiple testing approach com-
pares against selection based on model complexity, at least
for the subset of elastic net models (M = 50). A traditional
selection rule in this case is to minimize the number of non-
zero model coefficients under the side condition that the
validation performance is within one standard error of the
best validation model (Friedman et al., 2009, p. 61, p. 244).
Somewhat surprisingly, this selection rule didn’t even out-
perform the default approach regarding model performance
and quality of test decisions. Moreover, it may be very dif-
ficult in general to find a criterion which measures model
complexity for all candidate models when those are the
result of a diverse set of learning algorithms.

Finally, we examined the effect of using the well-known
Bonferroni correction instead of the advertised maxT-
approach in conjuction with the within 1 SE selection rule.
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This multiple test is based on dividing the global signifi-
cance level α by the number of selected models S to obtain
a local significance level αloc = α/S. As expected, the
Bonferroni correction results in a less powerful test proce-
dure as it ignores the dependency structure of test statistics.
The rejection rate was decreased by up to 10%, depending
on the benchmark ϑ0. The employed statistical test has no
influence on model selection, as we would still pick the
model with the highest empirical performance on the test
data as the final model.

4. Conclusion
4.1. Summary and Interpretation

’The test data should not guide model selection and instead
only be used for the assessment of a single (independently
selected) model.’ The main contribution of the present work
is the demonstration that this omnipresent recommendation
in machine learning should not be considered irrefutable. A
simultaneous evaluation of multiple models is possible when
suitable statistical methods are employed to counter the
induced overoptimism. Moreover, our proposed evaluation
strategy has two major advantages.

Firstly, in all scenarios investigated in our simulation, the
expected model performance was increased compared to
the default approach. This can be explained by the fact that
effectively more data is used to inform the model selection,
namely the test data which is otherwise only used for an
assessment of a single prespecified prediction model. In
other words, our approach enables the researcher to correct
mistakes made due to the imperfect model ranking in the
validation stage. The expected net benefit of this approach
in our simulation study, just under one percent classification
accuracy when nV = nE , may seem small. It may however
also be seen as a relative decrease in classification error of
(roughly) 10% = 0.01

1−0.9 .

The second benefit is the increased statistical power. In prac-
tice, the researcher has in effect a largely increased chance
to show that at least one of the candidate models performs
sufficiently well. The increase in power was substantial,
between 10% and 20% in most relevant situations. In other
words, less observational units are needed to achieve the
same power. This is an important factor as conducting eval-
uation studies in regulated environments such as medical
diagnosis can be very costly.

The main drawback of our approach is the introduced up-
ward bias of the final performance estimate in the evaluation
study. However, we showed that it is possible to adjust
for this bias with a corrected, median-conservative estima-
tor which is arguably preferable in the context of model
evaluation.

4.2. Limitations and Outlook

Our conclusions are mainly based on an extensive simula-
tion study. As a consequence, the results cannot be extrap-
olated naively to all possible machine learning scenarios.
However, our conclusions are not limited to the employed
learning algorithms and data distributions. We rather see
those as reasonable to generate the truly relevant characteris-
tics, namely the distribution of (intermediate) performances
ϑ−, ϑ and their dependence structures. These characteris-
tics are partially analysed in table 1 and in the supplemen-
tary report. The range of the best learned model accuracy
(85%-90%) in relation to the theoretically optimal accuracy
(86%-97%) seems very realistic to us.

The biggest restriction of our simulation study may be the
investigated learning sample sizes nL. We feel that 400 to
800 learning samples are realistic for applications in assisted
disease diagnosis - our main target application. In ’big data’
scenarios however, the performance gain will eventually
vanish as all standard errors in the validation phase tend
to zero asymptotically. In this regard, our within 1 SE rule
’converges’ to the default selection rule as nV →∞.

The extension to other predictions tasks other than binary
classification or other performance measures is easily pos-
sible. All that is required is the asymptotic multivariate
normality of the performance estimate ϑ̂. This is the case
when performance (or error) estimates are computed as a
sample average over (dis)similarities between predictions
and labels and in many other cases.

A natural question directly motivated by this work concerns
the optimal number of models to include in the evaluation
study. In a post-hoc analysis of our simulation data, we
found that after a rapid gain in expected model performance
when increasing the number of models from a single one to
a few, this gain vanishes again when including even further
models. This is intuitive, as evaluating too many models will
lead to a shift of the selection bias issue from the validation
to the test data. Based on another recent work, we plan to
model the expected utility, e.g. the final model performance,
more explicitly in a Bayesian framework at the time point
of model selection for evaluation (Westphal, 2019).

An important extension of the present work will be the
simultaneous assessment of more than one performance
measure for multiple models. At least for medical diagnosis
applications, the most important example in this regard is
the assessment of sensitivity and specificity of a binary
classifier as co-primary endpoints. That is to say, the goal
of the evaluation study is to show superiority in both these
endpoints for at least one model under control of family-
wise error rate. We are looking forward to adapt our recent
multiple testing approach to this more complex setting in
the future (Westphal et al., 2019).
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ABSTRACT

Statistical inference in high-dimensional settings is challenging when standard unregular-
ized methods are employed. In this work, we focus on the case of multiple correlated
proportions for which we develop a Bayesian inference framework. For this purpose, we
construct anm-dimensional Beta distribution from a 2m-dimensional Dirichlet distribution,
building on work by Olkin and Trikalinos (2015). This readily leads to a multivariate Beta-
binomial model for which simple update rules from the common Dirichlet-multinomial
model can be adopted. From the frequentist perspective, this approach amounts to adding
pseudo-observations to the data and allows a joint shrinkage estimation of mean vector and
covariance matrix. For higher dimensions (m > 10), the extensive model based on 2m

parameters starts to become numerically infeasible. To counter this problem, we utilize a
reduced parametrisation which has only 1 + m(m + 1)/2 parameters describing first and
second order moments. A copula model can then be used to approximate the (posterior)
multivariate Beta distribution. A natural inference goal is the construction of multivariate
credible regions. The properties of different credible regions are assessed in a simulation
study in the context of investigating the accuracy of multiple binary classifiers. It is shown
that the extensive and copula approach lead to a (Bayes) coverage probability very close to
the target level. In this regard, they outperform credible regions based on a normal approxi-
mation of the posterior distribution, in particular for small sample sizes. Additionally, they
always lead to credible regions which lie entirely in the parameter space which is not the
case when the normal approximation is used.
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1 Introduction

This work is motivated by the goal to conduct Bayesian inference for multiple proportions ϑj ∈ (0, 1),
j = 1, . . . ,m, which are possibly correlated. In particular, the goal is to derive a multidimensional credible
region for ϑ = (ϑ1, . . . , ϑm) ∈ (0, 1)m taking into account the dependency structure. The author’s main ap-
plication of interest are model evaluation and comparison studies where the accuracy ofm binary classifiers
is assessed on the same dataset. Previous work in the machine learning context has shown that evaluating
multiple promising models on the final test data (instead of a single prespecified model) can improve the
final model performance and statistical power in the evaluation study. Hereby, it is beneficial to take into
account model similarity when adjusting for multiplicity as the according adjustment needs to be less strict
when different models give similar predictions (Westphal & Brannath, 2019a, 2019b).

Westphal and Brannath (2019a, 2019b) focused was on frequentist methods, in particular a multivariate nor-
mal approximation in conjunction with the so called maxT-approach (projection method) (Hothorn, Bretz,
& Westfall, 2008). From a Bayesian viewpoint, this can (at least numerically) be seen as a multivariate
normal-normal model under the assumption of a flat (improper) prior distribution. This approach showed
good performance in terms of family-wise error rate control in extensive simulation studies. However, it
does have some drawbacks. Firstly, the resulting confidence region is not guaranteed to lie entirely in the
parameter space (0, 1)m. Secondly, the needed estimate of the covariance matrix may be singular, which is
e.g. the case if any observed proportion ϑ̂j is zero or one. This scenario becomes increasingly likely when
m → ∞. Finally, for (close to) least favourable parameter configurations, this approach leads to an in-
creased type 1 error rate in the frequentist sense. While many ad hoc remedies exist for these problems (e.g.
parameter transformation, shrinkage estimation), the main goal of this work to derive a more self-contained
model. Moreover, it may be desirable to include prior knowledge to the inference task which calls for a
Bayesian treatment of the problem.

For a single proportion ϑ ∈ (0, 1), a common Bayesian approach is the Beta-binomial model where each
observation Xi is a Bernoulli variable such that

Y =
∑

i

Xi ∼ Bin(n, ϑ).

Assuming a Beta prior distribution with shape parameters α > 0, β > 0 for ϑ, i.e.

ϑ ∼ Beta(α, β)

leads to the posterior distribution

ϑ | y ∼ Beta(α+ y, β + n− y) (1)

given y =
∑

i xi ∈ {0, 1, . . . , n} successes have been observed (Held & Bové, 2013, pp. 172-173).

The goal of this work is twofold. Firstly, the Beta distribution shall be generalized to higher dimensions
allowing general correlation structures. A multivariate generalization of the Beta distribution has been
studied in several works (Arnold & Ng, 2011; Jones, 2002; Nadarajah & Kotz, 2005; Olkin & Liu, 2003),
mostly however limited to the bivariate case. Olkin and Trikalinos (2015) discuss shortcomings of some
of these approaches such as a restricted range of possible correlations or a complicated extension to higher
dimensions. Another general access to this problem the separation of marginal distributions and dependency
structure via copula models (Balakrishnan & Lai, 2009; Kotz, Balakrishnan, & Johnson, 2004; Nyaga,
Arbyn, & Aerts, 2017). The second aim is to then derive a multivariate Beta-binomial model which allows
to conduct Bayesian inference regarding ϑ or transformations thereof.
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To this end, the bivariate Beta distribution by Olkin and Trikalinos (2015) based on an underlying Dirichlet
distribution is extended to higher dimensions. This was already adumbrated in section 3 of the original
article. While this construction works in theory for any dimension m, it suffers from the fact that it depends
on 2m parameters. This may serve problems, in particular when posterior samples consisting of a large
number of observations of (initially) 2m variables need to be drawn. In practice, it is thus only feasible
for dimensions not much larger than m = 10 (depending on computational resources). However, it will
be shown that a reduced parametrisation with 1 + m(m + 1)/2 parameters allows to handle much higher
dimensions with reasonable computational effort by employing a copula model.

The construction shown in this article has methodological similarities to existing work in the context of
multivariate Bernoulli or Binomial distributions with general correlation structures (Fontana & Semeraro,
2018; Kadane et al., 2016; Madsen, 1993). In particular, the question which correlation structures are
admissible for anm-dimensional Beta distribution can directly be transferred to the same question regarding
an m-dimensional Bernoulli distribution (Chaganty & Joe, 2006; Hailperin, 1965). Similar considerations
have been made regarding the question how to generate correlated binary data (Leisch, Weingessel, &
Hornik, 1998; Preisser & Qaqish, 2014; Shults, 2017; Xue, Roy, Saberi, & Lesieutre, 2010). The distinctive
feature of this work is thus the different (Bayesian) setting and the focus on statistical inference. Moreover,
to the best of the author’s knowledge, the necessary and sufficient moment conditions that are provided
in section 2.1 have not been mentioned in this form in the literature despite the fact that many authors
have recognized the connection to linear programming (Fontana & Semeraro, 2018; Madsen, 1993; Shults,
2017).

The remainder of this work is structured as follows: In the section 2, the construction and several properties
of the multivariate Beta distribution as well as restrictions on the admissible correlation structures are de-
scribed. Moreover, a multivariate analogue to the common Beta-binomial model is introduced. In section
3, different methods for the derivation of multivariate credible regions are described. Details regarding the
numerical implementation are given in section 4. Section 5 covers numerical simulations in the context
of model evaluation and comparison studies to access the properties of different credible regions. Finally,
section 6 contains a summary of the present work and a discussion on the connection between multivariate
credible regions and Bayesian hypothesis testing.

2 Statistical model and theoretical results

2.1 Multivariate Beta distribution

Our goal is a joint model for the success probabilities ϑj of m ∈ N Binomial variables Yj =
∑

iXij ∼
Bin(n, ϑj), j = 1, . . . ,m, with arbitrary correlation structure between the variables Xj , Xj′ . Conditional
on the observed data Yj = yj , we assume that marginally

ϑj | yj ∼ Beta(αj + yj , βj + n− yj)

as introduced in equation (1). The variables Yj are the sum Yj =
∑n

i=1Xij of Bernoulli variables

Xij
iid∼ Bin(1, ϑj), j = 1, . . . ,m, which are also observed.

The subsequent construction of an m-dimensional Beta distribution is based on a 2m-dimensional Dirichlet
distribution such as proposed by Olkin and Trikalinos (2015) for the bivariate case. The Dirichlet distri-
bution is frequently employed in the so called Dirichlet-multinomial model for the success probabilities
of multinomial data. A multinomial random variable is the generalization of a Binomial random variable,
i.e. each observation is one of w distinct events {1, . . . , w} where each event k has a probability of pk

3
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to occur, such that ||p||1 =
∑

k pk = 1. A Dirichlet random variable p = (p1, . . . , pw)> ∼ Dir(γ) has
support P = {p ∈ (0, 1)w : ||p||1 = 1} and is fully characterized by the concentration parameter (vector)
γ = (γ1, . . . , γw)> ∈ Rw+. A comprehensive overview of the Dirichlet distribution is given by Ng, Tian,
and Tang (2011). In the following, an m-dimensional random variable with multivariate Beta distribution
will be constructed from a 2m-dimensional Dirichlet random variable. We will see that this can be achieved
by a convenient parametrisation and a simple linear transformation. Although the case m = 1 can easily be
recovered, m ≥ 2 is assumed in the following to avoid laborious case distinctions.

A single binary observation is assumed to be a realization of an m-dimensional random variable
X = (X1, . . . , Xm)> ∈ X = {0, 1}m. The complete experimental data, n i.i.d. observations of X , is col-
lected in the rows of the n×m binary matrix X. We define a categorical random variable C = h−1(X) ∈
C = {c ∈ {0, 1}w : ||c||1 = 1}, w = 2m, which is linked to X via the mapping h which is defined in the
following.

Definition 1 (Transformation matrix). Define the linear mapping h : Rw → Rm, z 7→Hz, whereby the j-
th column of the transformation matrixH = H(m) ∈ {0, 1}m×w corresponds to the binary representation
(of length m) of the integer j − 1, j = 1, . . . , w.

This definition uniquely definesH(m) for any dimension m. For instance, for m = 3,

H = H(3) =




0 0 0 0 1 1 1 1

0 0 1 1 0 0 1 1

0 1 0 1 0 1 0 1


 .

It is easy to see that h(C) = X and that |X | = |C| = 2m. In effect, h defines a bijection between C and X
which is illustrated below for m = 3:

X = (0, 0, 0)> ⇔ C = (1, 0, 0, 0, 0, 0, 0, 0)>

X = (0, 0, 1)> ⇔ C = (0, 1, 0, 0, 0, 0, 0, 0)>

X = (1, 1, 0)> ⇔ C = (0, 0, 1, 0, 0, 0, 0, 0)>

...

X = (1, 1, 0)> ⇔ C = (0, 0, 0, 0, 0, 0, 1, 0)>

X = (1, 1, 1)> ⇔ C = (0, 0, 0, 0, 0, 0, 0, 1)>.

Hence, the function h defines a one-to-one correspondence between observing (a) m correlated Bernoulli
variables Xj and (b) a single categorical variableC with 2m possible events. The same link may be used to
relate (a) m correlated Binomial variables Yj =

∑
iXij and (b) a single multinomial variable D =

∑
iCi.

A realization d = d(X) = d(C) of D is referred to as the cell count version of the experimental data. It
can easily be computed as the sum of all rows of the matrix C. Clearly, the probabilities pk = P(C = ck)

for the w distinct events ck, k = 1, . . . , w, can be modelled via the Dirichlet distribution as ||p||1 = 1. This
allows us to define the random variable ϑ = Hp and investigate it’s properties.

Definition 2 (Multivariate Beta (mBeta) distribution). Let m ≥ 2, w = 2m and γ ∈ Rw+. Let p =

(p1, . . . , pw)> ∼ Dir(γ) follow the Dirichlet distribution with concentration parameter γ. Define the
linear transform ϑ = Hp of p whereby the transformation matrix H = H(m) ∈ {0, 1}m×w is defined in
definition 1. In this case ϑ is said to follow a multivariate Beta distribution with concentration parameter
γ or ϑ ∼ mBeta(γ) for short.

4
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Proposition 1 (Properties of the mBeta distribution). Let ϑ ∼ mBeta(γ) as defined in definition 2. Then
the following assertions hold:

1. ϑj = P(Xj = 1) for j = 1, . . . ,m.

2. ϑ is a m-dimensional random variable with support Θ = (0, 1)m.

3. For any j ∈ {1, . . . ,m}, ϑj marginally has a Beta(αj , βj) distribution with parameters α = Hγ

and β = ν −α whereby ν = ||γ||1.

4. The mean vector of ϑ is given by E(ϑ) = α/ν.

5. Define Γ = diag(γ) and A = HΓH> ∈ Rm×m+ . Then α = diag(A) and the covariance of ϑ is
given by

cov(ϑ) = Σ =
(
νA−αα>

)
/(ν2(ν + 1)).

6. Probabilities of products ϑJ = P(
⋂
j∈J{Xj = 1}) = P(

∏
j∈J Xj = 1) with J ⊂ {1, . . . ,m} have

a Beta(αJ , βJ) distribution with

αJ = HJγ ∈ R and βJ = ν − αJ .

Hereby,HJ = (�j∈JHj:) ∈ {0, 1}1×w is the Hadamard product of associated rowsHj: ofH .

Most of the above claims follow immediately from the definition of ϑ. Further details are provided in
appendix A. The symmetric matrix A contains the (scaled) first-order moments α = νµ = diag(A)

and mixed second-order moments αjj′ as off-diagonal elements and will prove to be useful later. Olkin
and Trikalinos (2015) state that the density function of ϑ does not have a closed form expression and
show several representations for different subregions of the unit square in the bivariate setting. The next
definition will allow a characterization of the correlation structures that are admissible for a multivariate
Beta distribution.

Definition 3 (Moment conditions). Let ν ∈ R+ and A ∈ Rm×m+ be a symmetric matrix. Define
1w = (1, . . . , 1)> ∈ Rw,

H(2) = (Hj: �Hj′:) j=1,...,m−1
j′=j+1,...,m

=




H1: �H2:

H1: �H3:
...

H(m−1): �Hm:




and H̃ =



H

H(2)

1>w


 ∈ {0, 1}r×w

with r = 1 + m(m + 1)/2. Hereby Hj: is the j-th row of H and � the Hadamard (entrywise) product
of vectors. In addition, let α̃ = (α>,α(2)>, ν)> whereby α(2) = (α12, α13, . . . , α(m−1)m)> contains the
upper off-diagonal elements ofA. Then the pair (ν,A) is said to satisfy the moment conditions if

∀b ∈ R1+m(m+1)/2 : H̃>b ≥ 0 ⇒ b>α̃ ≥ 0. (MC)

5
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Note that the binary matrix H̃ only depends on the dimension m and not on A. By imputing suitable
vectors b in (MC) it is easy to see that the moment bounds

∀J ⊂ {1, . . . ,m} : ν ≥
∑

j∈J
αj −

∑

j,j′∈J :j 6=j′
αjj′ (MB)

are a consequence of (MC). Hereby, the sum over an empty index set is defined to be zero. Moreover, (MC)
also implies the Fréchet type bounds

max(0, RA +CA − ν) = A− ≤ A ≤ A+ = min(RA,CA) (FB)

whereby both inequalities and min and max operations are meant component-wise. HerebyRA is them×m
matrix with all rows identical and equal to α = diag(A) andCA = R>A. The derived conditions (MB) and
(FB) or variations thereof have appeared several times in the relevant literature (Leisch et al., 1998; Shults,
2017).

Proposition 2 (mBeta parametrisation).

1. (Existence) Let ν ∈ R+, µ ∈ (0, 1)m and R ∈ (−1, 1)m a valid (symmetric, positive-definite)
correlation matrix with diag(R) = 1m. Then, there exists a vector γ ∈ Rw+, w = 2m, with
||γ||1 = ν and a random variable ϑ ∼ mBeta(γ) such that

E(ϑ) = µ and cov(ϑ) = Σ = V 1/2RV 1/2

if and only if ν and the derived moment matrix

A = A(ν,µ,R) = ν((ν + 1)Σ + µµ>)

satisfy (MC). Hereby, V = diag(µ� (1− µ))/(ν(ν + 1)).

2. (Uniqueness) Given parameters ν andA fulfilling (MC) as in (1), the parameter γ can be uniquely
determined if and only if m = 2. For m > 2, uniqueness can be achieved by imposing additional
constraints, e.g. by minimization of ||γ − 1wν/w||2.

The first result can be proven by applying Farkas’ Lemma, a standard result from linear programming, to
the linear program

H̃γ = α̃ (LP)

which needs to be solved for γ. Details are given in appendix A.

The moment conditions give some intuition on the admissible correlation structures, in particular by means
of the weaker but more interpretable necessary conditions (MB) and (FB). However, a direct verification of
(MC) is usually not feasible in practice, at least not more efficiently than attempting to solve (LP). A more
practical approach to translate a correlation into a moment description is described in section 4.

The bounds on the derived moment matrix A induced by (MC) imply bounds on the correlation matrix R
because the elements of A are monotone in the according elements of R. The construction and the accord-
ing conditions translate to a multivariate Bernoulli distribution with minor modifications. In this context,

6
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several works have illustrated the bounds on the correlation coefficients for low dimensions (Preisser &
Qaqish, 2014; Prentice, 1988; Shults, 2017). For instance, for m = 2, (FB) implies

max
(
−(ψ1ψ2)

−1,−ψ1ψ2

)
≤ ρ12 ≤ min

(
ψ1

ψ2
,
ψ2

ψ1

)

with ψj =
√
µj/(1− µj), j = 1, 2. These necessary correlation bounds also apply to the case m > 2

for all ρjj′ but are only sufficient for R being admissible for m = 2. It should be noted, that the overall
concentration parameter ν = ||γ||1 only drives the variances of the ϑj . That is to say, two mBeta distribu-
tions induced by the parameters γ1 and γ2 with γ1/||γ1||1 = γ2/||γ2||1 have the same correlation structure.
Below, several simple results concerning (MC) are described, some of which will be utilized in the next
section.

Proposition 3 ((MC) in practice).

1. For all γ ∈ Rw+, the pair ν = ||γ||1,A = HΓH> satisfies (MC).

2. Let d = d(X) be the cell count version of the experimental data and ∆ = diag(d). Then the pair
n = ||d||1, U = H∆H satisfies (MC).

3. If (ν,A) and (n,U) both satisfy (MC), the pair (ν∗,A∗) = (ν + n,A+U) does as well.

4. Not all ν ∈ R+ andA× Rm×m+ satisfy (MC).

2.2 Multivariate Beta-binomial model

The next result formalizes that the update rule γ∗ = γ + d from the well-studied Dirichlet-multinomial
model can be adopted for the multivariate generalization of the Beta-binomial model. Hereby, observed cell
counts dk are added to corresponding prior parameters γk.

Proposition 4 (Multivariate Beta-binomial model). Let ϑ ∼ mBeta(γ) be the prior distribution for ϑ and
let X ∈ {0, 1}n×m be the observed data matrix with cell count representation d = d(X). Then:

1. The posterior distribution of ϑ is given by

ϑ |d ∼ mBeta(γ∗)

whereby γ∗ = γ + d.

2. Let γ and γ∗ be the parameter of prior and posterior distribution of ϑ, respectively. Let
A = HΓH> andA∗ = HΓ∗H>. Then

A∗ = A+U and ν∗ = ν + n

whereby the update matrix U = H∆H> depends on the data X due to ∆ = diag(d(X)).

The second result is useful as it allows to work with a reduced parametrisation from which the mean vector
and covariance matrix of the distribution can still be derived, see proposition 1. It depends on ν ∈ R+ and
the symmetric matrixA ∈ Rm×m+ and thus requires 1 + (m+ 1)m/2 parameters. Hereby, neither the prior
parameter γ nor the posterior parameter γ∗ are needed to derive the posterior matrix A∗ from the prior

7
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(a) Prior distribution (ν = 20) (b) Posterior distribution (ν∗ = 337)

Figure 1: Visualization of prior and posterior mBeta distribution corresponding to the example in appendix
B. Plots show the marginal densities (diagonal), bivariate densities (lower panel) and correlation coefficients
(upper panel).

matrix A and the data X. The term ’reduced parametrisation’ will be used when ν and A are known but γ
is unknown.

When the reduced parametrisation is employed, as a consequence of proposition 3, the only worry is to
correctly specify a prior parameter A, either directly or implicitly (via R). As previously stated, checking
(MC) for the prior distribution may not always be feasible, especially in high dimensions. For certain priors
with simple structure, this is however easily possible. In particular, mBeta distributions with ν ∈ R+,
µ = 1m/2 and R = Im, i.e. independent Beta(ν/2, ν/2) distributions are always admissible. One can
simply check that one possible parameter vector to obtain these properties is γ = 1wν/w. The case ν = 2

corresponds to independent uniform distributions over (0, 1)m which will be employed as a vague prior in
the simulation study in section 5. Another simple and practically relevant way to ensure the validity ofA is
to construct it based on previous experimental data dp via A = H diag(dp)H

>, see proposition 3. Figure
1 illustrates the update rule by visualizing a prior and posterior distribution in the three dimensional case.
The underlying numerical example is provided in appendix B.

3 Bayesian inference

3.1 Construction of credible regions

Assume that the prior distribution π ≡ mBeta(γ) has been updated to the posterior distribution π∗ ≡
mBeta(γ∗) with γ∗ = γ + d (proposition 4). Deriving a simultaneous credible region for all proportions
ϑ |d ∼ π∗ of interest is a typical data analysis goal. A 100(1 − α)% credible region is a set CR1−α ⊂
(0, 1)m with the property Pπ∗(ϑ ∈ CR1−α) = 1 − α (Berger, 2013). For simplicity, only equi-tailed,

8
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two-sided credible regions are considered in this work. In the normal posterior case, this corresponds to
highest density regions (HDR) while for the mBeta distribution this is in general not true.

There are several ways to construct credible regions for ϑ. One possibility is to approximate the posterior
distribution by a multivariate normal by matching the first two moments and use established methods for
this case. The normal approximation of this posterior distribution is then given by

ϑ |d ·∼ Nm(µ∗,Σ∗)

whereby µ∗ and Σ∗ are derived according to proposition 1 from A∗. From this, a simultaneous credible
region

CR1−α =

m∏

j=1

(
µ∗j − cα(v∗j )

1/2, µ∗j + cα(v∗j )
1/2
)
,

can be derived. Hereby, the posterior variance vector v∗ ∈ Rm contains the diagonal elements of Σ∗. The
’critical’ constant cα can be computed numerically as a suitable equi-tailed quantile of the standard multi-
variate normal with correlation matrix R∗ = diag(v∗)−1/2Σ diag(v∗)−1/2 (Hothorn et al., 2008). Note
that such approximate credible regions are not guaranteed to lie in (0, 1)m. Moreover, this approach does
not benefit from the fact that the type of the marginal posterior distributions is known and non-Gaussian.

This can be alleviated by employing a copula approach (Nadarajah, Afuecheta, & Chan, 2018). A copula
model allows to disentangle marginal distributions FX1

, . . . , FXm
and dependency structure of a multi-

variate random variable X = (X1, . . . , Xm)>. More specifically, Sklar’s theorem states that for every
random vector X with joint cumulative distribution function (CDF) FX there exists a copula function
C : [0, 1]m → [0, 1] such that

FX(x) = C(FX1
(x1), . . . , FXm

(xm)), x ∈ R̄m.

Furthermore, the copula C is unique if all m marginal distributions FXj
are continuous (Nadarajah et al.,

2018; Sklar, 1959). For instance, a Gaussian copula may be utilized which is parametrized via a correlation
matrixRm and given by

CRm
(u) = Φm(Φ−1(u1), . . . ,Φ−1(um); 0m,Rm).

Hereby Φ is the univariate standard normal CDF and Φm is the m-dimensional normal CDF with mean 0m
and covariance matrix Rm. When modelling the posterior distribution ϑ |d, an obvious choice for Rm is
R∗, the posterior correlation matrix which can be obtained by standardizing the posterior covariance Σ∗

(see proposition 1). Following similar arguments as given by Dickhaus and Gierl (2012), this can be used
to construct a simultaneous credible region. For this, the same constant cα as for the normal approximation
is used and translated to adjusted local tail probabilities α̃ = 1 − Φ(cα). The credible region is then based
on the α̃/2 and (1− α̃/2) quantiles of the m marginal Beta distributions of the the joint mBeta posterior.

Lastly, we may base our inference regarding ϑ |d on p |d, the underlying Dirichlet-multinomial model
(section 2). To pursue this route, a posterior sample Sp ∈ Pnr ⊂ (0, 1)nr×w of size nr can be drawn
from the underlying Dir(γ∗) Distribution which is then transformed to a posterior sample Sϑ = SpH> ∈
Θnr ⊂ (0, 1)nr×m for ϑ, compare section 2.1. Denote by

CR(α̃) =

m∏

j=1

(ϑ−j , ϑ
+
j )

9
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the credible region such that P(ϑj < ϑ−j ) = P(ϑ > ϑ+j ) = α̃/2 is satisfied for all margins j, meaning
that ϑ−j , ϑ+j are suitable marginal Beta quantiles. Subsequently, α̃ can be tuned such that (1 − α)nr data
points of Sϑ are contained in CR(α̃). This can be achieved by a simple numerical root finding. While
normal approximation and copula model only require knowledge of the reduced parametrisation (ν,A), this
extensive posterior sampling approach is only feasible when the complete parameter vector γ∗ is known. It
is thus the only of the three approaches which employs all available information - if it is indeed available. In
high dimensions it is however computationally expensive or even infeasible as the original Dirichlet sample
is of size nr · 2m.

Note that all three approaches to construct credible regions are Bayes actions in the sense that they are based
on (different approximations of) the posterior expected coverage probability. In section 5, the influence
of these approximations on the Bayes coverage probability, i.e. the expected coverage under different
generative prior distributions, will be assessed in a simulation study.

3.2 Inference for transformed parameters

Besides inference for the proportions ϑj themselves, transformations of them might also be of interest. The
three approaches described in the last section (normal approximation, copula model, extensive sampling
approach) can be modified for this purpose. A commonly investigated case are linear contrasts defined by
a contrast matrix K ∈ Rt×m where t is the dimension of the target space. A popular example are all-vs-
one comparisons (w.l.o.g.) defined by K = (Im−1,−1m−1) ∈ {−1, 0, 1}(m−1)×m. Hereby Im−1 is the
(m−1)-dimensional identity matrix and 1(m−1) = (1, . . . , 1)>. In the model evaluation context, this would
relate to comparing the accuracy ϑj of all models j = 1, . . . ,m − 1 against ϑm, the accuracy of the m-th
model.

For the normal approximation and the copula method, the fact that ϑ |d ·∼Nm(µ∗,Σ∗) implies

Kϑ |d ·∼N t(Kµ
∗,KΣ∗K>)

can be utilized. For the copula approach, it is important to note, that the difference of two Beta random
variables no longer follows a Beta distribution (Gupta & Nadarajah, 2004). One solution to obtain correct
marginal quantiles is to rely on posterior sampling for this case as well. Non-linear transformations will not
be investigated in this work, could however be tackled by employing the multivariate delta method. For the
extensive sampling approach, any transformation can be applied to the posterior sample. The transformed
sample can then be processed by the same means as before.

4 Numerical implementation

Functions for prior definition, update rules and calculation of credible regions have been implemented in
an R package2. It’s main goal is to conduct simultaneous inference for multiple proportions by means of
the proposed multivariate Beta-binomial model. It allows the definition of a prior distribution based on the
mean vector and correlation matrix. Instead of solving the obvious linear system (LP), the least squares

2A development version of the SIMPle package is available at https://github.com/maxwestphal/SIMPle (accessed
March 20, 2020).
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problem with equality and inequality constraints

min
γ∈Rw

||H(2)γ −α(2)||22 (LS)

subject to
(
H

1>w

)
γ =

(
α

ν

)
and Iwγ ≥ 0w

is solved for a given input (ν,A) with help of the lsei package (Lawson & Hanson, 1995; Wang, Lawson,
& Hanson, 2017). That is to say, we require the first-order moments to be matched exactly and the mixed
second-order moments should be fitted as closely as possible. The moment matrix A can be specified
explicitly or implicitly via mean vector µ and correlation matrix R, compare proposition 2. If a solution γ
of (LS) is found, it defines a valid mBeta distribution. If the solution is exact, i.e. ||H(2)γ −α(2)||22 = 0,
it defines an mBeta distribution with exactly the targeted mean and correlation structure. If ||H(2)γ −
α(2)||22 > 0, the solution γ defines a valid mBeta distribution with targeted mean but only approximated
correlation structure.

For dimensions m > 10 the reduced parametrisation in conjunction with the copula approach described in
section 3 is employed by default because solving (LS) or (LP) becomes numerically expensive. In this case
only the necessary bounds (FB) are checked. As a result, the prior matrixA is in general not guaranteed to
satisfy (MC), unless simplifying structural assumptions are made.

5 Simulation study: comparison of multiple classifiers

5.1 Method comparison

This section covers the results of a simulation study in the context of classifier evaluation. In machine learn-
ing, prediction models should be trained and evaluated on independent data sets to avoid an overoptimistic
performance assessment (Friedman, Hastie, & Tibshirani, 2009; Japkowicz & Shah, 2011; Kuhn & Johnson,
2013). Earlier work has shown that a simultaneous evaluation of multiple promising classifiers is beneficial
as the test data can then be employed for the final model selection. (Westphal & Brannath, 2019a, 2019b).
Hereby, an adequate adjustment for the introduced selection-induced bias needs to be employed.

The goal of this simulation study is to compare the properties of different credible regions which have been
outlined in section 3:

1. approximate: normal approximation of posterior distribution

2. copula: exact posterior marginals, copula model for dependency structure

3. extensive: based on a posterior sample of size nr = 10, 000, drawn from the underlying Dirichlet
distribution

Our primary interest is to assess the Bayes coverage probability of these credible regions, i.e. the expected
coverage probability

BCP = Eπg
1(ϑ ∈ CR1−α),

when parameters arise from different generative prior distributions πg. The BCP definition is inspired by
the standard Bayes risk definition (Berger, 2013, p. 11). Each credible region depends on the employed
approach and on the analysis prior π = πa. We investigate two cases here: (a) πa = πg, i.e. the true
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generative prior is known, and (b) a vague prior is used. The latter case will implemented as m independent
uniform variables, corresponding to the parameter γa = 1w · 2/w which was discussed at the end of section
2.2. Because all approaches are constructed as (approximate) Bayes actions, we expect a BCP close to 1−α
when (a) πa = πg or (b) the sample size is large.

5.2 Scenarios

The employed generative prior distributions πg ≡ mBeta(γg) are characterized by dimension m, con-
centration parameter ν, mean vector µ and correlation matrix R. For a given scenario g = (m, ν,µ,R)

the according parameter vector γg is obtained by solving (LS). The following cases are investigated: for
m = 5, we consider means of µj = 0.75 for all models with a concentration parameter of ν = 20 or 40

and a equicorrelation of ρ = 0.5 or 0.75. For m = 10, we define two blocks of five models as above. The
prior mean is given as µ = (0.75, . . . , 0.75, 0.7, . . . , 0.7). This is supposed to mimic the case that two
learning algorithms with different hyperparameters are investigated whereby one of them (averaged over
the hyperparameters) yields classifiers with higher accuracy. The correlation between models of different
algorithms is defined to be ρ2 such that the overall correlation matrix is a block matrix consisting of 5 × 5

blocks.

For each simulation run, the underlying parameter vector p is drawn from a Dir(γg) distribution. The
experimental data is then drawn from a w−dimensional multinomial distribution with parameters n,p and
then transformed to a multivariate Binomial distribution with the same parameters viaX = HC, compare
section 2.1. We have investigated the sample sizes n = 50, 100, 200, 400, 800.

As the BCP is a proportion, the standard error of its simulated estimate is bounded from above by
0.5/
√
Nsim which is approximately 0.001 in the overall analysis (figures 2 and 3; Nsim = 200, 000) and

0.002 in the stratified analysis (appendix C; Nsim = 50, 000). The three investigated methods are applied
to the same simulated datasets. The target coverage probability is set to 1 − α = 0.95 for all simulations.
The numerical experiments were conducted in R with help of the batchtools package (Lang, Bischl, &
Surmann, 2017). Software and custom functions that were used to conduct the simulation study are partially
publicly available.3

5.3 Results

Figure 2 shows the Bayes coverage probability of the different credible regions for the raw proportions ϑ.
The results are only stratified for the number of proportions m and whether the correct or a vague prior
is used for the analysis. In effect, each simulated BCP in figure 2 is the average over all four scenarios
(ν ∈ {20, 40}, ρ ∈ {0.5, 0.75}) and is thus comprised of 200, 000 = 4 · 50, 000 simulation runs.

If the analysis prior corresponds to the true generative prior distribution, all methods have close to target
coverage level for m = 5. As the dimension increases to m = 10, the BCP deviates more from the
target level 95%. If the vague analysis prior is employed, the normal approximation clearly performs worse
compared to the copula and the extensive approach, in particular for low sample sizes. More detailed results
in appendix C suggest that the normal approximation becomes worse not only as m increases but also as
the concentration ν or the correlation ρ decrease. This is plausible as in both cases parameter values ϑj near
the boundaries of the unit interval become more likely which negatively inflects the quality of the normal
approximation.

3Compare https://github.com/maxwestphal/SEPM.PUB (accessed March 20, 2020).
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Figure 2: Simulated Bayes coverage probability of different credible regions for raw proportions ϑ. Results
are averaged over four different generative distributions for each m = 5, 10.

Figure 3 shows similar investigations for credible regions for differences of parameters ϑj − ϑm,
j = 1, . . . ,m− 1. Overall, the picture is similar to the previous analysis. The deviations from the tar-
get coverage probability are larger for small n (compared to large n) and when the normal approximation
is used (compared to the other two approaches). The main difference is that the actual BCP is larger than
the target 1− α for small n when the vague prior is employed. We attribute this observation to the fact that
the (induced) prior for the difference ϑj − ϑm is no longer a uniform but rather a triangular distribution.

Besides the coverage probabilities we also investigated the frequency to obtain a credible region
CR 6⊂ (0, 1)m not entirely in the support of the distribution. While for the copula and extensive approach
this probability is zero for all sample sizes by construction, for the approximate method it is nonzero. For
the raw proportion analysis (figure 2) this probability is as low as 42% (vague prior) or 78% (correct prior)
for n = 50 and m = 10 and does stabilize to at least 94% for all scenarios where n ≥ 200.

6 Discussion

6.1 Summary

In this work, a simple construction of a bivariate Beta distribution from a four-dimensional Dirichlet dis-
tribution due to Olkin and Trikalinos (2015) was generalized to higher dimensions. As 2m parameters are
needed to describe the m-dimensional Beta distribution, it is of limited to no use in high dimensions. To
counter this problem, a reduced parametrisation only requiring 1 +m(m+ 1)/2 parameters was proposed
which can be derived from an overall concentration parameter ν a mean vector µ and a correlation matrix
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Figure 3: Simulated Bayes coverage probability of different credible regions for differences of proportions
ϑj − ϑm. Results are averaged over four different generative distributions for each m = 5, 10.

R. Necessary and sufficient conditions have been provided that need to be satisfied such that an mBeta
distribution for a given triple (ν,µ,R) can exist.

These moment conditions (MC) provide some intuition on which correlation structures are admissible. How-
ever, they are also of limited use in practice as checking the conditions for general µ and R is usually not
feasible, at least not in a numerically efficient manner. A more concrete descriptions of these conditions
may be obtained by calculating the extreme rays of the polyhedral cone {b : H̃>b ≥ 0}. That is, one would
need to compute the so-called V-representation {Bλ |λ ≥ 0} which implies a finite but potentially large
number of conditions b>α̃ ≥ 0, imposed by the columns b of the matrixB. In R, algorithms for that matter
are for instance implemented in the package rcdd (Geyer & Meeden, 2019). As the number of generating
rays is rapidly growing in the dimension m, this method is again only helpful for small dimensions. A
similar approach was recently pursued by Fontana and Semeraro (2018) in a related context. Altogether, it
appears that the verification of the validity of a multivariate Beta distribution in terms of its mean µ and cor-
relation structureR is only feasible in higher dimensions when making simplifying structural assumptions,
see section 2.2. This is only a concern for the prior distribution, as we are guaranteed to end up with a valid
posterior when we start with a valid prior (proposition 3).

An example of a valid prior was the vague prior employed in the simulation study which corresponds to
independent uniform prior distributions. This case can be connected to the so-called Bayes prior which is fre-
quently employed for the Bayesian analysis of a single proportion (Held & Bové, 2013, p. 173). Marginally
the two approaches do the same, namely adding two pseudo-observations (one success, one failure) to the
dataset leading to shift of posterior mass towards 1/2. The proposed mBeta model additionally includes a
prior on and update of the mixed second-order moments. From a frequentist viewpoint, this approach can
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thus be used for a joint shrinkage estimation of sample mean and covariance matrix as they both depend
only on the posterior parameters (ν∗,A∗) (proposition 1).

The idea to connect marginal Beta-binomial models via a copula approach is not new. In previous work
following this direction, marginal distribution and copula parameters were usually jointly estimated (Nyaga
et al., 2017; Yamaguchi & Maruo, 2019). In contrast, in this work the copula model is only fitted to the
joint multivariate Beta posterior distribution to construct simultaneous credible regions.

The simulation study indicates that the copula and extensive sampling approaches result in credible regions
with close to the desired Bayes coverage probability. A disadvantage of our proposal which relies on a
Gaussian copula model is that the resulting posterior correlation matrix is not equal to the actual correlation
matrix according to the mBeta-binomial model. This is due to the fact that the nonlinear copula transforma-
tion does not preserve the linear correlation between variables. This issue is more severe for small posterior
concentration values ν∗ = ν + n and vanishes asymptotically as n → ∞ (Bernstein–von Mises theorem).
We are not aware of a simple correction strategy to address this problem other than to rely on simulations
which is numerically expensive. In the situations that were assessed in the simulation study (n ≥ 50), the
loss in accuracy when employing the copula approach compared to the extensive sampling approach seems
to be negligible. In contrast, the normal approximation requires a much larger sample size for satisfactory
results and additionally does not guarantee credible regions which lie entirely in the parameter space. As it
provides no benefits compared to the copula approach besides simplicity, the latter seems to be a reasonable
default choice for the considered problem.

A methodological limitation of this work is that the adequateness of the reduced relative to the full parametri-
sation cannot be assessed via numerical simulation in higher dimensions. This is due to the fact that data
generation from the full underlying Dirichlet distribution becomes also numerically infeasible for m much
larger than 10.

6.2 Extensions

The present work focused on the construction of multivariate credible regions. Decisions regarding pre-
specified hypotheses based the posterior distribution of the parameters may of course also be of interest in
practice. Madruga, Esteves, and Wechsler (2001) and Thulin (2014) connect credible regions to hypothesis
testing in a decision theoretic framework. They show that for specific loss functions, the standard Bayes test,
i.e. deciding for the hypothesis with lowest posterior expected loss, corresponds to comparison of parameter
values with credible bounds which may be denoted as ϕCR = (1(ϑ0 /∈ CR

(j)
1−α))j=1,...,m ∈ {0, 1}m.

An advantage of the approach of Thulin (2014) is that the employed loss function does not depend on the
observed data. This was a non-standard feature of the proposal by Madruga et al. (2001). It appears that
the approach of Thulin (2014) can however not easily be transferred to the multivariate setting which would
require to specify a loss function L : Θ×A→ R such that

ϕCR = argminϕ∈A Eπ∗L(ϑ,ϕ).

Hereby, the action space A consists of all possible test decisions, e.g. A = {0, 1}m for the one-sided
hypothesis system

H = {Hj : ϑj ≤ ϑ0, j = 1, . . . ,m},

A possible generalization of the loss function L(2) from Thulin (2014, p. 136) is

L(ϑ,ϕ) = ||ϕ� (1m − χ)||∞(1− α) + ||(1m −ϕ)� χ||∞α, (2)
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wherebyχ = (1(ϑj ∈ Kj))j=1,...,m indicates for all j = 1, . . . ,mwhether ϑj is contained in the alternative
Kj = Θ \ Hj . Thulin (2014) showed that ϕCR is a Bayes test under the loss function (2) in the case
m = 1. In the multivariate setting (m > 1), this no longer holds true which can be confirmed via numerical
examples. However,ϕCR can be seen as a constrained Bayes test. That is to say, from all tests with posterior
false positive probability Pπ∗(||ϕ � (1m − χ)||∞ = 1) bounded by α ∈ (0, 1), it minimizes the posterior
false negative probability Pπ∗(||(1m −ϕ)� χ||∞ = 1).

These considerations are somewhat opposing the usual (empirical-) Bayes approach to multiplicity adjust-
ment which is usually based on modifying the prior distribution rather than the loss function (Guo & Heit-
jan, 2010; Scott, 2009; Scott, Berger, et al., 2010). This established strategy could also be employed for
the multinomial Beta-binomial model considered in this work. For instance the prior distribution could
be modified such that the tail probability u(m) = Pπ(||ϑ||∞ > ϑ0) is controlled, e.g. by increasing the
concentration parameter ν (assuming µ < ϑ0). Under the vague (independent uniform) prior employed in
chapter 5, such a control is not given as u(m) = 1− ϑm0 → 1 for m→∞. The above sketched approaches
(adaptation of the loss function, e.g. (2)) to multiple hypothesis testing in the Bayesian framework should
be contrasted thoroughly with the established methods (adaptation of the prior, hierarchical models) in the
future.
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A Technical details

At first, some established results concerning the Dirichlet distribution are stated. Let p = (p1, . . . , pw)> ∼
Dir(γ) with support P = {p ∈ (0, 1)w : ||p||1 = 1} whereby γ = (γ1, . . . , γw)> ∈ Rw+ and ν = ||γ||1.
An essential property of the Dirichlet distribution is the so-called aggregation property (Ng et al., 2011,
Theorem 2.5 (i)). It concerns the vector p̃ where two components pk and pk′ from the original p are
replaced by their sum which has the following distribution:

(p1, . . . , pk + pk′ , . . . , pw) ∼ Dir(γ1, . . . , γk + γk′ , . . . , γw). (A.1)

Repeated application of this result allows to aggregation of arbitrary subvectors of p. In particular, the
marginal distribution of the component pk turns out to be

pk ∼ Beta(γk, ν − γk).

Additionally, we will use the fact that var(pk) = γk(ν−γk)
ν2(ν+1) and cov(pk, pk′) = −γkγk′

ν2(ν+1) for k 6= k′ (Ng et al.,
2011, p. 39). When setting Γ = diag(γ), this amounts to

cov(p) =
νΓ− γγ>
ν2(ν + 1)

. (A.2)

Proof of proposition 1.

1. Follows from the definitionX = HC.

2. We haveH ∈ {0, 1}m×w and ||p||1 = 1 for all p. Thus, ϑ = Hp ∈ (0, 1)m.

3. Is a consequence of the aggregation property (A.1).

4. Follows from ϑj ∼ Beta(αj , βj)⇒ E(ϑj) = αj/(αj + βj) and (3).

5. Follows from (A.2) and the the fact ϑ = Hp is a linear transformation of p.

6. A generalization of (3) and again a consequence of (A.1). The only thing left to check is that the
correct parameters γk are added up.

For the proof of proposition 2, Farkas’ lemma will be employed which is stated below (Boyd & Vanden-
berghe, 2004, p. 263). As usual, inequalities between vectors should be interpreted component-wise.

Lemma 1 (Farkas’ lemma). For any matrix A ∈ Rn×m and vector b ∈ Rm, the following two statements
are equivalent:

1. The linear system of equationsAx = b is feasible, i.e. has a solution x ∈ Rm, with x ≥ 0.

2. For all y ∈ Rn,A>y ≥ 0 implies y>b ≥ 0.
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Proof of proposition 2.

1. For a givenA or derived moment matrixA(ν,µ,R), the linear system (LP) needs to be solved for
γ ∈ Rw+, w = 2m. Hereby H̃ and α̃ are given as in definition 3. Farkas’ lemma implies that (LP)
is feasible if and only if (MC) holds.

2. The linear system (LP) consists of r = 1 + m(m + 1)/2 equations and w = 2m unknowns. Thus,
it has a unique solution only for m = 2 as then w = r. On the other hand m > 2 implies w > r

and thus (LP) is underdetermined and has no unique solution in this case. To enforce uniqueness,
the minimization of (e.g.) ||γ − 1wν/w||2 under the side condition (LP) can be reformulated as a
convex linearly constrained quadratic program and thus has has a unique solution.

Proof of proposition 3.

1. It was shown in the proof of proposition 2 that (MC) is equivalent to the feasibility of (LP). Hence,
specification of a feasible solution γ of (LP) implies (MC).

2. Follows immediately from (1), as d ∈ Rw+.

3. Let b ∈ R1+m(m+1)/2 with H̃>b ≥ 0 be given. Let ũ and α̃∗ be the derived moment vectors from
U andA∗ = A+U , respectively, similar as in definition 3. Then

b>α̃∗ = b>(α̃+ ũ) = b>α̃+ b>ũ ≥ 0 + 0 = 0.

4. For m = 2, the parameters ν = 4 and A =

(
2 3

3 3

)
together with the vector b = (1, 0,−1, 0)>

provide a counterexample as b>α̃ = −1 < 0 but

H̃>b =




0 0 0 1

0 1 0 1

1 0 0 1

1 1 1 1







1

0

−1

0


 =




0

0

1

0


 ≥ 0.

Proof of proposition 4.

1. The first assertion follows from the one-to-one connection between mBeta and Dirichlet distribution
and their respective samples (X,C) and the established update rule γ∗ = γ + d for the Dirichlet-
multinomial model.

2. The second result follows by noting that

A∗ =HΓ∗H> = H diag(γ + d)H>

=H diag(γ)H> +H diag(d)H> = A+U .
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B Numerical example

Example 1 (mBeta update rule). Three proportions ϑ = (ϑ1, ϑ2, ϑ3)
> shall be assessed on the same

dataset. Our prior belief in terms of the mean vector is µ = (0.8, 0.775, 0.75)>. The parameters are
assumed to be positively correlated, modeled as an equicorrelation of ρ = 0.5. Our certainty in this prior
is limited, expressed by an overall concentration parameter ν = 20 which can be interpreted as the prior
sample size. This can be modeled as ϑ ∼ mBeta(γ) with

γ = (2.57, 0.00, 0.16, 1.27, 0.36, 1.57, 1.91, 12.17)>

⇒ ν = 20, A =




16.00 14.07 13.73

14.07 15.50 13.43

13.73 13.43 15.00


 ,

wherebyA represents the reduced parametrisation. The observed experimental data

d = (24, 10, 0, 29, 9, 8, 58, 179)>

⇒ n = 317, U =




254 237 187

237 266 208

187 208 226


 ,

leads to a posterior distribution ϑ |d ∼ mBeta(γ∗) with

γ∗ = γ + d

= (26.57, 10.00, 0.16, 30.27, 9.36, 9.57, 59.91, 191.17)>

and reduced parametrisation

ν∗ = ν + n = 337,

A∗ = A+U =




270.00 251.07 200.73

251.07 281.50 221.43

200.73 221.43 241.00


 .

This can be translated back to posterior mean and correlation matrix

µ∗ = (0.80, 0.84, 0.72)>, R∗ =




1.00 0.51 0.13

0.51 1.00 0.36

0.13 0.36 1.00


 .

A visualization of prior and posterior distribution of this example is provided in figure 1 in section 2.2.
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C Additional simulation results

C.1 Analysis of raw proportions

Figure C.1: Simulated Bayes coverage probability of different credible regions for raw proportions ϑj , j =

1, . . . ,m. Results are stratified by generative prior distribution, see section 5.2. Only results for the correct
analysis prior are shown. Each point is based on 50, 000 simulations.

22



WESTPHAL SIMULTANEOUS INFERENCE FOR MULTIPLE PROPORTIONS

Figure C.2: Simulated Bayes coverage probability of different credible regions for raw proportions ϑj , j =

1, . . . ,m. Results are stratified by generative prior distribution, see section 5.2. Only results for the vague
analysis prior are shown. Each point is based on 50, 000 simulations.
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C.2 Analysis of differences of proportions

Figure C.3: Simulated Bayes coverage probability of different credible regions for differences of propor-
tions ϑj − ϑm, j = 1, . . . ,m − 1. Results are stratified by generative prior distribution, see section 5.2.
Only results for the correct analysis prior are shown. Each point is based on 50, 000 simulations.
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Figure C.4: Simulated Bayes coverage probability of different credible regions for differences of propor-
tions ϑj − ϑm, j = 1, . . . ,m − 1. Results are stratified by generative prior distribution, see section 5.2.
Only results for the vague analysis prior are shown. Each point is based on 50, 000 simulations.
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ABSTRACT

Major advances have been made regarding the utilization of artificial intelligence in health
care. In particular, deep learning approaches have been successfully applied for automated
and assisted disease diagnosis and prognosis based on complex and high-dimensional data.
However, despite all justified enthusiasm, overoptimistic assessments of predictive perfor-
mance are still common. Automated medical testing devices based on machine-learned pre-
diction models should thus undergo a throughout evaluation before being implemented into
clinical practice. In this work, we propose a multiple testing framework for (comparative)
phase III diagnostic accuracy studies with sensitivity and specificity as co-primary end-
points. Our approach challenges the frequent recommendation to strictly separate model
selection and evaluation, i.e. to only assess a single diagnostic model in the evaluation study.
We show that our parametric simultaneous test procedure asymptotically allows strong con-
trol of the family-wise error rate. Moreover, we demonstrate in extensive simulation stud-
ies that our multiple testing strategy on average leads to a better final diagnostic model and
increased statistical power. To plan such studies, we propose a Bayesian approach to deter-
mine the optimal number of models to evaluate. For this purpose, our algorithm optimizes
the expected final model performance given previous (hold-out) data from the model devel-
opment phase. We conclude that an assessment of multiple promising diagnostic models
in the same evaluation study has several advantages when suitable adjustments for multiple
comparisons are implemented.
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WESTPHAL ET AL. A MULTIPLE TESTING FRAMEWORK FOR DIAGNOSTIC ACCURACY STUDIES

1 Introduction

Research projects concerned with the application of machine learning techniques for disease diagnosis and
prognosis have steadily grown in number over the last years. This is indicated, among others, by several
review and overview publications (Ching et al., 2018; Jiang et al., 2017; Litjens et al., 2017; Miotto, Wang,
Wang, Jiang, & Dudley, 2017). In particular, the capabilities of end-to-end deep learning approaches on
such supervised learning tasks are highly promising. For instance, vast advances have been reported in the
literature regarding cancer diagnosis with deep neural networks (Hu et al., 2018). End-to-end deep learning
refers to a trend involving deep (neural network) model architectures which are able to learn highly complex
relationships between predictors and the target variable while having less parameters than traditional (more
shallow) models with comparable performance (Goodfellow, Bengio, & Courville, 2016). In the training
process, highly complex features are derived automatically by the learning algorithm (LeCun, Bengio, &
Hinton, 2015). This framework contrasts the traditional pipeline of domain specific data preprocessing
and hand-crafted features in combination with simpler prediction models. Despite all the recent success of
machine learning, there are still challenges regarding over-optimistic conclusions drawn from finite datasets
which may to a large extend be attributed to the following two (broad) categories:

1. Study design and reporting: The most popular recommendation to split data for training, se-
lection and evaluation is frequently employed in practice (Friedman, Hastie, & Tibshirani, 2009;
Géron, 2017; Goodfellow et al., 2016; Japkowicz & Shah, 2011; Kuhn & Johnson, 2013; Zheng,
2015). In the machine learning community, the according datasets are commonly denoted as train-
ing, validation and test set. However, the less of the defining properties of the study (e.g. data
source, data splitting modalities, performance measure, comparator, etc.) are specified in advance,
the more ’opportunities’ present themselves to the researchers to influence the results to match their
expectations (Boulesteix, 2009; Boulesteix, Lauer, & Eugster, 2013; Boulesteix & Strobl, 2009;
Jelizarow, Guillemot, Tenenhaus, Strimmer, & Boulesteix, 2010). For diagnostic accuracy studies,
several design-related sources of bias have been identified in the literature (Lijmer et al., 1999;
Rutjes et al., 2006; Schmidt & Factor, 2013; P. Whiting et al., 2004; P. F. Whiting et al., 2011).
According to Rutjes et al. (2006), relevant sources for overoptimistic conclusions are selection of
non-consecutive patients, analysis of retrospective data and focus on severe cases and healthy con-
trols. Another issue is an in-transparent communication (conscious or not) of the results (Bossuyt et
al., 2015; Collins, Reitsma, Altman, & Moons, 2015; Ochodo et al., 2013). This may prevent other
research teams to replicate the findings on similar problems (replicability) or even on the same data
(reproducibility) (Jasny, Chin, Chong, & Vignieri, 2011; Peng, 2011).

2. Sampling variability: The true predictive performance of a diagnostic model in the population
of interest is not known but only estimated based on data. Even in the ideal case in which the
evaluation data is independent of the data used for model development and all modalities of the
evaluation study are specified in advance in a study protocol, the empirical performance is still a
random variable and may realize at a high value just due to chance. From our perspective, this fact
is often times overlooked within the machine learning community.

The primary goal of this work is a better utilization of the available data by optimizing study design and
statistical analysis without introducing overoptimism. Our primary statistical inference goal is to bound the
probability for false positive claims regarding the performance of a prediction model, i.e. the type I error
rate. On the other hand, we of course seek to identify a truly good model with high probability. It may
be argued that methodological research in machine learning or bioinformatics does not (need to) have the
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goal to control the type I error rate. We agree with this view in the context of the early development of new
algorithms and prediction models and acknowledge that exploratory research is of utmost importance for
the scientific process. In machine learning applications, this amounts to trying out a wide variety of learn-
ing algorithms deemed suitable for the prediction task at hand. This makes sense, as by the no-free-lunch
theorem of statistical learning, no single algorithm gives universally best results for all prediction tasks
(Shalev-Shwartz & Ben-David, 2014). Modern algorithms additionally involve the tuning of several hyper-
parameters. The performance of (deep) neural networks depends for example on depth (number of layers),
width (neurons per layer), activation function(s) and further hyperparameters related to regularization (e.g.
dropout rate) and optimization (e.g. loss function, learning rate, mini batch size) (Bengio, 2012). In effect,
usually dozens, hundreds or even thousands of candidate models are initially trained and compared.

However, at some point a reliable statement regarding the model performance is required. This is in partic-
ular the case in medical applications where the consequences of a wrong decision could ultimately be life-
threatening, for instance when a flawed (automated) diagnostic tool is implemented into clinical practice.
Additionally, depending on the regulatory context, a throughout evaluation study might even be mandatory.
Pesapane, Volonté, Codari, and Sardanelli (2018) give an overview over the current regulatory framework
for artificial intelligence empowered medical devices in the EU and the US from the viewpoint of radiology.
They also comment on future developments, in particular the new Medical Devices Regulation (MDR) and
the new In Vitro Diagnostic Medical Device Regulation (IVDR) in the EU (European Parliament, Coun-
cil of the European Union, 2017a, 2017b) which will certainly be relevant for the application of machine
learning methods for medical testing purposes.

Throughout investigations of devices for automated medical testing purposes are still rather scarce (as are
such devices themselves). A recent positive example covers the IDx-DR device which allows diagnosis of
diabetic retinopathy in diabetic patients via deep learning based on retinal color images (Abràmoff et al.,
2016). Diagnostic accuracy was assessed in an extensive observational clinical trial involving 900 patients,
which lead to a marketing permit by the FDA2. In this study, only a single model was (successfully) evalu-
ated on the final dataset. This default strategy is often advised in machine learning and diagnostic accuracy
research and is reasonable if previously available data for model training and selection is (a) large in number
and (b) representative of the intended target population. However, when potentially hundreds of modeling
approaches are compared on (quantitatively and/or qualitatively) modest datasets, the model selection pro-
cess can rarely be concluded with confidence. While the default approach enables an unbiased estimation
and simple statistical inference, one is thus bound to this one-time model choice under uncertainty. In effect,
this strategy is quite inflexible as it is impossible to retrospectively correct a flawed model selection without
compromising the statistical inference in the evaluation study.

To address this issue, Westphal and Brannath (2019a, 2019b) recently adapted a multiple testing approach
from Hothorn, Bretz, and Westfall (2008) to explicitly take into account that multiple models are assessed
simultaneously on the same evaluation dataset. In effect, model selection can be improved with help of the
test data (Westphal & Brannath, 2019b). The employed simultaneous test procedure is based on the (approx-
imate) multivariate normal distribution of performance estimates. An advantage of this procedure is that
the multiplicity adjustment needs to be less strict when candidate models give (highly) similar predictions.
This approach allows approximate control of the overall type I error rate and construction of simultaneous
confidence regions as well as corrected (median-conservative) point estimates. Moreover, it was found that
selecting multiple promising models can increase statistical power for the evaluation study compared to the
default approach where only the best (cross-)validation model is evaluated. The main goal of this work is

2https://www.accessdata.fda.gov/cdrh_docs/reviews/DEN180001.pdf (accessed March 22, 2020)
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to extend this existing framework to diagnostic accuracy trials with co-primary endpoints sensitivity and
specificity.

In this context, a concise connection to the taxonomy of diagnostic research seems appropriate. Among the
many resources available regarding this topic, terminology varies quite substantially (Knottnerus & Buntinx,
2009; Pepe, 2003; Pepe, Feng, Janes, Bossuyt, & Potter, 2008; Zhou, McClish, & Obuchowski, 2009). We
will adhere to Knottnerus and Buntinx (2009, chapter 2), who established a system of five study phases in
diagnostic research. Our work is mainly tailored towards cross-sectional phase III (comparative) diagnostic
test accuracy (DTA) studies which ask the question:

"Among patients in whom it is clinically sensible to suspect the target disorder, does the
level of the test result distinguish those with and without the target disorder?"

(Knottnerus & Buntinx, 2009)

The goal of a such studies is generally to provide evidence that a new index (or candidate) diagnostic
test outperforms either a given comparator or, if no such competing test is available, a given performance
threshold. Performance, i.e. sensitivity and specificity, is measured with regard to the (defined) ground
truth which is in the optimal case derived by a so-called gold standard. It may however be infeasible to
implement such a gold standard in the DTA study or there may not even exist one. A reference standard
is thus typically defined as the best available approximation of the gold standard. Common reasons to
install an index test in clinical practice are either lower invasiveness or costs. This balances the fact that,
by definition, the index test can not have better performance than the reference standard. This is relevant
for predictive modeling as, from the model evaluation perspective, a machine-learned prediction model is
nothing more than a (potentially very complex) diagnostic test - at least when embedded in a medical device
used for automated or assisted disease diagnosis. We refer to Knottnerus and Buntinx (2009, chapters 1-3)
for a general introduction in diagnostic research and a throughout treatment of DTA studies. Study design
and reporting issues are discussed by Ochodo et al. (2013), Collins et al. (2015) and Bossuyt et al. (2015).

Multiple testing methodology is not particularly popular, neither for medical test evaluation nor in machine
learning (Westphal & Brannath, 2019b). As indicated above, the recommendation to evaluate a single
final model or test on independent data has prevailed in both domains. In this case, no adjustments for
multiplicity are necessary as the final model is selected independently of (i.e. prior to) the evaluation
study. Our approach has some overlap to so-called benchmark experiments in predictive modeling. Among
others, Hothorn, Leisch, Zeileis, and Hornik (2005) and Demšar (2006) showcase different approaches for
the comparison of learning algorithms over multiple (real or artificial) datasets and inference regarding their
expected performances. In contrast, we aim to evaluate prediction models (conditional on the learning data),
which is arguably more important at the end of the model building process - right before implementation of
a specific model in (clinical) practice. In medical testing applications, it is natural to consider only a single
index (candidate) test. This is particularly the case, when different tests are based on separate biological
samples. It would then often not be considered ethically justifiable to assess more than a single index test
and the reference test on the same patients. In contrast, when all tests are derived from the same data sample,
e.g. retinal images, the number of index tests (diagnostic models) should be primarily guided by statistical
considerations as long as the type I error rate can be controlled.

The primary goal of this work is to provide a multiple testing framework for the assessment of sensitivity
and specificity as co-primary endpoints for multiple diagnostic procedures (prediction models) on the same
data. To our knowledge, such an approach has not been proposed in the literature so far. In section 2, we
introduce core notation and assumptions and establish our inference framework. In section 3, we describe
a novel Bayesian approach to determine the optimal number of models to include in the final evaluation
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study based on preliminary data. In section 4, we show results of several numerical experiments: Our main
goals are (a) an assessment of finite sample properties regarding (e.g.) control of the type I error rate and (b)
a comparison of different approaches for model selection prior to the evaluation study. Finally, in section
5, we summarize our findings, point out limitations of our framework and give an outlook on possible
extensions.

2 Statistical model

2.1 Prerequisites

We consider predicting a binary label Y ∈ {0, 1} based on P ∈ N features X ∈ RP . Our canonical
example in this work will be the distinction between diseased (having a given target condition, Y = 1) and
healthy (Y = 0) subjects. In medical applications, the target Y should be obtained by the (best available)
reference standard and forms the ground truth for learning and evaluation. The goal of supervised machine
learning is to provide a prediction model f̂ : x 7→ ŷ with high performance. In practice, this is achieved
by a learning algorithm A (e.g. stochastic gradient descent) which outputs a prediction model f̂ (e.g. a
neural network) based on learning data L = {(xi, yi)}nLi=1. We write f̂ = A(L) for short. We emphasize
that we are concerned with the assessment of a specific model f̂ trained on specific data L and not with
the properties of the algorithm A that was used to learn f̂ . Finally, we note that, from the viewpoint of
predictive modeling, disease diagnosis and prognosis essentially only differ regarding the time lag between
capturing the features x and the label y - at least if this lag is approximately equal in the population of
interest. Otherwise, a time to event analysis may be more appropriate. For the sake of brevity, we will
focus on diagnosis tasks in the following. In medical diagnosis, sensitivity (Se) and specificity are (Sp) are
often both assessed simultaneously. We thus consider the tuple θ = (Se,Sp) as the performance measure
of interest where

Se = P(f̂(X) = 1 |Y = 1) and Sp = P(f̂(X) = 0 |Y = 0). (1)

This is advantageous compared to just considering the overall accuracy Acc = P(f̂(X) = Y ) =

%Se +(1− %) Sp in the sense that neither the accuracy in healthy or diseased alone dominates our per-
ception of the predictive performance if the disease prevalence % = P(Y = 1) is small.

As we have outlined in section 1, it is usually recommended to conduct a final performance assessment
on independent evaluation or test data E = {(xi, yi)}nEi=1. Performance estimates on the learning data are
generally a bad indicator of the true performance, in particular when a highly complex model might have
overfitted the learning data. We assume that E is an i.i.d. sample from the unknown joint distribution
D(X,Y ) of X and Y . Moreover, we assume that M ∈ N models f̂m = Am(L), m ∈ M = {1, . . . ,M},
have been initially trained in the learning phase via different learning algorithms Am. A subset S ⊂ M
of these initial candidate models is selected for evaluation. To simplify the notation we assume that the
candidate models are ordered such that S = {1, . . . , S} with 1 ≤ S ≤M . Different approaches to identify
S are discussed in section 3.1. This is implemented in practice by training models first only on the so-called
training data T ⊂ L, a subset of the learning data. The remaining validation data V = L \ V is than used
for a performance assessment of the resulting preliminary models f̂−m = Am(T ). The model(s) selected
for evaluation are than re-trained with all available data L = T ∪ V before going into the evaluation study
with the expectation that this (slightly) increases their performance. This procedure is know as (simple)
hold-out validation. There exist several variations and alternative strategies such as cross-validation or
bootstrapping (Goodfellow et al., 2016; Kuhn & Johnson, 2013). They can stabilize model selection, are
however computationally more expensive as models have to be re-trained several times which is not always
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feasible in practice. We will thus focus on simple hold-out validation in the numerical experiments in this
work.

Note that by performance, we refer to the true population performance θ = (Se, Sp) of a model f̂ as defined
in (1) for sensitivity and specificity. Validation performance is referring to the empirical performance of the
preliminary model f̂− (trained only on T ) estimated on the validation data and denoted by θ̂(V) = (Ŝe(V),
Ŝp(V)), in slight abuse of notation. In contrast, evaluation or test performance is referring to the empirical
performance of the final model f̂ (re-trained on L). It is estimated on the final evaluation or test dataset E
and denoted as θ̂ = (Ŝe, Ŝp). We will often deal with several models f̂m, m ∈M, and will usually refer to
a specific model f̂m just by the corresponding index m.

2.2 Study goal

Our overall goal is to identify a diagnostic or prognostic prediction model with high sensitivity and speci-
ficity from the M initially trained models. Additionally, we aim to show superiority of at least one model
compared to prespecified thresholds θ0 = (Se0,Sp0) ∈ (0, 1)2. Alternatively, θ0 = θ(f̂0) is the unknown
performance of a comparator f̂0, i.e. an established diagnostic testing procedure which is also estimated
in the evaluation study. In the following, we will focus on the former scenario which is also simpler to
implement in our numerical experiments in section 4. Throughout this work, we assume that the evaluation
study is declared as successful if and only if superiority in both endpoints for at least one candidate model
m ∈ S relative to the the comparator θ0 can be demonstrated. This so-called co-primary endpoint analysis
is the standard approach in confirmatory diagnostic accuracy studies (Committee for Medicinal Products
for Human Use, 2009). Vach, Gerke, and Høilund-Carlsen (2012) discuss other approaches in detail. The
system of null hypotheses is thus given by

HS = {Hm : HSe
m ∪HSp

m , m ∈ S} (2)

where HSe
m : Sem ≤ Se0 and HSp

m : Spm ≤ Sp0 .

Equivalently, the hypothesis system can be expressed as

HS = {Hm : ϑm = min(Sem,Spm +∆0) ≤ ϑ0, m ∈ S}.

Hereby, ∆0 = Se0−Sp0 ∈ (−1, 1) specifies to which extent we prioritize sensitivity over specificity (or
vice versa). For simplicity, we only consider ∆0 = 0 in the numerical experiments in this work. The goal
of the evaluation study is to estimate the unknown sensitivities and specificities, provide confidence bounds
for these estimates and obtain a multiple test decision for the hypothesis system (2).

A multiple test ϕ = (ϕ1, . . . , ϕS) depends on the evaluation data E and results in a binary vector
ϕ ∈ {0, 1}S of test decisions whereby Hm is rejected if and only if ϕm = 1. In a regulatory setting, it
is usually required that ϕ shall control the family-wise error rate (FWER) strongly at significance level α,
i.e. we require for all possible parameter configurations θ

FWERθ(ϕ) = Pθ

( ⋃

m∈S0
{ϕm = 1}

)
≤ α. (3)

Hereby, S0 = S0(θ, θ0) ⊂ S is the index set of true null hypothesis, i.e. we have either Sem ≤ Se0
or Spm ≤ Sp0 for all m ∈ S0. Any parameter θ for which FWERθ(ϕ) becomes maximal is called a
least favorable parameter configuration (LFC). Besides Se and Sp, the FWER in (3) also depends on the
dependency structures of Ŝe and Ŝp. For conciseness, we will however stick to the incomplete notation
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θ = (Se,Sp). In this work, we will restrict our attention to asymptotic control of the FWER, i.e. (3) shall
only hold as n = nE → ∞. We will investigate the finite sample FWER in realistic and least-favorable
settings in section 4. As described by Westphal and Brannath (2019a), we extend ϕ to a multiple test for
the actually relevant hypothesis system

H = HM = {Hm : ϑm ≤ ϑ0, m ∈M} (4)

concerning all initial candidate models f̂m, m ∈ M, by setting ϕm = 0 for all m ∈ M \ S. That is
to say, a model m cannot be positively evaluated (ϕm = 1) when it is not selected for evaluation. This
natural definition has two consequences. Firstly, the extended test retains (asymptotic) FWER control as
only non-rejections are added. Secondly, we can compare different model selection strategies because the
extended multiple test always operates onH = HM and not only onHS (Westphal & Brannath, 2019a).

2.3 Parameter estimation

We assume that a subset of promising models S = {1, . . . , S} ⊂ M has been selected prior to the evaluation
study. Suitable strategies for that matter are presented in section 3.1. The observed feature-label data
E = {(xi, yi)}ni=1 from the evaluation study is transformed to the actual relevant binary similarity matrices
QSe ∈ {0, 1}n1×S and QSp ∈ {0, 1}n0×S for the diseased (y = 1) and healthy (y = 0) subpopulation,
respectively. Hereby, n1 and n0 are the number of diseased and healthy subjects of the n = nE = n1 + n0
evaluation study subjects. The entry ofQ in row i and column m is equal to one if the prediction of the i-th
observation by the m-th model is correct and zero if it is wrong. The sample averages

Ŝe =
1

n1

n∑

i=1

1(f̂(xi) = yi = 1) and Ŝp =
1

n0

n∑

i=1

1(f̂(xi) = yi = 0).

can thus be calculated as the column means of these similarity matrices (Westphal & Brannath, 2019a,
2019b). Moreover, we can estimate the covariances ΣSe = cov(Ŝe) and ΣSp = cov(Ŝp) as the sample
covariance matrices of the similarity matrices divided by factors of n1 and n0, respectively.

A problem arises when a sample proportion of one (or zero) is observed. This is not unlikely to happen in the
realistic scenario that either sensitivity or specificity of several models are close to one and the evaluation
sample size is not large. In this case, say if Ŝem = 1, the plug-in variance estimate Ŝem(1 − Ŝem)/n1
collapses to zero. In effect, Σ̂Se becomes singular and the statistical test procedure introduced in the next
section is no longer directly applicable. Different approaches to deal with this problem have been described
in the univariate context (Bolstad & Curran, 2016; Jung, 2017). A popular approach is to employ the
posterior mean of a Bayesian Beta-binomial model as a point estimator for the unknown mean. When
taking a uniform, i.e. Beta(1, 1), prior, this results in the point estimate (u + 1)/(n + 2) where u is the
observed number of correct predictions, compare Bolstad and Curran (2016, Chapter 9). Simply speaking,
this amounts to adding two pseudo-observation - one correct and one wrong prediction. As a consequence,
estimated proportions are shrunk (slightly) towards 0.5.

This idea can be transferred to the multivariate case (S > 1) which is more complex as the correlation
between empirical performances comes into play. Westphal (2020) recently derived a multivariate Beta-
binomial model which can be employed for that matter. Besides marginal prior distributions, it also involves
a prior on second-order moments, and thus the correlation structure. A vague, conservative prior can be
specified as S independent uniform distributions. Marginally, this again amounts to adding two pseudo
observations (one correct and one false prediction) per model. Moreover, for each model pair half of the
added correct pseudo-prediction is counted as common. We can then use the posterior mean and covariance

7



WESTPHAL ET AL. A MULTIPLE TESTING FRAMEWORK FOR DIAGNOSTIC ACCURACY STUDIES

as estimates Ŝe and Σ̂Se = ĉov(Ŝe) and independently apply the same approach for Ŝp and Σ̂Sp. For
finite sample sizes, the influence of this adaptation is conservative as mean estimates are shrunk towards
0.5. Variance estimates are slightly inflated. In particular, all variances are guaranteed to be strictly greater
than zero which solves the initially mentioned problem. Moreover, the correlation matrix is slightly shrunk
towards the identity matrix. We have employed these regularized estimators in all numerical experiments
in section 4. Note that they are asymptotically equivalent to their naive counterparts and the asymptotic
properties described in the next section thus remain the same. A detailed description can be found in
appendix A.1.

2.4 Statistical inference

Our goal is to apply the so-called maxT-approach to hypothesis system (2) (Hothorn et al., 2008). This
simultaneous test procedure has previously been utilized for the assessment of the overall classification
accuracy of several binary classifiers (Westphal & Brannath, 2019a, 2019b). This multiple test enables us
to reduce the need for multiplicity adjustment in case several similar models are evaluated. Similarity is
measured by the correlation of (empirical) performances which depends on the probability of a common
correct prediction in our context (Westphal & Brannath, 2019a). The maxT-approach relies on determining
a common critical value cα, which depends on the empirical correlation structure, such that each hypothesis
Hm is rejected if and only if

Tm = min(T Se
m , T Sp

m ) > cα.

The test statistics are defined in a standard manner via

T Se
m =

Ŝem − Se0

ŝe(Ŝem)
(5)

whereby ŝe(Ŝem) =

√
Ŝem(1− Ŝem)/n1 is the estimated standard error of Ŝem. The test statistics T Sp

m are
defined accordingly. When only a single model is evaluated with regard to co-primary endpoints the tests
regarding sensitivity and specificity each need to be conducted at local level α. This is because the least
favorable parameter configuration (LFC) is of the form

Se = Se0 ∧Sp = 1 or Se = 1 ∧ Sp = Sp0, (6)

i.e. one parameter (Se or Sp) is equal to one and the other parameter lies on the boundary of the null hy-
pothesis. Similarly, for our case of S candidate models, the two cases described in (6) are possible for each
dimension m ∈ S = {1, . . . , S}, resulting in 2S potential LFCs. We could attempt to identify the single
least favorable configuration in terms of multiple testing adjustment which depends on the resulting true
correlation matrix. However, the computational burden of this extensive approach increases exponentially
in S as 2S critical values would have to be computed.

We will instead focus on a more direct approach. Assume we knew if ∆Se
m = Sem−Se0 < Spm−Sp0 =

∆Sp
m or if ∆Se

m > ∆Sp
m was true for each m ∈ S. For simplicity, we assume that ∆Se

m and ∆Sp
m are not

exactly equal in the following. Define the indicator variables bm = 1(∆Se
m < ∆Sp

m ), b = (b1, . . . , bS) and
the corresponding diagonal matrixB = diag(b). Moreover, we define

B2 =

(
B

IS −B

)
∈ {0, 1}2S×S and T2 =

(
T Se

T Sp

)
∈ R2S×1
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whereby IS is the S-dimensional identity matrix. Finally, we can define the S-dimensional vector of test
statistics

T b = (B2)
>T2 ∈ RS . (7)

Our goal is to use this test statistic to obtain a multiple test for the hypotheses system (2) which can, due to
the definition of the variables bm, be rewritten as

HS = {Hm : bm∆Se
m + (1− bm)∆Sp

m ≤ 0, m ∈ S}. (8)

The LFC for (8) is specified by Seb = bSe0 +(1S − b) and Spb = b + (1S − b) Sp0. That is to say, for
each m ∈ S, Sem is projected to Se0 and Spm is projected to one in the case bm = 1 and vice versa when
bm = 0. Then, assuming n1/n → % /∈ {0, 1} as n = n1 + n0 → ∞, under the LFC θb = (Seb,Spb), we
have

T b(n)
D−→ NS(0,Rb), n→∞. (9)

Hereby, the correlation matrix Rb is defined as BRSeB + (IS −B)RSp(IS −B). This result is proven
in appendix A.2.

The vector b and thus the matrices B and B2 are of course unknown in practice which makes the
following two adjustments necessary. Firstly, we will replace T b with the vector T with entries
Tm = min(T Se

m , T Sp
m ) ≤ T bm. Secondly, we need to estimate the correlation matrix Rb, in order to com-

pute a critical value cα. An obvious candidate is

R̂b = B̂R̂SeB̂ + (IS − B̂)R̂Sp(IS − B̂) (10)

with B̂ = diag(b̂) and b̂m = 1(Ŝem − Se0 < Ŝpm − Sp0) and R̂Se and R̂Sp derived from the empirical
covariances, compare section 2.3. As all components in (10) are consistent estimators of their corresponding
population quantities, R̂b is a consistent estimator for Rb by virtue of the continuous mapping theorem,
compare appendix A.2. To define a multiple test, we calculate a common critical value cα such that

P(max
m∈S

(T bm) ≤ cα) ≈ ΦS(cα, R̂
b) =

∫ cα

−∞
. . .

∫ cα

−∞
φS(x, R̂b)dx = 1− α, (11)

under the ’estimated LFC’ θb̂. Hereby φS and ΦS denote the density and distribution function of the S-
dimensional standard normal distribution with mean 0 and covariance matrix R̂b. In practice, cα can be
found by numerical integration, e.g. with help of the R package mvtnorm (Genz et al., 2019).

Altogether, we have (a) asymptotic multivariate normality of T b, compare (9), (b) a consistent estimate
R̂b of the correlation matrix via (10) and (c) T ≤ T b (deterministically). Following the argumentation of
Hothorn et al. (2008), this allows to define a multiple test ϕ via ϕm = 1 ⇔ Tm > cα such that the FWER
is asymptotically controlled at level α. We can also construct (e.g.) one-sided simultaneous confidence
regions for Se and Sp via

CISe1−α,m =
(

Ŝem − cα · ŝe(Ŝem), 1
)

and CISp1−α,m =
(

Ŝpm − cα · ŝe(Ŝpm), 1
)
.

Note, that the coverage probability Pθ(Se ∈ CISe1−α ∧Sp ∈ CISp1−α) may be smaller than 1 − α. Instead,
due to the duality between confidence interval and test decision, we have asymptotically

Pθ

( ⋃

m∈S

{
Sem /∈ CISe1−α,m ∧ Spm /∈ CISp1−α,m

})
≤ α.
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When setting α = 0.5, the lower confidence bounds can be used as a corrected point estimators S̃e, S̃p with
the property that the overall probability that both S̃em and S̃pm overestimate their target for any m ∈ S is
asymptotically bounded by 50%, compare Westphal and Brannath (2019a).

3 Practical aspects

3.1 Study planning

A prominent recommendation in machine learning and in medical testing is to strictly separate model devel-
opment (training and selection) and model evaluation (performance assessment), compare section 1. The
most straightforward implementation of this strategy is to select a single final model prior to the evaluation
study. Often times this is done by choosing the model with the highest empirical performance on a (hold-
out) validation dataset out of the M initially trained models, as described in section 2.1. When evaluating
binary classifiers regarding their overall accuracy, previous work has shown that it is beneficial to evaluate
multiple promising models simultaneously, e.g. all models within one standard error of the best validation
model. Westphal and Brannath (2019a, 2019b) found that this so-called within 1 SE selection rule leads to
evaluation studies with higher power. Additionally, it allows to select the final model based on empirical
test performances which in turn leads to an increased average final model performance. On the downside,
the point estimate for the final model performance is upward biased which can however be corrected with
help of the median-conservative estimator described at the end of the last section. To obtain multiplicity
adjusted test decisions and corrected point estimates, Westphal and Brannath (2019a, 2019b) applied the so-
called maxT-approach based on work by Hothorn et al. (2008) which we adopted to the co-primary endpoint
setting in section 2.4 of this work.

To arrive at a suitable selection of prediction models for the evaluation study, more work is necessary when
sensitivity and specificity are assessed simultaneously. We might still use the standard within 1 SE (Acc) rule,
but its success can be expected to depend on the disease prevalence % = P(Y = 1). A simple adaptation
is the within 1 SE (bAcc) rule based on the balanced accuracy bAcc = (Se + Sp)/2 instead of the overall
accuracy Acc. While the within 1 SE approach is intuitive and has proven to work empirically, it lacks a
throughout theoretical justification. In particular, the question which multiplier k ≥ 0 results in the best
within k SE rule remains open.

In the following, we introduce a more elaborate algorithm for model selection which aims to derive the
models to be evaluated in an optimal fashion. We are dealing with a subset selection problem, that is to
say that our goal is to find the best subset S ⊂ M, whereby ’best’ is yet to be defined. This topic has
been extensively studied in the literature, see e.g. Liese and Miescke (2008, chapter 9), for a throughout
treatment from the viewpoint of Bayesian decision theory. From this perspective, the usual approach is to
pick the decision (here: the subset S) from an appropriate decision space (here: {0, 1}M ) which minimizes
the posterior expected loss, or equivalently maximizes the posterior expected utility. Liese and Miescke
(2008, p. 548), give several examples for appropriate loss functions for the subset selection problem. For
instance, we may define the utility of picking subset S ⊂ M given the true parameter θ = (Se,Sp) and
ϑ = min(Se,Sp + ∆0) (understood component-wise) as

Uθ(S) = max
m∈S

ϑm − max
m∈M

ϑm − c|S|. (12)

In (12), we balance out the best selected model performance maxm∈S ϑm versus the subset size S = |S|.
Note that the second term in (12) is independent of S. This trade-off is necessary as we could easily
maximize maxm∈S ϑm by just selecting all models S =M. The parameter c thus has to be set by the user
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to guide this trade-off. This is also the case for most other popular utility functions proposed in the literature
(Liese & Miescke, 2008). This will be problematic in practice, because there is (again) no clear-cut solution
how to specify the ’hyperparameter’ c.

To overcome this issue, we will propose a utility function which has no hyperparameter in the above sense
which needs to be specified. Hereby, it is important to realize that we are really dealing with a two-stage
selection problem. First, our goal is to select a suitable subset S ⊂ M of models before the evaluation
study. Secondly, from S we aim to select a final model m∗ ∈ S with help of the evaluation study for
implementation in practice. As our ultimate goal is to obtain a model or medical test with high performance,
i.e. high sensitivity and specificity, we propose to optimize the expected final model performance

EFP(S) = EFPθ(S) = Ep(θ̂ |θ)ϑm∗ =
∑

m∈S
ϑmPp(θ̂ |θ)(m

∗ = m) (13)

=
∑

m∈S
min(Sem,Spm +∆0)Pp(θ̂ |θ)(m

∗ = m)

depending on the subset of models S ⊂M selected for evaluation. The final model m∗ = m∗(θ̂) is chosen
based on the empirical performances in the evaluation study and thus a random variable, unlike the fixed pa-
rameter θ = (Se,Sp). Our default final model choice will be m∗ = argmaxm∈S min(T Se

m , T Sp
m ), compare

section 3.2. The expectation in (13) is taken with respect to p(θ̂ |θ), the distribution of θ̂ in the evaluation
study with n observations which depends on θ. Assuming the prediction models are deterministic, p is
determined by Dn

(X,Y ), the distribution of the feature-label data (X, Y ) as described in the beginning of
section 2.3. Of course, both distributions are unknown in practice.

In formulation (13), EFP depends on S ⊂ M for which in principle there are 2M choices. For the sake of
simplicity we omit the choice S = ∅ in this work which corresponds to not conduct any evaluation study at
all. In reality, this choice could of course be sensible, for instance if the empirical performances observed on
the validation data suggest that none of the models satisfies our requirements θ0 = (Se0,Sp0). In order to
simplify the decision problem which models to evaluate and its numerical optimization, we rank our models
before choosing S which leaves us with only M choices instead of 2M , namely S = {1}, S = {1, 2}, . . . or
S =M. Consequently, we may write EFP(S) instead of EFP(S) after ranking the models. How to rank
models is not as obvious as in the single endpoint case concerned with the overall classification accuracy.
Our default choice will be a ranking according to min(T Se

m (V), T Sp
m (V)), whereby the test statistics are

defined as in (5) but based on the validation data. In other words, the models are ranked according to the
validation evidence against the null hypotheses Hm.

The main idea behind our novel optimal EFP selection rule is to maximize an estimate ÊFP(S) of EFP(S)

before the evaluation study. Taking the viewpoint of Bayesian decision theory, we aim to maximize the
posterior expected utility

ÊFP(S, π(θ | V)) = Eπ(θ | V) EFPθ(S) = Eπ(θ | V)Ep(θ̂ |θ)ϑm∗ (14)

at the time point of decision making, right before the evaluation study. The expectation is taken with
regard to the posterior distribution π = π(θ | V) of θ given the validation data V . More concretely, we
assume that π = (πSe, πSp) is composed of two multivariate Beta distributions, Se ∼ πSe and Sp ∼ πSp.
For that matter, we utilize a multivariate Beta (mBeta) distribution allowing arbitrary dependency structures
between different Beta variables (Westphal, 2020). As an initial prior distribution π(θ) of θ, we use a vague
(uniform) prior by default. A potential alternative would be to specify an informative prior distribution e.g.
according to previous experimental data (Westphal, 2020).

11



WESTPHAL ET AL. A MULTIPLE TESTING FRAMEWORK FOR DIAGNOSTIC ACCURACY STUDIES

This approach allows us to sample θ = (Se,Sp) from π and subsequently to sample estimates
θ̂ = (Ŝe, Ŝp) from p = p(θ̂ |θ). In our case, the sampling distribution p of θ̂ is a multivariate Binomial
distribution with mean vector θ and correlation structureCθ̂. The correlation structure is also sampled from
π in terms of corresponding mixed second-order moments. Utilizing this Bayesian model allows us to fore-
cast both, true parameter values and their respective estimates including the dependency structure of both.
This enables a simulation of the selection process in the evaluation study and the inherent selection-induced
bias problem. In our numerical implementation, we iteratively repeat this process until our computational
budget has been exhausted and finally average the results to approximate the (double) expectation in (14)
for all S. Hereby, we specify a maximal number of models Smax for evaluation in advance to reduce the
computational burden of the optimization. A solution to the subset selection problem in dependence of the
validation data V is then simply S = {1, . . . , S∗} with

S∗ = S∗(V) = argmax1≤S≤Smax ÊFP(S, π(θ | V)). (15)

Given the assumed prior distribution, the initial model ranking, the statistical modeling assumptions and the
numerical approximations, the procedure results in an approximate Bayes action as we approximately max-
imize the posterior expected utility EFP(S). The numerical implementation of the optimal EFP selection
rule is described in more detail in appendix B.

Figure 1 illustrates the trade-of between selecting too few and too many models for evaluation. The
curves represent ÊFP(S) simulated by the above sketched algorithm for validation performance esti-
mates θ̂(V) based on nV = 100 observations taken from a single exemplary instance from our simulation
database, compare section 4.1. The three different curves correspond to different evaluation sample sizes
nE ∈ {100, 200, 400}, compare section 4.1. While too few models make it easy to miss a truly good candi-
date (because the validation ranking might be incorrect), too many models make it hard to identify a truly
adequate solution. When more test observations are available, a higher number of models can be evaluated
before the test set ’overfitting’ occurs and ÊFP(S) therefore decreases slower in S. For the numerical ex-
periments presented in this work (section 4.1), we do not use (15) to determine S∗, as one would naturally
do, but rather select the smallest S with comparable ÊFP(S). By default, we define S∗ as the smallest S
such that ÊFP(S∗) is still within one standard error of max1≤S≤Smax ÊFP(S). This is indicated in figure
1. For nE = 200 the maximizer of ÊFP(S) is S = 30 which yields ÊFP(30) = 82.51%. The simulation
standard error associated to this estimate is 0.17%. If we select the smallest S with comparable ÊFP(S) we
obtain S∗ = 15 which gives ÊFP(15) = 82.49%. Thus, the expected final performance is almost identical
but choosing fewer models will naturally result in a smaller adjustment for multiplicity and estimation bias
in the evaluation study.

3.2 Study conclusion

Our framework provides a multiple test decision for the hypotheses system (2). After the evaluation study,
one might therefore partition the set of candidate models M = P ∪ N into positively and negatively
evaluated models P = {m ∈ S ⊂ M : ϕm = 1} and N = S \ P . In the case P = ∅, no performance
claim can be made and the evaluation study has failed in a strict confirmatory sense. When |P| = 1, only a
single model meets the requirements and the situation is clear. However, if |P| > 1, the investigator has the
choice which of the models m ∈ P should be implemented in practice.

When applying the maxT-approach, m∗ = argmaxm∈S Tm is a natural final model choice. In the co-
primary endpoint setting, this corresponds to m∗ = argmaxm∈S min(T Se

m , T Sp
m ), i.e. we select the model

with the highest evidence that both individual hypotheses are false. It might however be reasonable to select
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Figure 1: Optimization of the expected final model performance EFP(S) as a function of the number
of models to be evaluated. The figure shows ÊFP(S) after 500 simulation runs for different evaluation
sample sizes nE = 100, 200, 400 for a single exemplary dataset from our simulation database. Besides the
maximum (+), the smallest S with comparable ÊFP(S) (within one standard error of the maximum) is
marked (×). For nE = 100, both points (+, ×) coincide.

the final model according to other criteria. For instance, one may declare the final model to be

m∗ = argmaxm∈P(w · Ŝem + (1− w) · Ŝpm), w ∈ (0, 1).

This means we choose the final model such that a weighted average of empirical sensitivity and specificity
is maximized, given the null hypothesis was rejected. When w = 0.5 this corresponds to the maximization
of the (empirical) balanced accuracy (bAcc), or equivalently, the well known Youden-Index from all models
m ∈ P ⊂ S (Youden, 1950). Further criteria which are not directly tied to the discriminatory performance
such as model interpretability or calibration can of course also be considered.

4 Numerical experiments

4.1 Machine learning and evaluation

4.1.1 Setup

The goal of this first simulation study is to assess the properties of different model selection rules and our
statistical inference approach under realistic parameter settings in the machine learning context. To this end,
we investigate different methods on a large simulation database which was generated for related method-
ological comparisons (Westphal & Brannath, 2019b). While the overall binary classification accuracy was
our only performance measure of interest in earlier work, we turn to the investigation of sensitivity and
specificity as co-primary endpoints in the following. The simulation database consists of 144, 000 instances
of the complete machine learning pipeline. A single instance consists of training (T ), validation (V) and
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evaluation (E) datasets which are all comprised of feature-label observations (x, y) sampled from the same
distribution D(X,Y ).

Different binary classification models were trained on the learning dataL = T ∪V , compare section 2.1. For
that matter, we employed four popular learning algorithms (elastic net, classification trees, support vector
machines, extreme gradient boosting) with help of the R package caret (Kuhn & Johnson, 2013; Kuhn
et al., 2019). More concretely, we trained M = 200 initial candidate models, 50 models obtained from
randomly sampled hyperparameters per algorithm, on the training data T ⊂ L. The distinct validation data
V = L \ T is then used for model selection. The models S ⊂M = {1, . . . ,M} selected for the evaluation
study are then re-trained on the complete learning data L = T ∪ V as this can be expected to slightly
increase their predictive performance. The selected models S ⊂M then undergo a final assessment on the
independent evaluation data E which is supposed to mimic a diagnostic accuracy study. The goal of this
final evaluation study is to estimate sensitivities and specificities of the selected models and to obtain a test
decision regarding hypotheses system (4). Ultimately, a final model m∗ ∈ S is selected to be implemented
in practice, if positively evaluated, compare section 3.2.

For each individual simulation instance, the distinct datasets L and E are sampled from the same joint proba-
bility distributions D(X,Y ). Different distributions D(X,Y ) with varying characteristics have been specified
to generate the entire simulation database. This covers linear and non-linear tasks (ratio 1:2), independent
and dependent feature distributions (ratio 1:1) and different disease prevalences % ∈ {0.15, 0.3, 0.5} (ratio
1:1:1). The learning data L is of size nL ∈ {400, 800} (ratio 1:1). The model selection was always con-
ducted on a hold-out validation dataset V ⊂ L of size nV = nL/4. Each learning dataset (including the
trained models) was used twice, once in connection with each of the considered evaluation dataset sizes
nE ∈ {400, 800} (ratio 1:1).

The true model performances θ = (Se,Sp) of all models are approximated with high precision on a large
population dataset (nP = 100, 000). This dataset was not used for any other purposes. The truly best model
is defined in line with the study goal outlined in section 2.2 as

m⊕ = argmaxm∈M ϑm = argmaxm∈Mmin(Sem,Spm +∆0). (16)

The parameter ∆0 is set to 0 for all experiments which expresses equal importance of sensitivity and speci-
ficity. The corresponding maximal performance is denoted as ϑ⊕ = ϑm⊕ . The final model m∗ ∈ S is
chosen based on the evaluation data as m∗ = argmaxm∈S Tm, compare section 3.2. In case of a tie, m∗ is
chosen randomly from the set argmaxm∈S Tm. For a throughout description of the simulation database we
refer to Westphal and Brannath (2019b). R packages and scripts related to the simulation study are publicly
accessible.3

We initially divided the simulation database into two parts via a stratified random split with regard to the
above mentioned factors. In effect, all mentioned ratios are identical in both parts. The smaller subset
with 24, 000 instances was used in advance to perform a few methodological comparisons with the goal to
fine-tune certain aspects of the optimal EFP selection rule described in section 3.1. For instance, we altered
the way models are ranked initially and several details associated to numerical complexity of the algorithm
(number of iterations, convergence criterion), compare appendix B. The final algorithm was then fixed and
investigated on the main part which consists of 120, 000 instances, as described in the following.

3https://maxwestphal.github.io/SEPM.PUB/ (accessed March 22, 2020)
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4.1.2 Goals

Our overall goal is an assessment of important operating characteristics of the employed evaluation strate-
gies. An evaluation strategy is comprised of a selection rule (before evaluation) in and a statistical testing
procedure (for evaluation). The latter will always be conducted via the maxT-approach presented in section
2.4. When only a single model is selected, the maxT-approach reduces to the standard procedure for co-
primary endpoints, namely two independent (unadjusted) Z-tests for sensitivity and specificity which both
need to reject in order claim superiority.

The primary objective of this simulation study is therefore the comparison of different selection rules.
Hereby, we are mainly interested in the performance of our novel Bayesian approach designed to opti-
mize the expected final model performance (EFP), compare section 3.1. This approach is referred to as
optimal EFP selection rule. Its main competitor is the within 1 SE rule for which S is defined as all models
m ∈ M with preliminary balanced accuracy b̂Accm(V) = (Ŝe(V) + Ŝp(V))/2 (estimated on V) not more
than one standard error below the maximal b̂Accm(V). A similar rule has lead to vast improvements rela-
tive to the traditional default approach in previous work concerned with the overall accuracy (Westphal &
Brannath, 2019a, 2019b). The default rule selects the single best model in terms of b̂Acc(V) for evaluation
and will serve as a secondary comparator. Additionally, we consider the oracle selection rule which cannot
be implemented in practice but gives an insight on the theoretically achievable performance (of selection
rules). The oracle rule always selects the truly best model S = {m⊕} as defined in (16). To reduce
the computational complexity of the simulation study we thresholded the number of evaluated models to
Smax = b√nEe. Performance ties are resolved by including all tied models for evaluation. In effect, the
default and oracle rule also occasionally select more than one model for evaluation.

Our main research hypothesis going into the simulation is that the optimal EFP improves the expected
final performance (EFP) and statistical power compared to the within 1 SE rule while having comparable
estimation bias. Moreover, we require that the FWER is still controlled at the desired level which is set to
α = 2.5% (one-sided) in all scenarios.

4.1.3 Results

Firstly, we investigate how well the feature-label relationships can be learned by the considered algorithms.
Figure 2 (left) shows the distribution of the truly best model performance ϑ⊕ over all unique 60, 000 learn-
ing instances. The results are stratified for disease prevalence % and learning sample size nL. We observe
that ϑ⊕ is increasing in both these factors, as expected. Overall, the median of ϑ⊕ lies between 79% and
86% which we consider to be a very realistic range. Moreover, figure 2 (right) shows the distribution of
∆⊕ = Se⊕−Sp⊕ which indicates how balanced the accuracy of the best model is across the diseased and
healthy subpopulations. Note that for the oracle rule, the model selection is S = {m⊕} and thusm∗ = m⊕

is also the final model.

Figure 3 illustrates the true performance of the final selected model m∗ ∈ S whereby S depends on the
employed selection rule. Depending on the threshold value ϑ0 = Se0 = Sp0, figure 3 shows the (simulated)
probability P(ϑm∗ ≥ ϑ0 | δ) that the final chosen model has at least a performance of ϑ0 = ϑ⊕ − δ, δ > 0.
The general picture is that the optimal EFP and within 1 SE rules both clearly outperform the default rule.
Concerning our main comparison, we observe that the optimal EFP approach uniformly outperforms the
within 1 SE rule. The effect regarding P(ϑm∗ ≥ ϑ0 | δ) is rather small, e.g. 0.791− 0.735 = 0.056 (99% CI:
0.053-0.059) at δ = 0.05 when averaging over all scenarios (nL, nE ). We also compared the mean expected
performance Eϑm∗ of both rules, which are 0.788 and 0.782, respectively. This comparison thus also shows
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Figure 2: Distribution of ϑ⊕ and ∆⊕ stratified for disease prevalence % and learning sample size nL. Each
boxplot is based on 10,000 distinct points which amounts to 60,000 unique simulation instances in total.

a slight advantage of the optimal EFP rule of an average performance gain of 0.007 (99% CI: 0.006-0.007).
Further details are provided in table 1 in appendix C.

Figure 4 shows the rejection rate rr(δ) = P(ϕm∗ = 1 | δ) as a function of δ = ϑ⊕ − ϑ0. The case δ = 0

or ϑ0 = ϑ⊕ corresponds to the smallest threshold value ϑ0 such that the global null hypothesis (none of
the initially trained models has a high enough performance) is true, compare (4). Thus, for δ ≤ 0 the
global null is true and the rejection rate rr(δ) should be bounded by α = 2.5% for all selection rules. Note
that this parametrization via δ is necessary as ϑ⊕ is not fixed over all simulation instances as illustrated in
figure 2. The results clearly show that FWER control is given for all rules in all scenarios. In appendix C,
table 1, we also show the FWER when the (pre-)selection process is not incorporated in the test decision.
More precisely, we are then looking at the type I error rate of the final statistical test for hypothesis system
(2) which is equal to P(ϕm∗ = 1 |ϑ0 = ϑm∗). We refer to this quantity as conditional FWER which is
necessarily larger than rr(0) but still controlled, i.e. smaller than α in all cases. Note that, strictly speaking,
it is only an upper bound of the proper conditional FWER P(ϕm∗ = 1 |ϑ0 = maxm∈S ϑm) which was not
’recorded’ in our numerical experiments.

In the situation δ > 0, the threshold value ϑ0 is small enough such that the global null is no longer true,
i.e. there is at least one model m ∈ M with true performance ϑm > ϑ0 which we seek to detect. Larger
rejection rates are thus positive as they correspond to statistical power. Concerning power, the ranking of
selection rules is the same as in the expected final performance comparison (figure 3). The multiple testing
approaches optimal EFP and within 1 SE again cleary outperform the default rule. The power increase is up
to 30%, depending on the scenario and δ. The power difference between optimal EFP and within 1 SE rule
is always positive but only noteworthy in the case nE = 800.

Table 1 in appendix C shows further comparisons of the investigated selection rules. For instance, the
properties of the corrected point estimators θ̃m∗ = (S̃em∗ , S̃pm∗) are assessed, compare section 2.4. When
only a single model is evaluated, θ̃ corresponds to θ̂, the raw (slightly regularized) point estimate, compare
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Figure 3: Probability of the event that the final model performance ϑm∗ = min(Sem∗ , Spm∗ +∆0) exceeds
a given threshold ϑ0 = ϑ⊕ − δ. ϑ⊕ is the true performance of the best candidate model. Each scenario
of learning and evaluation sample sizes (nL, nE) is based on 30000 repetitions of the complete machine
learning pipeline.

section 2.3. For example, the combined mean absolute deviation

MAE2 = E(|S̃em∗ − Sem∗ |+ |S̃pm∗ − Spm∗ |)/2

is decreased when multiple models are evaluated simultaneously (optimal EFP: 0.042; within 1 SE: 0.049,
averaged over both cases nE ∈ {400, 800}) compared to the default rule rule (0.074). This might seem
counterintuitive at first, but is in line with previous findings (Westphal & Brannath, 2019b). This observation
can be explained with the on average increased final model performance ϑm∗ = min(Sem∗ ,Spm∗) which
results in a decreased variance of the binomially distributed estimators. In contrast, the estimation bias
is more pronounced when multiple models are evaluated. Recall that we have P(ϑ̃m∗ > ϑm∗) ≤ 0.5

asymptotically by construction as we use the corrected estimator ϑ̃m∗ = min(S̃em∗ , S̃pm∗), compare section
2.4. Finally, we note that the optimal EFP rule on average selects roughly two to three fewer models for
evaluation compared to the within 1 SE rule, compare table 1 in appendix C.
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Figure 4: Rejection rate for the global null hypothesis (all prediction models have performance ϑm ≤ ϑ0 ) in
the evaluation study after models have been selected for evaluation by specified selection rule. δ = ϑ⊕−ϑ0
specifies if the global null is true (δ ≤ 0) or false (δ > 0). Each scenario of learning and evaluation sample
sizes (nL, nE) is based on 30000 repetitions of the complete machine learning pipeline. The significance
level is α = 2.5% (one-sided, dashed horizontal line).

4.2 Least favorable parameter configurations

In the previous section, the operating characteristics of our simultaneous inference framework were assessed
in a variety of realistic scenarios in the predictive modeling context. In contrast, we investigate the worst
case type I error rate of the maxT-approach for different sample sizes in the following. For that matter, we
simulate synthetic data under least favorable parameter configurations (LFCs) as described in section 2.4
and also parameters close to the LFC.

We assume that S ∈ {1, 10, 20} models are assessed on the evaluation data and consider the case when Se0
and Sp0 are identical. For each simulation run, we randomly draw a binary vector b such that |b| = S/2.
When S = 1, we set b = (1). The true parameters Se and Sp are defined as

Seb,εm = bm(Se0−(m− 1)ε) + (1− bm),

Spb,εm = bm + (1− bm)(Sp0−(S −m)ε).
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Hereby, the parameter ε ∈ {0, 0.001, 0.002} expresses how close we are to a true LFC which corresponds to
ε = 0. For instance, for S = 10, Se0 = Sp0 = 0.8, ε = 0.001, a possible (nearly least favorable) parameter
configuration is given by

b = (1 , 1 , 0 , 1 , 0 , 0 , 0 , 1 , 1 , 0 ), (17)

Seb,εm = (0.800, 0.799, 1 , 0.797, 1 , 1 , 1 , 0.793, 0.792, 1 ),

Spb,εm = (1 , 1 , 0.793, 1 , 0.795, 0.796, 0.797, 1 , 1 , 0.800).

If ε were 0 instead of 0.001 in (17), all elements in Seb,ε and Spb,ε different from 1 would change to
Se0 = Sp0 = 0.8 (assuming the same b). We mainly consider a (fixed) disease prevalence of % = 0.2.
Hence, there are n1 = %n diseased and n0 = n − n1 subjects, whereby n ∈ {200, 400, 800, 4000, 20000}
in our simulation. Additionally, the scenarios with ε = 0 were also repeated with a balanced class distribu-
tion (% = 0.5). In all simulations, the true correlation between all estimators which belong to non-trivial
variables (true mean not equal to one), e.g. Ŝe1 and Ŝe2 in the example (17), is set to 0.5. Results from
a sensitivity analysis regarding this specification are reported at the end of this section. Any empirical
sensitivity is of course independent from any empirical specificity. Data generation, i.e. sampling of the
similarity matricesQSe andQSp (section 2.3) based on the above specifications, was conducted with help of
the bindata package in R (Leisch, Weingessel, & Hornik, 1998, 2012). The number of simulation runs was
set to Nsim = 10, 000 which results in a (point-wise) upper bound for the standard error of the simulated
FWER of 0.5/

√
10.000 = 0.005.

Figure 5 shows the simulation results stratified by all relevant factors. In all scenarios, the results match the
theoretical findings from section 2.4 in that the asymptotic FWER under LFCs converges to α = 0.025 as a
function of the sample size n. When the disease prevalence is increased from % = 0.2 to 0.5, the FWER is
(slightly) decreased. In comparison, the number of models S and the parameter ε have a stronger influence
on the FWER. In the most extreme case, the FWER is close to 14% for S = 20 and Se0 = Sp0 = 0.9 for
n = 200 and reaches its target α = 0.025 not before n = 20000. Remember that there are only n1 = %n

diseased subjects, so the ’relevant’ sample size is much smaller, particularly in the case % = 0.2. When
we relax the least favorable parameter configurations (ε = 0) to only slightly worse model performances
(ε = 0.001) such as in (17), the FWER declines much faster in n. For Se0 = Sp0 = 0.8 the target
significance level is met already at around n = 400 ≈ exp(6) total or n1 = 80 diseased observations.
For Se0 = Sp0 = 0.9, this number more than doubles to roughly n = 1100 ≈ exp(7) for S = 10 and
n = 1800 ≈ exp(7.5) for S = 20.

In an ancillary simulation (Nsim = 5000), we also investigated results under different true correlation
structures of the estimators Ŝe, Ŝp (independence, equicorrelation, autocorrelation) and strengths. None of
these changes resulted in qualitatively different results than those shown in figure 5. Additionally, we also
investigated the cases Se0 = 0.8 and Sp0 = 0.9 and vice versa in the LFC scenario (Nsim = 5000). Hereby,
it became apparent that the FWER development depends almost solely on the sensitivity value(s), at least in
the low prevalence case (% = 0.2). This can be explained due to the lower number of diseased subjects, and
hence lower ’relevant’ sample size. When % = 0.5, the problem becomes symmetric and the FWER curves
for θ0 = (0.8, 0.9) and θ0 = (0.9, 0.8) are thus not distinguishable and lie in between those shown in figure
5, i.e. between the cases θ0 = (0.8, 0.8) and θ0 = (0.9, 0.9).

The worst-case projection of parameter values to one, e.g. of Sp1,Sp2,Se3, . . . in (17), is not really realistic.
For instance, in the case Sem = 0.9, Spm = 1 and % = 0.2, the overall accuracy is Accm = 0.98. In real-
world problems, such a high accuracy is rarely attainable. We therefore also considered an alternative data-
generating scenario where (17) is modified such that the overall accuracy for each model m is bounded by
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Figure 5: Family-wise error rate (FWER) in dependence of the total sample size n = n1 + n0 (logarithmic
scale) under different parameter configuration (specified by ϑ0, ε) and disease prevalences % = n1/n. In
all cases, S/2 (randomly selected) models have Sem = Se0 and Spm = 1 and vice versa for the remaining
S/2 models. For S = 1, Se = Se0 and Sp = 1. The target significance level is α = 2.5% (one-sided).
Nsim = 10, 000.

0.95. This change decreased the FWER across almost all scenarios by roughly 0.5 to 2 percent. Otherwise,
the results from this sensitivity analysis do not deviate noticeably from those shown in figure 5.

5 Discussion

5.1 Summary

In this work we have investigated statistical and study design related methods to improve diagnostic accu-
racy studies with co-primary endpoints sensitivity and specificity. The main idea is to allow that multiple
candidate models are assessed simultaneously on the evaluation data, thereby increasing the likelihood of
identifying one that performs sufficiently well. In modern medical testing applications this is necessary
because often hundreds or thousands of model architectures and preprocessing pipelines are compared on
preliminary data, making a final decision before the evaluation study difficult and prone to error. Our ap-
proach allows to wait for the test data until a final decision is made and thereby possibly correcting an
erroneous model ranking.

The main advantages of the multiple testing approach are the on average increased final model performance
and the vastly improved statistical power. As multiple comparisons are now conducted on the final dataset,
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inferences need to be adjusted via a multiple testing procedure. For that matter, we employed a variation
of the so-called maxT-approach which is based on a multivariate normal approximation (Hothorn et al.,
2008). This framework also enables a corrected, conservative (point) estimation but the unbiasedness of
the default single model evaluation strategy is lost. An important question of practical interest is how
models should be selected for evaluation. Besides the heuristic within 1 SE rule, we also employed the
novel optimal EFP rule. This Bayesian approach aims to optimize the expected final model performance
(EFP) before the evaluation study. Given the model assumptions and involved numerical approximations,
it provides is with an approximate Bayes action for the considered subset selection problem as it optimizes
the posterior expected utility, i.e. the EFP. The underlying model for that matter is based on the hold-out
validation data from the model development phase which is readily available before the evaluation study.
The comparison regarding all important criteria (performance, power, estimation bias) turns out in favor
for the more elaborate optimal EFP approach. However, the advantage relative to the within 1 SE rule
was small to moderate in most scenarios. For instance, the average performance increase in terms of ϑ =

min(Se, Sp) was around 0.7% in the main simulation study (section 4.1). We conclude that the optimal EFP
rule yields a vast improvement over the default approach but the conceptually and implementation wise
simpler within 1 SE rule yields almost as good of results.

As was laid out in section 3.1, an advantage of the optimal EFP selection rule is that the it does not involve
any tuning parameter, in contrast to other potential decision theoretic approaches and the within k SE rule
(k > 0). Another major advantage is that the optimal EFP rule takes into account the evaluation sample
size, i.e. it selects more models when more data is (expected to be) available the evaluation study. This
is not the case for the simpler within 1 SE rule which only takes into account estimation uncertainty in
the validation stage, before the evaluation study. Moreover, we can adapt key characteristics if we know or
expect that the learning data is not representative for the evaluation study ahead. This is for instance the case
if our preliminary data is from a case-control study with non-representative class balance. As the disease
prevalence is a dedicated parameter of our optimal EFP algorithm (appendix B), we can easily change it
to another fixed value or specify a prior distribution. We have not investigated this possible adaptivity in
simulations so far. A disadvantage of the optimal EFP rule is the increased mathematical and numerical
complexity.

5.2 Limitations

Our simultaneous test procedure guarantees asymptotic strong control of the Family-wise error rate. As
illustrated in section 4.2, the finite sample performance under least favorable parameter settings can be
unsatisfactory, depending on the exact scenario. As expected, the FWER depends primarily on the threshold
values Se0 and Sp0 because the employed normal approximation performs worse near the boundary of the
unit interval. Control of the FWER is also worse when the number of models S is large or when the disease
prevalence is low.

We could aim to improve this limitation, e.g. by not utilizing the correlation structure between models
which would result in a larger critical value and thus stricter inference. However, as indicated in the main
simulation (section 4.1), the average FWER under realistic conditions is far below the significance level,
compare figure 3 and table 1. Note that in contrast to the simulation study presented in section 4.2, the
analysis in section 4.1 is an average risk assessment. The average is taken with respect to different gen-
erative distributions over the relevant parameter values, i.e. model performances θ = (Se,Sp) and their
dependency structure. These generative distributions are not known but rather implicit in the sense that
the relevant parameters dependent on the (feature-label) data generating distribution(s) DX,Y (which are
known) and properties of the learning algorithms. Their resulting characteristics are partially described
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in figure 2 and deemed to be realistic for real-world prediction tasks. Note that the results from section
4.1 can be generalized to other prediction tasks and learning algorithms which result in similar generative
distribution over parameters θ (and dependency structure thereof).

Together, the results from both simulation studies, realistic scenarios in section 4.1 and the worst-case
assessment in section 4.2, indicate that parameter configurations in reality are rarely least favorable in
the investigated context. An associated observation was made at the end of section 4.2. When the LFC
is made only slightly less unfavorable, the FWER declines faster in n. In the machine learning context,
it would be reasonable to assume that the larger the number of models S, the less likely least favorable
parameters become. After all, the LFC corresponds to the setting that from M initial candidate models, S
have the exact same performance at the boundary of the null hypothesis and are all selected for evaluation.
While this reasoning does apply to the practitioner, it does not apply from a purely frequentist viewpoint
as probability statements over true parameters are irrelevant when (worst-case) FWER control in the strong
sense is the goal.

While the multiple testing approaches certainly increase the flexibility in the evaluation study, prediction
models still need to be fixed entirely before the study. Verifying this could pose challenges in a regulatory
context as merely specifying the learning algorithm and hyperparameters would not be enough in this regard.
As the exact resulting models, i.e. their weights, often depend also on the random initialization in the
training process, only a full specification of model architecture and weights can be considered sufficient in
this regard. Another practical issue is related to the assessment of multiple assisted medical testing systems.
Unlike automated disease diagnosis, which is the main target of our methods, a (final) human decision is
needed for each prediction in this case. For the evaluation study this would imply, in the worst case, that an
equal number of independent readers is needed to supply such a decision. This aspect thus puts a natural
(resource) limit on the number of evaluated models and needs to be considered in the planning stage.

5.3 Extensions

Our framework can be extended to classification problems with more than two classes, e.g. different dis-
ease types or severity grades. More generally, it can be employed in arbitrary prediction tasks for which
not only the overall performance is important but also the performance in different subpopulations. So far,
we have not considered such problems in simulation studies. It can however be expected that the operating
characteristics of our multiple testing framework will largely depend on the sample size of the smallest sub-
population. This could render the approach practically infeasible for problems with many or an unbalanced
distribution of subclasses.

A rather simple adaptation which might be considered in the future is hypotheses weighting. The employed
maxT-approach can rather easily be adopted for that matter (Dickhaus & Gierl, 2012). That is to say, rather
then splitting up the significance level α equally for each of the S hypotheses, one could spend more on the
most promising models. A natural source of information to determine the α ratio is of course the empirical
data from the model development phase. Further research on an optimal weighting and its impact on e.g.
statistical power is however necessary.

A step further in connecting the evidence before and after the evaluation study would demand Bayesian
methods. In a Bayesian model, a prior distribution could be based on validation results and be updated
through the evaluation data. We have already experimentally employed a recently proposed multivariate
Beta-binomial model for that matter (Westphal, 2020). While this approach works reasonably well in real-
istic scenarios, several challenges remain. A main difficulty here is to specify an ’honest’ prior distribution,
i.e. to not have an arbitrarily optimistic prior. The contrary can however happen in practice when the prior
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is based on the validation data without any adjustments, in particular when the number of initial candi-
date models M is large. A correction strategy which accounts for the (subset) selection process before the
evaluation study should thus be developed to avoid such overoptimism.

Our optimal EFP subset selection algorithm is designed to maximize the expected final model performance.
While this is a natural goal, there are many other potential utility functions that could reasonably be opti-
mized before the evaluation study. In particular, utility functions based on statistical power, estimation bias
or a weighted combination of different criteria appear reasonable. Our novel approach (section 3.1, ap-
pendix B) could also be used here to make the specification of the utility function independent of the subset
size and thereby simpler for the practitioner. In its current form, our numerical implementation uses several
approximations and can potentially be improved regarding its numerical efficiency.

Acknowledgements

The first and last author acknowledge funding by the Deutsche Forschungsgemeinschaft (DFG, German
Research Foundation) - Project number 281474342/GRK2224/1.

Conflict of interest

The authors declare that there is no conflict of interest.

References

Abràmoff, M. D., Lou, Y., Erginay, A., Clarida, W., Amelon, R., Folk, J. C., & Niemeijer, M. (2016). Im-
proved automated detection of diabetic retinopathy on a publicly available dataset through integration
of deep learning. Investigative ophthalmology & visual science, 57(13), 5200–5206.

Bengio, Y. (2012). Practical recommendations for gradient-based training of deep architectures. In Neural
networks: Tricks of the trade (pp. 437–478). Springer.

Bolstad, W. M., & Curran, J. M. (2016). Introduction to bayesian statistics. John Wiley & Sons.
Bossuyt, P. M., Reitsma, J. B., Bruns, D. E., Gatsonis, C. A., Glasziou, P. P., Irwig, L., . . . Cohen, J. F. a.

(2015). Stard 2015: An updated list of essential items for reporting diagnostic accuracy studies.
Radiology, 277(3), 826-832. Retrieved from https://doi.org/10.1148/radiol.2015151516
(PMID: 26509226) doi: 10.1148/radiol.2015151516

Boulesteix, A.-L. (2009). Over-optimism in bioinformatics research. Bioinformatics, 26(3), 437–439.
Boulesteix, A.-L., Lauer, S., & Eugster, M. J. A. (2013, 04). A plea for neutral comparison studies in

computational sciences. PLOS ONE, 8.
Boulesteix, A.-L., & Strobl, C. (2009). Optimal classifier selection and negative bias in error rate estimation:

an empirical study on high-dimensional prediction. BMC medical research methodology, 9(1), 85.
Ching, T., Himmelstein, D. S., Beaulieu-Jones, B. K., Kalinin, A. A., Do, B. T., Way, G. P., . . . others

(2018). Opportunities and obstacles for deep learning in biology and medicine. Journal of The Royal
Society Interface, 15(141), 20170387.

Collins, G. S., Reitsma, J. B., Altman, D. G., & Moons, K. G. (2015). Transparent reporting of a multi-
variable prediction model for individual prognosis or diagnosis (tripod): the tripod statement. BMC
medicine, 13(1), 1.

Committee for Medicinal Products for Human Use. (2009). Guideline on clinical evaluation of diagnostic
agents. European Medicines Agency, 7. (Available at: http://www.emea.europa.eu)

23



WESTPHAL ET AL. A MULTIPLE TESTING FRAMEWORK FOR DIAGNOSTIC ACCURACY STUDIES

Demšar, J. (2006). Statistical comparisons of classifiers over multiple data sets. Journal of Machine
learning research, 7(Jan), 1–30.

Dickhaus, T., & Gierl, J. (2012). Simultaneous test procedures in terms of p-value copulae. (SFB 649
Discussion Paper 2012-049). Sonderforschungsbereich 649, Humboldt-Universität zu Berlin.

European Parliament, Council of the European Union. (2017a). Regulation (eu) 2017/745 of the european
parliament and of the council of 5 april 2017 on medical devices, amending directive 2001/83/ec, regu-
lation (ec) no 178/2002 and regulation (ec) no 1223/2009 and repealing council directives 90/385/eec
and 93/42/eec. Official Journal of the European Union, L 117, 1–175.

European Parliament, Council of the European Union. (2017b). Regulation (eu) 2017/746 of the european
parliament and of the council on in vitro diagnostic medical devices and repealing directive 98/79/ec
and commission decision 2010/227/eu. Official Journal of the European Union, L 117, 176–332.

Friedman, J., Hastie, T., & Tibshirani, R. (2009). The elements of statistical learning (Vol. 2). Springer
series in statistics New York.

Genz, A., Bretz, F., Miwa, T., Mi, X., Leisch, F., Scheipl, F., & Hothorn, T. (2019). mvtnorm: Multivariate
normal and t distributions [Computer software manual]. Retrieved from https://CRAN.R-project
.org/package=mvtnorm (R package version 1.0-10)

Géron, A. (2017). Hands-on machine learning with scikit-learn and tensorflow: concepts, tools, and
techniques to build intelligent systems. " O’Reilly Media, Inc.".

Goodfellow, I., Bengio, Y., & Courville, A. (2016). Deep learning. MIT Press. (http://www
.deeplearningbook.org)

Hothorn, T., Bretz, F., & Westfall, P. (2008). Simultaneous inference in general parametric models. Bio-
metrical journal, 50(3), 346–363.

Hothorn, T., Leisch, F., Zeileis, A., & Hornik, K. (2005). The design and analysis of benchmark experiments.
Journal of Computational and Graphical Statistics, 14(3), 675–699.

Hu, Z., Tang, J., Wang, Z., Zhang, K., Zhang, L., & Sun, Q. (2018). Deep learning for image-based cancer
detection and diagnosis- a survey. Pattern Recognition, 83, 134–149.

Japkowicz, N., & Shah, M. (2011). Evaluating learning algorithms: a classification perspective. Cam-
bridge University Press.

Jasny, B. R., Chin, G., Chong, L., & Vignieri, S. (2011). Again, and again, and again . . . . Sci-
ence, 334(6060), 1225–1225. Retrieved from https://science.sciencemag.org/content/334/
6060/1225 doi: 10.1126/science.334.6060.1225

Jelizarow, M., Guillemot, V., Tenenhaus, A., Strimmer, K., & Boulesteix, A.-L. (2010). Over-optimism in
bioinformatics: an illustration. Bioinformatics, 26(16), 1990–1998.

Jiang, F., Jiang, Y., Zhi, H., Dong, Y., Li, H., Ma, S., . . . Wang, Y. (2017). Artificial intelligence in
healthcare: past, present and future. Stroke and vascular neurology, 2(4), 230–243.

Jung, Y. (2017). Shrinkage estimation of proportion via logit penalty. Communications in Statistics-Theory
and Methods, 46(5), 2447–2453.

Knottnerus, J. A., & Buntinx, F. (2009). The evidence base of clinical diagnosis: theory and methods of
diagnostic research. BMJ Books.

Kuhn, M., & Johnson, K. (2013). Applied predictive modeling. Springer.
Kuhn, M., Wing, J., Weston, S., Williams, A., Keefer, C., Engelhardt, A., . . . Hunt., T. (2019). caret:

Classification and regression training [Computer software manual]. Retrieved from https://CRAN
.R-project.org/package=caret (R package version 6.0-84)

LeCun, Y., Bengio, Y., & Hinton, G. (2015). Deep learning. Nature, 521(7553), 436–444.
Leisch, F., Weingessel, A., & Hornik, K. (1998). On the generation of correlated artificial binary data.

(Tech. Rep.). Vienna University of Economics and Business Administration. (Working paper.)

24



WESTPHAL ET AL. A MULTIPLE TESTING FRAMEWORK FOR DIAGNOSTIC ACCURACY STUDIES

Leisch, F., Weingessel, A., & Hornik, K. (2012). bindata: Generation of artificial binary data [Computer
software manual]. Retrieved from https://CRAN.R-project.org/package=bindata (R package
version 0.9-19)

Liese, F., & Miescke, K. J. (2008). Statistical decision theory: Estimation, testing, and selection. New
York, NY: Springer New York.

Lijmer, J. G., Mol, B. W., Heisterkamp, S., Bonsel, G. J., Prins, M. H., Van Der Meulen, J. H., & Bossuyt,
P. M. (1999). Empirical evidence of design-related bias in studies of diagnostic tests. Jama, 282(11),
1061–1066.

Litjens, G., Kooi, T., Bejnordi, B. E., Setio, A. A. A., Ciompi, F., Ghafoorian, M., . . . Sánchez, C. I. (2017).
A survey on deep learning in medical image analysis. Medical image analysis, 42, 60–88.

Miotto, R., Wang, F., Wang, S., Jiang, X., & Dudley, J. T. (2017). Deep learning for healthcare: review,
opportunities and challenges. Briefings in bioinformatics, 19(6), 1236–1246.

Ochodo, E. A., de Haan, M. C., Reitsma, J. B., Hooft, L., Bossuyt, P. M., & Leeflang, M. M. (2013).
Overinterpretation and misreporting of diagnostic accuracy studies: evidence of “spin”. Radiology,
267(2), 581–588.

Peng, R. D. (2011). Reproducible research in computational science. Science, 334(6060), 1226–1227.
Pepe, M. S. (2003). The Statistical Evaluation of Medical Tests for Classification and Prediction. Oxford

Statistical Sciences Series.
Pepe, M. S., Feng, Z., Janes, H., Bossuyt, P. M., & Potter, J. D. (2008). Pivotal evaluation of the accuracy of

a biomarker used for classification or prediction: standards for study design. Journal of the National
Cancer Institute, 100(20), 1432–1438.

Pesapane, F., Volonté, C., Codari, M., & Sardanelli, F. (2018). Artificial intelligence as a medical device in
radiology: ethical and regulatory issues in europe and the united states. Insights into imaging, 1–9.

Rutjes, A. W., Reitsma, J. B., Di Nisio, M., Smidt, N., van Rijn, J. C., & Bossuyt, P. M. (2006). Evidence of
bias and variation in diagnostic accuracy studies. CMAJ, 174(4), 469–476. Retrieved from https://
www.cmaj.ca/content/174/4/469 doi: 10.1503/cmaj.050090

Schmidt, R. L., & Factor, R. E. (2013). Understanding sources of bias in diagnostic accuracy studies.
Archives of pathology & laboratory medicine, 137(4), 558–565.

Shalev-Shwartz, S., & Ben-David, S. (2014). Understanding machine learning: From theory to algorithms.
Cambridge university press.

Vach, W., Gerke, O., & Høilund-Carlsen, P. F. (2012). Three principles to define the success of a diagnostic
study could be identified. Journal of clinical epidemiology, 65(3), 293–300.

Westphal, M. (2020). Simultaneous Inference for Multiple Proportions: A Multivariate Beta-Binomial
Model. arXiv preprint arXiv:1911.00098.

Westphal, M., & Brannath, W. (2019a). Evaluation of multiple prediction models: A novel view on model
selection and performance assessment. Statistical Methods in Medical Research. Retrieved from
https://doi.org/10.1177/0962280219854487 (Advance online publication) doi: 10.1177/
0962280219854487

Westphal, M., & Brannath, W. (2019b, Jun). Improving model selection by employing the test data. In
K. Chaudhuri & R. Salakhutdinov (Eds.), Proceedings of the 36th international conference on ma-
chine learning (Vol. 97, pp. 6747–6756). Long Beach, California, USA: PMLR. Retrieved from
http://proceedings.mlr.press/v97/westphal19a.html

Whiting, P., Rutjes, A. W., Reitsma, J. B., Glas, A. S., Bossuyt, P. M., Kleijnen, J., et al. (2004). Sources of
variation and bias in studies of diagnostic accuracy. a systematic review. Annals of internal medicine,
140(3), 189–202.

Whiting, P. F., Rutjes, A. W., Westwood, M. E., Mallett, S., Deeks, J. J., Reitsma, J. B., . . . Bossuyt, P. M.

25



WESTPHAL ET AL. A MULTIPLE TESTING FRAMEWORK FOR DIAGNOSTIC ACCURACY STUDIES

(2011). Quadas-2: a revised tool for the quality assessment of diagnostic accuracy studies. Annals of
internal medicine, 155(8), 529–536.

Youden, W. J. (1950). Index for rating diagnostic tests. Cancer, 3(1), 32–35.
Zheng, A. (2015). Evaluating machine learning models—a beginner’s guide to key concepts and pitfalls.

O’Reilly Media.
Zhou, X.-H., McClish, D. K., & Obuchowski, N. A. (2009). Statistical methods in diagnostic medicine

(Vol. 569). John Wiley & Sons.

26



WESTPHAL ET AL. A MULTIPLE TESTING FRAMEWORK FOR DIAGNOSTIC ACCURACY STUDIES

A Technical details

A.1 Parameter estimation

In the following, we briefly summarize the multivariate Beta-binomial model introduced by Westphal
(2020) and how it can be used to obtain the regularized point estimators introduced in section 2.3. We
apply the procedure independently for diseased (Se) and healthy (Sp) subsample but keep the notation
in the following generic (ϑ) to streamline the presentation. We assume that n observations of S binary
random variables Qim, i = 1, . . . , n, m ∈ S = {1, . . . , S}, are available. In the context of this work
Qim = 1(f̂i(Xi) = Yi) indicates a correct prediction of model m for the i-th observation. We suppose
independent observations (Qi1m and Qi2m) but two variables Qim1

and Qim2
, m1,m2 ∈ S, may be cor-

related. This entitles us to assume i.i.d. observations Qi = (Qi1, . . . , QiS) from a multivariate Bernoulli
distribution. We are interested in the joint distribution of Q = (Q1, . . . , QS), in particular in the marginal
means ϑm = P(Qm = 1). This may be modeled extensively by a multinomial distribution with parameter
vector p ∈ P = {(0, 1)2

S

: |p|1 = 1} of length 2S . Hereby pq = P(Q = q) is the probability to observe
the event q ∈ {0, 1}S . The marginal mean ϑm can then be derived as the sum of all relevant probabilities,
i.e. ϑm =

∑
q: qm=1 pq.

A popular Bayesian model that incorporates the multinomial likelihood is the so-called Dirichlet-
multinomial model. Hereby, a Dirichlet prior for p with concentration parameter γ ∈ R2S

+ is assumed.
According to Westphal (2020), a multivariate Beta distribution can be derived as a simple linear transforma-
tion of a Dirichlet distribution and can thus be employed for the situation at hand. However, this extensive
approach is often infeasible in practice due to large number of parameters. Besides the full 2S-dimensional
parametrization, a reduced representation can be derived which consists of a prior sample size ν ∈ R+ and
a (symmetric) prior moment matrix A ∈ RS×S+ . This amounts to a Beta(Amm, ν −Amm) prior for ϑm =

P(Qm = 1) and a Beta(Am1m2
, ν −Am1m2

) prior for the probability ϑm1m2
= P(Qm1

= 1 ∧Qm2
= 1).

The prior distribution π(ϑ) ≡ mBeta(ν,A) can easily be updated via the observed data (n, U ) whereby n
is the sample size and the update matrixU = U(Q) consists of elementsUm1m2

which denote the observed
absolute frequencies

∑n
i=1 1( Qim1

= 1 ∧ Qim2
= 1). The posterior distribution of ϑ given the observed

data is then π(ϑ |Q) ≡ mBeta(ν?,A?) with ν? = ν+n andA? = A+U . This simple update rule is sim-
ilar to the univariate Beta-binomial model and can be derived from the well-studied Dirichlet-multinomial
model (Westphal, 2020).

We can employ the mBeta-binomial model to replace our usual estimators

ϑ̂ = u/n and Σ̂ = (nU − uu>)/n3

for ϑ and Σ = cov(ϑ̂) whereby u = diag(U). We will replace the estimators in the last equation by the
mean and covariance of the posterior distribution π(ϑ |Q) which are given by

ϑ̌ = Eϑ = α?/ν? and Σ̌ = cov(ϑ) = (A? −α?(α?)>)/((ν?)2(ν? + 1))

whereby α? = diag(A?) (Westphal, 2020). If we employ a vague prior distribution which is composed of
S independent uniform distributions this implies ν = 2 and all elements of A are equal to 0.5, except the
diagonal which consists of ones. This amounts to adding two pseudo observations (one success, one failure)
for each margin whereby half of the success pseudo-observation is counted as common for all variable pairs.
Marginally, this approach thus has the same effect as using the popular univariate Beta-binomial posterior
mean Eϑm = (um + 1)/(n+ 2) as a point estimator ϑ̌m (assuming a uniform prior), compare Bolstad and
Curran (2016, Chapter 9).
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We have applied the estimators ϑ̌ and Σ̌ independently for sensitivity and specificity in all numerical ex-
periments in this work. Note that the difference between the usual (ϑ̂, Σ̂) and regularized estimators (ϑ̌, Σ̌)
vanishes asymptotically. In effect, the asymptotic results in section 2.4 apply regardless of which estima-
tors are used. For finite sample sizes the procedure has the advantage to prohibit zero variance estimates
and thereby induced singular empirical covariances, compare section 2.4. Strictly speaking, the notation
mBeta(ν,A) does only define first an (mixed) second-order moments of the distribution and is not a com-
plete characterization. This is however sufficient for our purposes as a multivariate normal approximation
is used for the statistical inference which only depends on this information. Note that we also use the
mBeta-binomial model for our optimal EFP selection rule, compare section 3.1. Here it is rather used to
construct a generative mBeta distribution from the validation data (via the update rule mentioned above).
This generative distribution then builds the foundation to simulate the evaluation study to determine the
optimal number of models to evaluate prior to the study, compare also appendix B.

A.2 Statistical inference

In this section, we re-state and prove the theoretical results from section 2.4. In the following, we work with
two samples, i.e. n1 diseased and n0 healthy subjects. Hereby, we need to assume that n1/n→ % /∈ {0, 1}
as n = n1+n0 →∞. We can then derive min(n1, n0)→∞ from n→∞. This is for instance given under
simple random sampling with a fixed disease prevalence, i.e. when assuming n1 ∼ Bin(n, %), n0 = n−n1,
% ∈ (0, 1).

Theorem 1 Assume Sem−Se0 6= Spm−Sp0 for all m ∈ S. Then, under the LFC θb = (Seb,Spb),

T b(n)
D−→ NS(0,Rb), n→∞,

whereby T b = T b(n) is defined in (7) andRb = BRSeB + (IS −B)RSp(IS −B).

PROOF Under the LFC θb, the sub-vector T Se
b of elements of T Se indicated by bm = 1 converges in

distribution to a multivariate normal random variable of dimension |b| = ∑S
m=1 bm due to the multivariate

central limit theorem. Similarly, the sub-vector T Sp
b of elements of T Sp indicated by bm = 0 converges to

a multivariate standard normal of dimension S − |b|. We write

T Se
b

D−→ ZSe
b ∼ N|b|(0,RSe

b ) and T Sp
b

D−→ ZSp
b ∼ N(S−|b|)(0,R

Sp
b ), n→∞.

We denote the full, S-dimensional versions of these limiting distributions by ZSe ∼ NS(∆Se,RSe) and
ZSp ∼ NS(∆Sp,RSp). ZSe and ZSp are singular because they are constant in the remaining, not directly
relevant entries.

The statistics T Se and T Sp are independent of each other because they are based on distinct samples. This
also holds for their limits ZSe and ZSp. Moreover, left multiplication with the matrix (B2)

> (compare 2.4)
defines a linear and thus continuous mapping. Together with the continuous mapping theorem, this implies

T b(n) = (B2)
>T2(n)

D−→ (B2)
>Z2 = Zb, n→∞

whereby Z2 ∼ N2S(∆2,R2) with

∆2 = (∆Se,∆Sp) and R2 =

(
RSe 0

0 RSp

)
.
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The matrix (B2)
> is fixed and the distribution of Zb is thus NS(0,Rb) with

Rb = (B2)R2(B2)
> = BRSeB + (IS −B)RSp(IS −B) ∈ [−1, 1]S×S .

Note thatB and (IS −B) are diagonal and thus symmetric matrices. This concludes the proof. �

Lemma 1 Assume Sem−Se0 6= Spm−Sp0 for all m ∈ S. Then

R̂b = B̂R̂SeB̂ + (IS − B̂)R̂Sp(IS − B̂)

is a consistent estimator forRb.

PROOF The sample correlation matrix R̂Se derived from the sample covariance matrix Σ̂Se is a consistent
estimator for RSe, the same holds for R̂Sp. Moreover, b̂ converges in probability to b. An analogue
statement thus holds for B̂. These individual convergences can be connected with help of the continuous
mapping theorem to derive the result. �

Proposition 1 With cα calculated according to (11), the simultaneous testing procedure ϕ defined by

ϕm = 1 ⇐⇒ Tm = min(T Se
m , T Sp

m ) > cα,

defines a multiple test with asymptotic strong FWER control at level α for hypothesis system (2).

PROOF We replace ϕm in the assertion with ϕbm defined by

ϕbm = 1 ⇐⇒ T bm > cα

with T b defined in (7). Then the modified assertion holds due to theorem 1, lemma 1 and the results by
Hothorn et al. (2008). As T b is unknown (as b is unknown) in practice, we need to replace T b with T ≤ T b
which will result in equal or less rejections. This proves the original statement.
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B Optimal subset selection

The optimal EFP model selection rule was described in section 3.1. In this section, the numerical imple-
mentation is described in more detail in algorithm 1. The input parameters are described in the following,
including their default values in the simulation study described in section 4.1.

• ∆0 = Se0−Sp0 indicates the relative importance of sensitivity and specificity. In the numerical
experiments in this work, we have only considered the case ∆0 = 0.

• QV = (QSe
V ,Q

Sp
V ) are the validation similarity matrices, compare section 2.3.

• Smax is the maximum number of models to be evaluated. By default, we set Smax =
√
nE . The

main purpose of this threshold is to reduce the computational complexity of the optimization pro-
cess in our simulation study.

• prerank = function(QV, Smax). The initial list of candidate models is ranked initially to
reduce the subset selection problem S ⊂M to the selection of the optimal number S ∈ {1, . . . ,M}
of models to be evaluated. By default, the ranking is conducted according to min(T Se(V), T Sp(V))

whereby the test statistics are calculated similar to (5) but based on the validation data V .

• moment_matrix = function(Q) converts the similarity matrixQ into the first and second order
moment matrix U which was described in appendix A.1.

• νp = (νSep , ν
Sp
p ) andAp = (ASe

p ,A
Se
p ) are initial prior parameters. We employ simple independent

uniform priors per default which correspond to νp = 2 and Ap is a S × S-matrix with all entries
equal to 0.5 except diagonal entries which are equal to 1. This implies that the generative prior
distribution is only determined by the hold-out validation data.

• max.iter is the maximum number of iterations, set to 250 by default. This number was mainly
chosen for our simulation study. For a single run of the algorithm for a real use-case, a larger
number of iterations (500 to 1000) is easily feasible and hence recommended.

• num.tol is the numerical tolerance for the stopping criterion, set to 0.001 by default.

• n is the (assumed) sample size for the evaluation study. We assume simple random sampling.
Hereby we assume a Beta prior for the disease prevalence % = P(Y = 1) which is constructed from
the learning data. That is, we first sample % ∼ Beta(1 + nL1 , 1 + nL0 ) and then n1 ∼ Bin(n, %) and
finally set n0 = n− n1. Of course, in practice this could easily be adapted when more information
on % is available. This is in particular useful (and recommended) when the learning data is from a
case-control study with non-representative disease prevalence.

• mstar = function(θ̂, ...) is a function of the evaluation data, i.e. of θ̂ = (Se,Sp) the empir-
ical test performances and potentially further parameters (e.g. ŝe(Se)). By default, the final model
is chosen as m∗ = argmaxm∈S min(T Se

m , T Sp
m ).

• Sstar = function(E, ...) is a function of the simulation result matrix E. By default, we
choose S∗ as the smallest S such that ÊFP(S∗) is not more than one standard error smaller than
maxm∈S ÊFP(S) in the current iteration. This is illustrated at the end of section 3.1 in figure 1.

• sample = function(dist, N, ...) returns a sample of the input probability distribution dist
of size N . Samples from the mBeta distribution are obtained via a copula approach (Westphal,
2020).

• pmin(u,v) = (min(um, vm))m=1,...,M is the pairwise minimum of two vectors u,v of length M .
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Algorithm 1: Pseudo code algorithm for the optimal EFP model selection rule: Optimization of the ex-
pected final model performance depending on the (number of) models to be evaluated.
Input: QV , Smax, ∆0, n, νp,Ap, max.iter, num.tol
Result: S∗ = 1

# rank models and reduce number of models to Smax
QV = prerank(QV, Smax);
# construct posterior (= generative prior) distribution π based on prior (νp,Ap) and validation dataQV
νSe = νSep + nrow(QSe);ASe = ASe

p + momemt_matrix(QSe); πSe = mBeta(νSe,ASe);
νSp = νSpp + nrow(QSp);ASp = ASp

p + momemt_matrix(QSp); πSp = mBeta(νSp,ASp);
π = (πSe, πSp);

# initialize evaluation study result matrix E and ÊFP

E = matrix(NA, nrow=max.iter, ncol=Smax); ÊFP =rep(NA,Smax);
i = 1; ε =∞;
# each iteration of the while loop represents a single simulated evaluation study
while i ≤ max.iter & ε > num.tol do

# sample true parameters ϑ = (Se,Sp) including correlation structure C = (CSe,CSp) from prior π
(Se,CSe) = sample(πSe, N = 1); (Sp,CSp) = sample(πSp, N = 1); ϑ = pmin(Se,Sp + ∆0);
# determine sample sizes n1 and n0
% = sample(Beta(1 + nL1 , 1 + nL0 ), N = 1);
n1 = sample(Bin(n, %), N = 1); n0 = n− n1;
# construct sampling distribution of estimators Ŝe, Ŝp based on these parameters
pSe = mBin(Se,CSe, n1); pSp = mBin(Sp,CSp, n0);
# parameter estimates θ̂ from p = (pSe, pSp)

Ŝe = sample(pSe, N = 1)/n1; Ŝp = sample(pSp, N = 1)/n0; ϑ̂ = (Ŝe, Ŝp);
for S=1 to Smax do

# determine empirically best model given S where evaluated
m∗ = mstar(θ̂[1:S], ...);
# determine and save true performance of model m∗

E[i, S] = ϑm∗ = pmin(Sem∗ , Spm∗ +∆0);
end
# estimate EFP by averaging over all simulated evaluation study results so far
ÊFP = colMeans(E, na.rm=T);
# determine optimal number of models
S∗ = Sstar(ÊFP, ...);
ε = sqrt(var(E[ ,m∗], na.rm=T)/i); ;
i = i+ 1;

end

C Additional simulation results
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Table 1: Detailed comparison of subset selection rules, stratified for evaluation sample size nE ∈ {400, 800},
compare section 4.1. All cells show expectations or probabilities, each estimated based on Nsim = 60000

simulation instances. The last column displays mean differences between the optimal EFP and within 1 SE
rules including unadjusted 99% confidence intervals.

nE oracle default within 1 SE optimal EFP optimal EFP - within 1 SE

Eϑ∗ 400 0.819 0.754 0.789 0.794 0.005 ( 0.005, 0.006)
800 0.819 0.754 0.793 0.800 0.007 ( 0.007, 0.008)

P(ϑ∗ > 0.75) 400 0.980 0.569 0.781 0.834 0.053 ( 0.049, 0.057)
800 0.980 0.572 0.813 0.876 0.063 ( 0.060, 0.067)

rr(0.10) 400 0.743 0.386 0.578 0.609 0.030 ( 0.026, 0.034)
800 0.916 0.507 0.773 0.832 0.059 ( 0.056, 0.063)

rr(0.05) 400 0.236 0.085 0.105 0.111 0.007 ( 0.004, 0.009)
800 0.514 0.180 0.280 0.301 0.021 ( 0.017, 0.024)

rr(0.00) 400 0.004 0.001 0.001 0.001 0.000 (-0.000, 0.001)
800 0.007 0.001 0.001 0.001 -0.000 (-0.000, 0.000)

FWER 400 0.004 0.017 0.011 0.011 -0.000 (-0.002, 0.001)
800 0.007 0.019 0.010 0.009 -0.002 (-0.002, -0.001)

Bias 400 -0.015 -0.009 -0.022 -0.022 0.000 (-0.000, 0.000)
800 -0.009 -0.005 -0.016 -0.017 -0.001 (-0.001, -0.001)

MAE2 400 0.034 0.076 0.053 0.046 -0.006 (-0.007, -0.006)
800 0.026 0.071 0.044 0.037 -0.008 (-0.008, -0.007)

P(O1) 400 0.536 0.603 0.492 0.490 -0.001 (-0.006, 0.004)
800 0.574 0.623 0.512 0.498 -0.013 (-0.018, -0.008)

P(O2) 400 0.344 0.192 0.098 0.114 0.016 ( 0.013, 0.019)
800 0.338 0.189 0.093 0.093 0.000 (-0.003, 0.003)

ES 400 1.332 1.726 13.269 9.808 -3.461 (-3.531, -3.392)
800 1.332 1.732 15.298 13.615 -1.683 (-1.775, -1.592)

Performance:
Eϑ∗ = Emin(Se∗,Sp∗) (expected true performance ϑ∗ = ϑm∗ of final selected model)
P(ϑ∗ > 0.75) (probability to obtain a final model with performance ϑ∗ > 0.75)
Test decisions:
rr(0.10) = P(ϕ∗ = 1 | δ = 0.10) (power, δ = ϑ⊕ − ϑ0 is the difference between

truly highest performance ϑ⊕ and threshold ϑ0)
rr(0.05) = P(ϕ∗ = 1 | δ = 0.05) (power)
rr(0.00) = P(ϕ∗ = 1 | δ = 0.00) (unconditional FWER, i.e. for hypothesis system (4))
FWER = P(ϕ∗ = 1 |ϑ0 = ϑ∗) (conditional FWER, i.e. for hypothesis system (2))
Estimation:
Bias = E(ϑ̃∗ − ϑ∗) (bias regarding estimation of ϑ∗ = min(Se∗,Sp∗))
MAE2 = E(|S̃e∗ − Se∗|+ |S̃p∗ − Sp∗|)/2 (combined mean absolute error of corrected point estimates

S̃e∗ and S̃p∗ for parameters Se∗, Sp∗ of final selected model)
P(O1) = P(S̃e∗ > Se∗ ∨ S̃p∗ > Sp∗) (probability to overestimate Se∗ or Sp∗)
P(O2) = P(S̃e∗ > Se∗ ∧ S̃p∗ > Sp∗) (probability to overestimate Se∗ and Sp∗)
Other:
ES (expected number of models selected for evaluation study)
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